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He drew a deep breath. ‘Well, I'm back,” he said.
The End
- Samwise Gamgee to Rose and little Elanor,

The Return of the King by J.R.R. Tolkien
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ABSTRACT

Since its emergence in the early 1990s, the World Wide Web has rapidly evolved into a
global information space of incomparable size. Keyword-based search engines such as
Google™ attempt to index Web pages for the benefit of human users. Sophisticated as such
search engines have become, they are still often unable to bridge the gap between HTML
and the human. Surveys indicate that almost 2500 of Web searchers are unable to find
useful results in the first set of URLs that are returned [u8]. Further, the majority of
human-oriented data on the Web prohibits software agents from providing humans with
more efficient and effective means of processing such information.

To help solve this problem, Tim Berners-Lee, the inventor of the Web, has
architected the Semantic Web in which machine-interpretable information provides an
automated means for machines to traverse the Web on behalf of their human counterparts.
Though its foundation has been established, the Semantic Web and its related applications
are still in their infancy. As the Semantic Web continues to form, a necessary cornerstone
application is the search engine capable of tying components of the Semantic Web together
into a comprehensive and traversable landscape.

Through our research, we have architected a Semantic Web Search Engine (SWSE) that
performs semantics-based searching, providing more predictable and accurate results. We
have also implemented a prototype of SWSE that serves as a proof of concept. To evaluate
our efforts and compare keyword-based searching to semantics-based searching, we
constructed the Google CruciVerbalist (GCV), which attempts to solve crossword puzzles by
reformulating the clues into “Google-friendly” queries that are sent to Google via the
Google API. Results are used to derive candidate answers to clues, which are inputted into
the grid-solving components of GCV.

As a culmination of our research, we integrated GCV with the SWSE prototype to
quantitatively show how semantics-based search improves upon keyword-based search from
the perspective of a machine intelligence. Mimicking the human brain’s ability to create
and traverse relationships between facts, our research helps the Web to “think” using

semantics-based reasoning, opening the door to intelligent search applications that utilize

the Semantic Web.
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CHAPTER 1: INTRODUCTION AND HISTORICAL REVIEW

The whole wide world

An endless universe

Yet we keep looking through
The eyeglass in reverse

- Neil Peart of Rush,
from Territories,

Power Windows

1.1 Overview

The World Wide Web has grown tremendously since its inception in the early 1990s,
evolving from pockets of simple hand-edited HTML files to a vast landscape of elaborate
machine-generated Web sites and services. During this evolution, the original intent of the
Web as an organized machine-processable information space was lost. Presentation aspects
became paramount as flashy browser applications became the sole human-computer
interface to the Web. Lacking in this progression was support for the automated processing
of information on the Web. As a result, though the size of the Web is discussed in terms of
billions of Web pages, the Web remains a largely untapped resource for artificially
intelligent applications, including search engines.

The search engine is a fundamental service on the Web, arguably the most important
Web application in use today, reaching a wide and varied audience. With such a huge
information space in such a disorganized arrangement, human users rely on keyword-based
search engines to locate information and answer their questions. Though the keyword-
based approach to search engine design has provided users with a means to accessing the
Web, keyword-based searching is limited, unable to bridge the gap between human users
and the information on the Web. According to numerous surveys, human users are unable

to find what they are searching for using keyword-based search services:

Eighty-five percent of Web users use search engines to find needed
information, but nearly as high a percentage cite the inability to find
desired information as one of their biggest frustrations. According to a
recent survey of search-engine satisfaction by market-researcher NPD,

search failure rates have increased steadily since 1997 [12].



The problem of finding relevant information on the Web increases as the size of the
Web increases. Though Google' and other keyword-based search engines struggle to keep
up with the growing Web, new applications including blogging® and online discussion
groups, to name a few, will likely increase the Web’s rate of growth. In addition, as Web
content management tools and other Web publishing applications evolve, it becomes much
easier to add more disorganized information to the Web. As a result, keyword-based search
engines continue to face challenges in crawling and indexing all of these Web pages.

In addition to size-related issues, keyword-based searching is limited in its approach.
Indexing words from HTML files within a vast centralized search database and presenting
keyword matches to human users is ineffective. Though human language—take English for
example—contains no two words with identical meaning, there are many words and phrases
that have multiple meanings in multiple contexts. In general, keyword-based search
techniques do not consider the meaning (i.e. the semantics) of words used in queries. Thus,
using keyword-based searching runs the risk of generating imprecise results, providing users

with irrelevant “junk” that they must sift through to find what they are looking for.

[The Web] is still based on HTML, which describes how information is to
be displayed and laid out on a Web page for humans...HTML is not
capable of being directly exploited by information retrieval techniques;
hence the Web is restricted to manual keyword searches. If you want to

find something on the Web, then you have to do it manually [2].

Since the introduction of Web browsers and search services in the mid-1990s, Internet
traffic has “expanded at an explosive annual growth rate in excess of 340,000%” [2]. The
World Wide Web has clearly become a pervasive element of human society and the search
engine a cornerstone of the Web’s broad acceptance and use. But with today’s Web pages
designed solely for human use, such search services suffer, so much so that Tim Berners-

Lee, the inventor of the World Wide Web, notes an interesting observation:

[There] is now a healthy market for tools to allow one to map one’s data

from existing database form onto the Web. Curiously, there is now so

Google, Froogle, and Google API are trademarks of Google Technology, Inc. All other
trademarks used throughout this text are property of their respective owners.

The term blogging refers to Web-logging in which Web users create Web pages that serve as a
publicly accessible online journal in which any number of topics may be covered.



much data available on Web pages that there is a market for tools that
“reverse engineer” that process. These are tools that read pages, and with a

bit of human advice, re-create the original record from the database [49].

Present in numerous Web-based and Web-related applications, such “reverse
engineering” and “screen scraping” techniques attempt to glean certain bits of information
from HTML code for use by software. While these techniques have enabled new and
interesting applications, the screen scraping approach is costly to maintain, since an
artificial dependency on the layout of the corresponding Web pages is created. When the
HTML code of the associated Web pages changes, the screen scraping software no longer
functions properly, leading to either system failures or incomprehensible results.

The design and construction of the Semantic Web is an attempt to solve many of these
problems on a global scale, enabling machines to interpret and process information on behalf
of their human counterparts. Rather than browse and sift through Web pages over the
course of hours using traditional keyword-based searching, a software agent will be able to
traverse the Semantic Web and provide meaningful information and services in a matter of
seconds—and likely with more precise and comprehensive results.

Tim Berners-Lee defines the Semantic Web as a web of data such that machines can
understand “what the data means [in order] to process it” [13]. Rather than a Web filled
only with human-interpretable information, Berners-Lee has laid the groundwork for a
semantics-based Web of machine-interpretable data, enabling machines to process the
volumes of information already available on the Web and in proprietary databases.
Reminiscent of Prolog [17, 33], such processing includes the ability to reason about the data,

inferring new assertions from existing rules and statements. In Berners-Lee’s words:

[The Semantic Web] is filled with documents, each of which has pointers
to help a computer understand it and relate it to terms it knows. Software
agents acting on our behalf can reason about these data. They can ask for
and validate proofs of the credibility of the data....This raises the exciting
possibility of letting programs run over this material and help us analyze
and manage what we are doing. The computer renders the scene visibly as
a software agent, doing anything it can to help us deal with the bulk of data,
to take over the tedium of anything that can be reduced to a rational

process, and to manage the scale of our human systems [49].



Just as traditional search engines have played a fundamental role in the success of the
human-oriented World Wide Web, we are facing the same fundamental need for the
Semantic Web. Rather than keyword-based searching, semantics-based searching will
provide human users and software agents a more intelligent form of finding what they are
looking for within the global “brain” that the Semantic Web represents. Leading the charge

in defining the Semantic Web, Berners-Lee recognizes the importance of search engines:

[The Web enables us to] draw on any part of the global information base
by a simple hypertext link...Search engines, from looking for pages
containing interesting words, will start indexes of assertions that might be

useful for answering questions or finding justifications [49].

What is lacking in the literature is an architecture or prototypical implementation of a
comprehensive search engine for the Semantic Web. Our research focuses on defining such

an architecture and constructing a prototype search engine as a proof of concept application.



1.2 Historical Review

The World Wide Web is a mere fifteen years old, whereas the underlying Internet
originated over forty years ago. In the early 1960s, government-sponsored research led the
RAND Corporation to architect a “robust, distributed communication networks for military
command and control that could survive and function in the event of a nuclear attack” [2].
In 1969, the ARPANET network was formed, consisting of four connected nodes in the
western United States (i.e. the University of California at Los Angeles, the Stanford
Research Institute, the University of California at Santa Barbara, and the University of
Utah). ARPANET enabled “scientists to share data and access remote computers” for their
research [2], which quickly evolved into email, FTP, and other groundbreaking applications
of the new networked environment. By 1971, ARPANET consisted of twenty-three hosts at
both government research facilities and universities across the United States, including such
new nodes as MIT, Harvard, and the University of Illinois.

From these beginnings, the Internet was formed; in 1990, “ARPANET was
decommissioned, leaving only the vast network-of-networks called the Internet with over
300,000 hosts,” a number that would increase to over one-hundred million machines in the
early 2000s [2]. Shortly after the emergence of the Internet, in 1991, Berners-Lee pioneered
work that led to the development of the World Wide Web. At the well-known European
Particle Physics Laboratory (CERN?), Berners-Lee established the fundamental building blocks
of the Web, including the HyperText Transfer Protocol (HTTP), the Uniform Resource Locator
(URL), and the HyperText Markup Language (HTML), which was based on the Standard
Generalized Markup Language (SGML), a general-purpose markup language used in the

publishing industry [13]. In Berners-Lee’s words:

[Journalists] are frustrated when I tell them there was no “Eureka!”
moment. It was not like the legendary apple falling on Newton’s head to
demonstrate the concept of gravity. Inventing the World Wide Web
involved my growing realization that there was power in arranging ideas in

an unconstrained, weblike way [13].

Given the unconstrained and open environment of the World Wide Web, many

organizations and individuals began to publish information and produce basic services on

3

As noted in [13], the CERN acronym stands for the Conseil Européen pour la Recherche
Nucléaire, the name of the international council that initially founded the lab.



the Web in the early 1990s. The introduction of the Web browser application opened the
Web to exponential growth as people realized there was an effective (and graphical) means
to accessing the information of the Web. The first graphical Web browser, Mosaic, was
developed by Marc Andreesen while at the National Center for Supercomputing Applications
(NCSA) at the University of Illinois [2]; Andreesen later formed the Netscape browser and
the so-called browser wars between Netscape and Microsoft ensued [13].

Also during the 1990s, with the introduction of Web browser applications, an
immediate need for search engines became evident as locating something on the Web
became more difficult. Further, URLs became increasingly cryptic and the Web extended to
a wider audience with minimal computer literacy. Initial search engines began to surface on
the Web starting in 1994, including WebCrawler, Lycos, Excite, AltaVista, Inktomi, and
others. In 1997, Google was launched by Sergey Brin and Larry Page and though Google
had limited success in its early years, it now stands tall among top Web search (and other)
services. By the late 1990s, human users had numerous search engine sites to choose from
that indexed various overlapping portions of the Web.

With the continued growth of the Web, Berners-Lee recognized the need to
development additional standards and guidelines to ensure the proper long-term growth of
the Web. In 1994, Berners-Lee left CERN for the United States and MIT and founded the
World Wide Web Consortium (W3C). Through their efforts, numerous building blocks of the
Web have been defined.

Staying true to his initial vision, Berners-Lee and others of the W3C architected and
documented the foundations of the Semantic Web. Here in the 2000s, discussion of the
Semantic Web has grown and the concepts have gained traction with research and work
being performed across the globe. Such efforts include the development of semantics-based
markup languages, reasoning and wvalidation capabilities, graphical user interfaces for
managing ontologies,* the construction of self-describing ontologies, self-describing Web

services, Semantic Web application development platforms, and so on.
) pP p p )

*  An ontology “formally defines a common set of terms that are used to describe and represent a

domain,” thus making the terms and knowledge therein reusable [49]. See §4.3.



1.3 Scope and Contributions

The scope of our research includes an evaluation of both keyword-based and semantics-
based searching using an artificially intelligent cruciverbalist, the Google API, and a
prototype search engine for the Semantic Web.

1.3.1 Evaluating Keyword-Based Search

Traditional keyword-based search services are evaluated by using Google as a representative
example. We select Google due to its success and widespread use, its broad coverage of the
Web in relation to other search engines, and the availability of a programmatic Google API
in Java. Using the Google API, we have constructed the Google CruciVerbalist (GCV), an
artificially intelligent system that attempts to solve crossword puzzles by sending crossword
puzzle clues to Google in “Google-friendly” or “search-friendly” forms. Our aim is to
evaluate the precision and effectiveness of keyword-based searching from the perspective of
a machine intelligence, thus removing the human intelligence that identifies relevant and
desirable answers from the search results.

1.3.2 Architecting a Search Engine for the Semantic Web

We have defined a scalable architecture for a Semantic Web Search Engine (SWSE) that
utilizes a semantics-based search algorithm capable of responding to plaintext search strings
with precise answers from ontologies of the Semantic Web. Our goal is to provide a
blueprint for the large-scale implementation of such a search engine that will help the
Semantic Web emerge on a global scale comparable to the World Wide Web. Our
architecture is also applicable to “closed” systems in which a Semantic Web may be
established and used within an organization.

1.3.2.1 Constructing a Prototype Semantic Web Search Engine

To evaluate our SWSE architecture, we have constructed a functioning prototype that
serves as a proof of concept application. Though our prototype lacks the necessary large-
scale components (e.g. a centralized database), we have implemented the core functionality
and search algorithms specified in the SWSE architecture. Our goal is to provide a means
for evaluating semantics-based searching via the Semantic Web.

1.3.3 Evaluating Semantics-Based Search

Semantics-based searching is evaluated via our prototypical SWSE implementation and an
enhanced version of GCV called GCVsywsg that attempts to solve crossword puzzles using
semantics-based searches rather than Google. We compare results of traditional keyword-

based searching to semantics-based searching in part by comparing GCV and GCVswse.



We also evaluate sample queries via a command-line SWSE client interface. Our goal is to
show the advantages semantics-based searching has over keyword-based searching.

1.4 Organization

Beyond this first introductory chapter, we cover keyword-based searching and the
architecture of the Google CruciVerbalist (GCV) in Chapter 2. Results of our keyword-
based testing via GCV are discussed in Chapter 3, which concludes with a summary of the
limitations of keyword-based searching. Chapter 4 turns to the Semantic Web, describing
the various building blocks and languages, and illustrating the need for the Semantic Web.
Chapter s discusses both the architecture of SWSE and the prototypical implementation,
including the details of the search algorithm. Chapter 6 provides analysis of SWSE and
GCVswse results, the latter being the GCV system tied solely into the SWSE prototype.
Chapter 7 provides our conclusions and includes our thoughts on future work. Appendix A
provides specifications for a SWSE API, while Appendix B includes most of the ontologies
created as part of our research efforts. Appendix C includes reprints of all crossword

puzzles used in our analysis.



CHAPTER 2: EVALUATING KEYWORD-BASED SEARCH VIA
THE GOOGLE CRUCIVERBALIST

Every school should have a course in enigmatology!

- Will Shortz [s3]

2.1 Google and Other Search Engines

As the World Wide Web flourished in the early 1990s, there was a strong need for tools to
organize and index the ever-growing nebulous mass of Web pages. Search engines
answered this call, providing users with the means to translate search keywords into rank-
ordered lists of clickable URLs. This basic keyword-based formula remains largely
unaltered today, though both the size and corresponding coverage of the Web have grown
tremendously. While many companies specializing in searching the Web have come and
gone, names that remain include Google, Yahoo!, Ask Jeeves, AltaVista, and MSN Search.
2...1  Limitations of Keyword-Based Search

Current keyword-based search technologies have reached a plateau. Surveys indicate that
almost 259 of Web searchers do not find adequate results in the first set of URLs returned,
in part due to the daily sixty-terabyte increase in the size of the Web [u8]. For our keyword-
based search engines, the “amount of Web content outpaces technological progress” [6].

In addition to their inability to keep pace with the growth of the Web, search engines
rely too heavily on keyword-based string matching and word frequency and proximity
techniques. As a result, queries are often overly sensitive to certain vocabulary used in the
initial query string [6]. Search words often have multiple meanings or appear in multiple
contexts, many of which are irrelevant to the Web searcher. Further, semantically similar
pages that are desirable are often not retrieved, resulting in a set of results that is far from
comprehensive. For example, using Google to search for “cars for sale” yields largely
different results than searching for “automobiles for sale,” though the queries are
semantically similar.’

An additional limitation of keyword-based search is the focus on humans—i.e. the

lack of machine or programmatic interfaces to the vast search space. When a human user

> Note that prepending a tilde (~) character in front of search words causes Google to include synonyms in the

search; applying this technique to the cars and automobiles queries produces increased overlap, though
results are still clearly different.



performs a search via Google or other such search engine, much of the truly intelligent work
is performed by the human. Faced with URLs and snippets of potentially relevant Web
pages, the human must decide which answers are relevant and worth further investigation—
or if the query should be revised or abandoned. Machine intelligence should play a stronger
and more effective role in overcoming these limitations, though the search space must first
be transformed into meaningful data using machine-interpretable formats.

2.1.2 Using the Google API versus Screen Scraping

Among a myriad of tools and applications, Google provides the Google API that allows
direct programmatic access to Google’s search functionality, mimicking a subset of what the
human user experiences via http://www.google.com [62]. Fundamental to integrating
heterogeneous applications, an API provides a well-defined contract as to how to use a given
service or system. Accordingly, the Google API consists of Java classes that utilize the
Simple Object Access Protocol (SOAP) [32,146] to perform queries against the same vast Google
index that human users query every day.

By using the Google API, software developers no longer need to resort to screen
scraping to utilize Google query results in their own applications. Screen scraping refers to a
technique in which a software program reads a resultant Web page and extracts (or scrapes)
the desired information from the oft-cryptic HTML code. The primary problem with such
an approach is the dependency on the specific format and configuration of the HTML code;
any change in the HTML—e.g. Google modifying or enhancing their user interface—causes
the screen scraping system to no longer work. The software system’s dependency on the
structure and layout of the HTML code is an artificial and unnecessary dependency,
especially when an API such as the Google API is readily available.

While the Google API and other emerging APIs enable programmatic access to
search and other services, functionality is often limited to a subset of what the human user
can do. Unchanged since August 2002, the Google API provides the software developer
with such methods as dosearch(), dospellingsuggestion(), and doGetcachedPage(). The basic
dosearch() method allows users to perform Google searches, though results are available
only in sets of ten, unlike the human user interface in which result sets of varying sizes may
be requested. Using the dosearch() method, resulting titles, URLs, and snippets of Web
pages are returned, encapsulated in the Googlesearchresult class. Though preferable to
screen scraping, the Google API lacks methods that a machine intelligence is interested in;

we are limited to mimicking the methods and behavior of interest to a human user.
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2.2 Applying Keyword-Based Search to Solving Crossword Puzzles

To evaluate the effectiveness of keyword-based searching, we applied the Google API to the
problem of solving crossword puzzles via an artificially intelligent system called the Google
CruciVerbalist (GCV). Solving crossword puzzles is an effective and largely comprehensive

test of keyword-based searching from the perspective of a machine intelligence:

Crossword puzzles...require of the solver both an extensive knowledge of
language, history and popular culture, and a search over possible answers to
find a set that fits in the grid. This dual task, of answering natural
language questions requiring shallow, broad knowledge, and of searching
for an optimal set of answers for the grid, makes these puzzles an

interesting challenge for artificial intelligence [74].

Because crosswords cover a broad range of knowledge including history, popular culture,
geography, literature, and many other topics, we expect to find such knowledge on the Web,
indexed by search engines such as Google.

Whereas the precursor problem of constructing a crossword puzzle (i.e. filling an
empty crossword grid with words from a dictionary) has been sufficiently addressed [s56],
solutions to the adjunct problem of solving a crossword puzzle via software are few and far
between. The most sophisticated system thus far is the Probabilistic Cruciverbalist
(PROVERB) developed at Duke University [74]. Built for extensibility, PROVERB consists of
multiple modules, each of which provides candidate answers to clues through searching a
specific reference (e.g. dictionary, encyclopedia), generating anagrams, and other such
approaches. Though available at the time, PROVERB does not make use of the Web.
Regardless, PROVERB boasts impressive success rates, including an average of 95% words
correct over a test set of 370 crossword puzzles [74]. The system has an excessively large
candidate answer search space (including all combinations of letters) and requires a great
deal of computing horsepower. Further, it heavily relies on a crossword database (CWDB) of
approximately 350,000 clue-target pairs built from 5142 previously solved puzzles [74]. Use of
such a database is effective albeit too domain-specific and not generally reusable in other
contexts.

More recently, work in Italy was announced in which a system called Web Crow is
attempting to solve crossword puzzles via the Google API. Such efforts have yielded
laudable results: “One time in ten, the correct word is at the top of the candidate list” [28].

Unlike our efforts, Web Crow is focused on the multilingual aspects of solving crosswords.

II



2.2.1 Anatomy of a Crossword Puzzle

Originally from Liverpool, England, Arthur Wynne invented the first crossword puzzle,
which appeared in the eight-page “Fun” section of New York’s Sunday World newspaper on
December 21, 1913 [4]. Crosswords and other word-related puzzles have their roots in

ancestral word squares and acrostics dating back as far as the sixth century B.C.:

[A word square is] an arrangement of words of equal length stacked in a
square. The words read the same vertically and horizontally or, in the case
of double word squares, differ going across and down. [An acrostic is] a
series of lines or a poem in which the first, last, or other specified letters of

each line, taken in order, spell out a word, phrase, or motto [4].

Beyond word squares and acrostics, other puzzles date back to the earliest known
civilizations. WIill Shortz, crossword puzzle editor for the New York Times and the first
individual to earn an advanced degree in enigmatology, cites arithmetical problems that
ancient Egyptians did “for recreation,” as well as riddles found in the Bible [53]. According
to Shortz, crossword and other such puzzles continue to intrigue people, because we are
“faced with puzzles every day in life” and though we do what we can, “we never know if it’s
the best solution or not.” With a crossword puzzle, “when you answer the challenge, you
know you have a perfect solution—it’s satisfying” [s3].

Today’s crossword puzzles come in a variety of shapes and sizes. For our research, we
focused on American-style crossword puzzles due to their straightforward design, broad
availability, and applicability to testing general knowledge and intelligence. As shown in
Figures 2-1, 2-2, 2-3, and 2-4, such puzzles consist of an empty crossword grid and clues keyed
to the grid by both number and direction. The goal of the solver is to answer clues and
correctly fill in the corresponding squares of the crossword grid. As words and phrases are

entered into the grid, other perpendicular answers may become apparent to the solver.

ACROSS DOWN 12 B
1. Santa __ winds 1. ___ Garfunkel =
4. "..ducks ina __ " 2. Present tense timeframe
§. Clemens alter ego 3. Cognizant of g [
8. Kanga's son, a friend of Pooh 6. Charged particle =
9. Howards ___ 7. Doze (with off) .
tal

Figure 2-1. A simple 5x5 crossword puzzle
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ACROSS DOWN ]
2. Game played with a hat 1. Color of the sun z 5
5. Used to write on a 3. Something sold at a stand ‘ ‘ | | |
hlackheoard 4. Stringed instrument
6. Harty Potter's speciality 5. Chef I 5 3
7. Grand Prize ___ 9. __ Erie | | | | | |
8. What stars do 10. Opposite of day |
12. United States of ___ 11. Something you leaf through |— — =
14. Rock 13. Something that holds | | |
15. Game with a slam dunk letters = | | B
16. Where students go 14. Sticky things on letters — 5
11 1z 12
] | []

Figure 2-2. A sparse 15x15 crossword puzzle designed for children

In addition to the intellectual satisfaction, crossword puzzles provide a fun learning
experience for children and young adults, helping to reinforce classroom content and build
vocabulary and problem-solving skills [71]. Students aiming to increase their vocabulary or
their knowledge of history may also turn to crossword puzzles for assistance [ss, 130, 131]. For
solvers of all ages, newspapers often contain daily crossword puzzles, including such
prominent publications as the New York Times, Los Angeles Times, The Hartford Courant, and
USA Today. Popular magazines also often contain crossword puzzles, including those found

in TV Guide, New York, and People.

ACROSS DOWN 1
2, Bifrost yuardian 1. Loki's viife

5. Thor's wiife 2. Brother of Balder | |
7. Frey's vyife 3. Sigyn"s hushand 4
4,
6

9. Daughter of Loki . 1dun's hushand — —— —
11. Second wife of Odin . Frey's sister

12. Norse God of the Sea 8. Thor's father |5 &
13. Frey's father 10. Son of Odin i

14. Son of Odin 11. Freya's brother

16. S5on of Lokl 13. Balder's wife B | |Q
17. Odin's father 14. Son of Odin e —

18. Brayi's wiife 15. Son of Odin

19. Njord's wiife 16. First wife of Odin [1o7] 11 |

20. Son of Loki = | ‘

Figure 2-3. A sparse theme-based 13x18 crossword puzzle



ACROSS

1. Basehall hitting statistics:
ahbr.

4. Aviry

9. Concept of Freud

12. Dawn ygoddess

13. Amba ___ Hotel {in Asmara
Eritrea)

14. Gratuity

15. "Something
film)

17. Milwaukee _ House

18. "My Biy Fat Greek
Wedding™ star

19. Retired pitcher Ryan

21. Clemens alter ego

24. Trehle and hass ___

26. "What Women __" (2000
Gihson film)

27."Now | __ me down to
sleep..."

28. Diplomacy

32. "Sister __ " (1992 Goldheryg
film)

33. Hockey yreat Bobby

34. "He Got Game" star Allen

35. Slugger Sammy

37. Route: abbr.

38. World's largest particle
physics lahoratory: abbr.

39. _ Periman, Danny
DeVito's wife

41."™0 Things ___ Abhout You"
(1999 film)

42. Former Justice Byron

" (1998 Diaz

435,
46,
47.
53.

54.
55.
56.
57.

*_ to Joy" hy Beethoven

Charged particle

*__ Flies" by Golding

- Hollywood™ {1991
Michael J. FoX film)

It may he spam?

Barhie's heau

Greek letter

"Stop calling other people

58. "This __ House" home
improvement show

DOWN

1. Actor Stephen ___

2. "What about ___ 7" (1991
Murray film)

3. Standards organization:
ahbbr.

4. Sean wheo played Samwise

5. "Brave New World™ drug

6. Korean carmaker

7."To __ is human"

8. Batman's alter ego

9. "And others" in Latin

10. _ monster: desert denizen

11. U.5. __ (tennis tournament)

16. Central processing

20. “So ___ have | invoked
thee...”

21."___ the night before
Christmas..."

22. Location of David Koresh
affair

23. Pichic pests

24. Magna ___

25. Stringed musical
instrument from Greece

27. Myths and legends

29. Length times width

30. "Don't put the horse hefore

the __

31. Newcastle-upon-___,
England

36. _ Garfunkel

38. "The Iron __ " on the Food
Network

40. Stage actress Hayes

4. "Twrilight of the __ " hy
Nietzsche

42. World ___ Weh

43. "Give a __, don"t poliute.”

44. Ancient population of
South America

45. Garfield's sideKick

48. Grandmother in German

49. Random access memory:
ahbbr.

50. Technical Knockout: abbr.

51. Norse yoddess of the
undervvorid

52. "Howrards -

Figure 2-4. A typical 13x13 crossword puzzle

Figure 2-5.

m|g |- = B> = - > mo
ErOEHR >0 HA
(M| - O > -
DZmMEmMZ~< - =Zmw 0

Solution to the crossword puzzle of Figure 2-4
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2.2.2 Categorizing Crossword Puzzle Clues
Crossword puzzle clues take on many forms and may be organized into categories.

Numerous categories and patterns of crossword puzzle clues are summarized with examples

in Table 2-1 [8, 74].

Clue category

Category description

Example clues (ANSWER)

Fill-in-the-blank

A missing word or phrase fills in the

specified blank

Santa __ Winds (ANA)
Mary ___ Little Lamb (HADA)
_and hers (HIS)

Missing word

A missing word or phrase (sometimes a
prefix or suffix) is alluded to

Word with egg (NEST)
Prefix for byte (MEGA)
Band follower? (AID)

Currier’s companion (IVES)

Proper name

A proper name of a person or place, often

Woods, for example (TIGER)

(initials) specified as using initials Treasure Island author (RLS)
Capital of Iowa (DESMOINES)
Synonym A synonymous word is alluded to Diplomacy (TACT)

Owns (HAS)
Depicts (RENDERS)

Kind-of/Type-of

A categorization is specified

Type of dancing (TAP)
Kind of steak (TBONE)

Compass dir.

Abbreviated compass directions

Vane dir. (SSE)

Logical operator

A clue form in which a logical operator
(and, or, not) is used; when “and” appears,
expect the answer to be pluralized

Danson or Knight (TED)
Not wet (DRY)
Majors and Grant (LEES)

Foreign word

A word from another language

German article (DER)
Love, Italian style (AMORE)

Wordplay

A play on words, sometimes ending in “?”

Green land? (EIRE or IRELAND)
Go figure? (ADD)
Mirror image? (FACE)

Roman numeral

Allusions to roman nurnerals

1051, to Brutus (MLI)

Abbreviation

Abbreviations specified explicitly or via an
abbreviation within the clue

Company bigwig: abbr. (CE0)
State south of GA (FLA)

Clue references

A clue that refers to the answer of another
clue

Star of 47-Across (SPACEY)
They hold 20-Across (coBs)

Example

A clue that alludes to a broader category by
providing an example

Confirmation, e.g. (RITE)
Bond, for one (SPY)

Table 2-1. Examples of clue categories and patterns



2.2.3 Measuring the Complexity of Crossword Puzzles

In an effort to quantify the complexity of a given crossword puzzle, we look to a number of
measures, including the dimensions and density of the grid, the ratio of empty squares to
filled-in squares, the number of clues, the categories of clues, and so on. The dimensions of a
crossword grid are defined by the number of columns followed by the number of rows,
which are often the same. For example, a 15x15 crossword grid appears in Figure 2-6(a),

while a 13x13 grid is shown in Figure 2-6(b).

@ (b)

Figure 2-6. (a) An example of a sparse 15x15 crossword grid in which most of the squares are filled-in
and inaccessible; (b) an example of a fully dense 13x13 crossword grid in which each empty square is
involved with exactly two words, one in the Across direction, the other in the Down direction

The density of a crossword grid, D, is defined as the average number of interlocking
words per empty square. For any crossword grid, D is greater than one and less than or
equal to two. A fully dense crossword grid has a density of two, as does the example grid in
Figure 2-6(b). Crossword grids with density values close to two are dense, and though a
definitive threshold is not defined, a sparse crossword grid has a density closer to one, as
does the example grid in Figure 2-6(a). A sparse crossword grid is often more difficult to
solve, because there are fewer interlocking words in the grid to help present partial words.

Similar to density, the ratio of empty squares to filled-in squares (R quares) is another
indication of how many interlocking words one should expect to find in the crossword grid.
R quares differs from D in that even a fully dense crossword grid may have an R guues value
that indicates a relatively larger number of filled-in squares. Crossword puzzle publishers
often insist on specific Ryuares values to ensure a quality crossword puzzle. According to

New York Times requirements, filled-in squares were at one time not allowed to occupy
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more than 1606 of the grid (i.e. Rguaes > 5.25); more recently, there is no exact limit, but
cheater squares (i.e. filled-in squares that, if removed, do not change the number of words in
the grid) and large chunks of filled-in squares are strongly discouraged.

The challenge in establishing a complexity benchmark is defining from whose
perspective the complexity benchmark should measure. An indication of complexity from a
human solver’s perspective may be drastically different from that of a machine intelligence.
Though loosely based on various human solving techniques, GCV applies a depth-first
search algorithm and keyword-based “tricks” unique to a machine intelligence. As such,
complexity from GCV’s perspective tends to differ from that of a human’s. As such, the
complexity measures described below are from the perspective of GCV.

We define C,,..i. as the complexity of a crossword puzzle, with Cpuzzie = Celyes + Cgridy
where C.j., is the complexity of the clues and C,,q is the complexity of the crossword grid.
As discussed further in §3.2.1, a fully dense puzzle is typically easier for GCV to work with
because of the many interlocking words. Similarly, the range of R,guues is higher for
crossword grids with fewer filled-in squares, which also tends to be easier for the GCV grid-
solving process. Both D and Rsquaes belong in the denominator of the C,,..i. equation and
therefore we define the complexity of the crossword grid, Cgria = D x Ryquares-

Determining the complexity of clues, Cy.s, involves the clue categories of Table 2-1.
For each clue of a given crossword puzzle, we calculate a weight w,. (from one to ten)
based on the clue category. The easiest clues tend to be fill-in-the-blank clues, which are
therefore weighted lowest with an initial wg,. of two; the more difficult abbreviation clue
has an initial w,. of seven. If a clue contains quotation marks, then w,. is reduced by one.
Further, if a clue falls into multiple categories, the lowest clue category weight is used.

Given all w,y,. values for a crossword puzzle, Ceues = (M x TWelue ) + Nelyesy Where nepyes is
the number of clues in the given crossword puzzle and m is ¥4 if the number of words in
each answer is known; otherwise, m is one. We include m to reduce C_,.. when the number
of words in each answer is known, a scenario that also reduces the number of required
Google queries and generally improves results obtained during the Google querying phase.

Figure 2-7 shows an example New York Times puzzle in which Cyiq = 8.71, Coiyes = 8.78,
and C,u..le = 1.01; comparatively, Figure 2-8 shows a TV Guide puzzle with Cgi4 = 8.90,
Ceiues = 1.48, and Cpy,ze = 0.17. Though the complexity measures of the crossword grids are
similar, the complexity of clues causes the TV Guide puzzle to be rated far less complex than

the New York Times puzzle.
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ACROSS

1. New Woman rival

5. One-liners

9. Soccer legend

13. Egg-shaped

14. TV oldie "Green -

416. Vientiane's land

17. Building code requirement

19. Proi

20. Pilgrim John

21. Most pleasant

23. Madam's mate

25. July 4, 1776, e.g.

26. Opposite of vert.

29. W. Hemisphere ory.

32. Mr. Amaz

34. The lowdown on dancing?

36. Kind of car or sandwich

3%. Use a crayon

44. Ratted (on)

42. Armhone

43. By oneself

44. Writer Hunter

45. Hauls

46, Stimulate, as curiosity

47. Measure out

48. Provence city

50. Stalin ruled it

5§52. "The Bridyge of San Luis __ "

53. Stephen of "The Crying
Game"

54. Late tennis V.LP.

57. Dawn goddess

59. Lustrous fabric

61. "Faust,” for one

65. [Shock!]

67. Summer treat

70. Matures

71. Go 1-1 in a doubleheader

72. Letterman's "Top Ten," e.y.

73. Model's position

74. "Auld Lany -

75. Not 50 much

Figure 2-7. New York Times puzzle® with C

ACROSS
1. Common crop

6. Kathryn, on “Flying High"
9. "How the West Was __*

DOWN

4. Divan

2."Hearno __ .."

3. Cooking fat

4. Hight: it

§. Oil altermative

6. U.N.C. andl U.Va. grp.
7. In a lofty style

8. Artist's brown

9. +

10. Bulldozer

41. Captain's record

412. Language suffix

15. Church offshoot

18. Arthurian lady

22, Slippery one

24, Sum up

27. Not quite spherical
238. Los Angeles moterist King
29, Of the eyes

30. Magnetism

31. Shades

33. By oneself: Prefix
35. News entry

37. Home port

39. Burden

40. Hall-of-Famer Pee Wee
49. Was in session

51. Motel vacancy

55. Does needlework
56. Mounds

58. "Howr do you ___ relief?™
60. Church nook

62, Writer Wiesel

63. Flagmaker Betsy
64. Picnic pests

65. Cumberiand, e.g.
66. In the past

68. One for Wilhelm

69. Numbered rd.

gri

DOWN

1" My Line?"

2. Berry of "The Flintstones™
3. Gimpel of "Profiler"

12. Anderson of "Dave's World" 4. "Scoohy-Doo, Where ___

13. Hury

14. Color

i5. ™ Nation™

16. "JAG" star

18. "Waterfalls" singers

19. "Legend” character
Pratt

21. "The Seventh -

23. Dawn goddess

You?"
5. Daly of "Cagney & Lacey"
6. Angela Goethals series
7. Host of CNBC"s "Straight
Talking"
3. Diner on "Alice™
9. "Doctor
10. MTV's "Singled __ ™
11. Ensnare

24. Joe E. __ of "90210" 17."__ a Thief" (1968) (2
28. "Northern Exposure™ hermit vords)
30."__ Attraction™ 20. " Window™

31. "Max Headroom™ star
34. Josephine and Anita

35. Andrew Shue, on "Melrose

Place"

36. "The Danny ___ Show™

37. Eric of "Monty Python's
Flying Circus™

38. "Charlotte's __ "

39. "Citizen Kane" prop

43. "Hudson __" (TV series)

46. Arden of "The
Mothers-in-Law™

47. "Maniac __ "

50."The ___ Factor™

52. Pietz of "Caroline in the
city"

53. Sault __ Marie

54. "Damage" star Jeremy

55." Station Zebhra™

56. Barnyand female

57."__ and Sensihility™

22, She plays Xena

25. Had a snack

26. Roofing material

27. Mr. Bundy, and others

29. Susan of "The Partridge
Family"

30. Barbara Bosson's "Hill
Street Blues" role

31. "Mancuse, __ "

32. Remove

33. Annex shape

34. Pig movie of 1995

36. __ Ivory Wayans

38. "Murder, She -

40. "The __ Drop Kid™

44. Linda of "Dynasty™

42. Thick-headed

44. Gomez's nickname for his
vrife

45. " Week with David
Brinkley"

47. Actress Zetterling

48. Bob Dorian's channel
(abbr.)

49. "Bill __ the Science Guy™

51. "Where Eagles Dare™
actress Mary

4 =8.71,

cclues = 8.78, and Cpuzzle

=1.01

Figure 2-8. TV Guide puzzle with Cgiq = 8.90, Cjues = 1.48, and Cpyyz1e = 0.17

6

All crossword puzzles are reprinted by permission; see Appendix C. This New York Times puzzle
Copyright © 2002 by The New York Times Company [126]. Reprinted with permission.
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2.2.4 Architecture of the Google CruciVerbalist (GCV)
The Google CruciVerbalist (GCV) is a standalone Java application that processes and

attempts to solve crossword puzzles. GCV operates in two distinct phases. Referring to
Figure 2-9, the first phase is the Initial Google Querying phase in which the clues of a given
crossword puzzle are parsed via the SAX/JAXP Parser component (see §2.2.4.1) and
transformed via the Clue Preprocessor into “Google-friendly” queries (see §2.2.4.2). Using the
Google API, such queries are sent to Google via the Answer Generator. Candidate answers
are gleaned from the list of Google search results (i.e. not the actual Web pages themselves),
then ranked by relative word frequency and context (see §2.2.4.3). Upon completion,

3

runtime objects are serialized and saved in a “.gcv” file that serves as input to the next

phase.

Google Cruciverbalist (GCV)

SAX/IAXP
Parser

l

Clue
XML Preprocessor

}

Answer Generator
(Google API)

Clue Crossword __,/j//”.

Refiner Solver solution

Google

Figure 2-9. Architecture of the Google CruciVerbalist (GCV)

The second phase is the Grid-Solving phase in which the Crossword Solver component
of Figure 2-9 places candidate answers in the crossword grid based on their respective
weights and whether adjacent words exist in the pool of candidate answers (see §2.2.4.4).
The word placement algorithm is an enhanced depth-first search algorithm that utilizes
extricating backjumping, a strategy described in §2.2.4.5.

During the grid-solving phase, the Clue Refiner component attempts to further refine
clues and corresponding candidate answers by cycling clues back to the Answer Generator.
New queries are sent to Google and candidate answers refined, confirming new candidate

answers discovered during the grid-solving process (see §2.2.4.6 and §2.2.4.7).
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2.2.4.1 Crossword Puzzle Input Description
For portability, crossword puzzles are represented via a simple XML document, an example
of which is shown in Figure 2-10. GCV reads and parses the XML crossword puzzle via the

Simple API for XML (SAX) and the Java API for XML Processing (JAXP), the de facto

approach to reading and interpreting XML documents in Java [106].

<?xm1 _version="1.0" encoding="UTF-8"7>
<Puzzle type="crossword">

<Title>Test Puzzle 2</Title>
<Author>David Goldschmidt</Author>
<Source>None</Source>
<Dimensions>5,5</Dimensions>

<Clue direction="across" ID="1" Tength="3" question="Santa ___ winds" answer="ana" />
<Clue direction="across" ID="4" Tength="3" question="&quot;...ducks in a __&quot;"
answer="row" />

<Clue direction="across" ID="5" length="5" question="Clemens alter ego" answer="twain" />
<Clue direction="across" ID="8" Tlength="3" question="Kanga&apos;s son, a friend of Pooh"
answer="roo" />

<Clue direction="across" ID="9" Tength="3
<Clue direction="down" ID="1" length="3"
<Clue direction="down" ID="2" length=

question="Howards ___" answer="end" />
question="___ Garfunkel" answer="art" />

3" question="Present tense timeframe" answer="now" />
<Clue direction="down" ID="3" length= question="Cognizant of" answer="aware" />

<Clue direction="down" ID="6" length="3" question="Charged particle" answer="ion" />

<Clue direction="down" ID="7" length="3" question="Doze (with off)" answer="nod" />
<NumberLocation ID="1" location="0,0" />

<NumberLocation ID="2" location="1,0" />

<NumberLocation ID="3" location="2,0" />
"4" location="0,1" />

<NumberLocation ID= s
<NumberLocation ID="5" location="0,2" />
<NumberLocation ID="6" location="3,2" />
<NumberLocation ID="7" location="4,2" />
<NumberLocation ID="8" location="2,3" />
<NumberLocation ID="9" location="2,4" />
</Puzzle>

Figure 2-10. XML file representing the crossword puzzle in Figure 2-1

Specifying crossword puzzles directly in XML format is tedious. To ease the task of
typing puzzles in direct XML, a translation mechanism converts a text file into the above

XML format. The same crossword puzzle in text format is shown in Figure 2-11.

Test Puzzle 2
David Goldschmidt
None

ANA. .
ROW. .
TWAIN
. .ROO
. .END

Santa winds

"...ducks in a
Clemens alter ego
Kanga’s son, a friend of Pooh

Howards

__ Garfunkel

Present tense timeframe
Cognizant of

Charged particle

Doze (with off)

Figure 2-11. Simple text format of crossword puzzle in Figure 2-1
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2.2.4.2 Preprocessing Clues to Form Google-Friendly Queries
Before GCV sends clues to Google, each clue is preprocessed in an attempt to maximize
“good” candidate answers and minimize incorrect answers in the query results.
Preprocessing a clue involves such steps as removing extraneous punctuation, replacing
blanks in fill-in-the-blank clues with full-word wildcards, determining whether the number
of words is evident from the clue, rearranging English grammar, expanding contractions,
identifying plural or past tense forms, and other keyword-based strategies. Further, unless a
clue has a full-word wildcard, clues are replicated and the “synonyms of” string prepended.
Table 2-2 provides examples of clues and in what forms they are sent to Google. Such
techniques help to increase the likelihood of identifying the correct answer. Sending
multiple queries to Google for a single clue also tends to reinforce a “good” candidate

answer since it will often appear in each set of results.

Original clue Google-friendly clue form(s) Answer

Mary ___ Little Lamb (2 words) Mary * * Little Lamb HADA
“Mary * * Little Lamb”

Diplomacy Diplomacy TACT
synonyms of Diplomacy
~Diplomacy

Intensive Care Unit (abbr.) Intensive Care Unit Icu
synonyms of Intensive Care Unit
abbreviations of Intensive Care Unit

“Any Time ___” (Beatles tune) “Any Time *” Beatles tune ATALL
“Any Time * *” Beatles tune

Type of dancing Type of dancing TAP
* dancing

Superman’s admirer Superman’s admirer LOIS
admirer of Superman

Not dry Not dry WET
opposites of dry
antonyms of dry

Knight or Danson Knight or Danson TED
Knight
Danson

EWE

Female lamb (sounds like "you")  Female lamb rhymes with “you”

synonyms of Female lamb rhymes with “you”

Table 2-2. Examples of clues and their corresponding Google-friendly forms
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As is evident in Table 2-2, a clue may be sent to Google in many forms. During the
first pass, all clue forms are sent to Google and initial results based on the top ten results of
each query are collected. The results of each clue form are evaluated to determine whether
querying Google for the next set of ten results may improve the precision without flooding
the candidate list with incorrect answers. This process is repeated up to five times.

To determine whether additional queries to Google are desirable, three factors are
considered. In an attempt to draw out the correct answer, additional queries are generated
and sent to Google if: (1) the total number of unique candidate words discovered in the
results is less than five; (2) the overall total number of candidate words is less than or equal
to thirty-six; or (3) the highest confidence value of the candidate words is less than 25%.
2.2.4.3 Postprocessing Google API Results
The Google API limits the size of result sets to no more than ten elements at a time, each
element containing a URL, the corresponding document’s title, and one or more snippets
deemed relevant by Google’s search engine. For a given clue, the number of letters in the
correct answer is known based on the crossword grid. Thus, GCV forms a candidate list of
words from the URLs, titles, and snippets of the Google API results. For each candidate
word, the number of occurrences is recorded, as well as the percentage of occurrences
relative to all candidate words. This percentage is referred to as the confidence value, c, of the
given word.

As an example, consider the clue “Clemens alter ego” for which the correct answer is
the five-letter word TWAIN. Figure 2-12 shows an excerpt from GCV’s log file that shows
both the forms in which this clue is sent to Google and many of the resulting candidate
answers in ranked order. Though a portion of the results have been omitted for brevity,
Figure 2-12 reveals the large number of irrelevant five-letter words found within the top ten
results of each of the three queries.

The results shown in Figure 2-12 also reveal a keyword-based trick that further
increases the list of candidate answers. In preprocessing a clue, it will be marked as
potentially needing pluralization if one of the following conditions holds true: (1) the first
word of the clue ends in “s,” but does not end in “ss” or “’s”; (2) the first word of the clue is a
plural word such as “They” or “People”; (3) the last word of the clue indicates plurality,
including “them” or “people.” While these techniques increase the number of incorrect
candidate answers for the “Clemens alter ego” clue, this approach typically helps to
pluralize candidate answers such that the correct answer is found. A similar technique

attempts to determine past tense patterns in clues.
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Querying Google with [Clemens alter ego] for clue [Clemens alter ego]
Querying Google with [synonyms of Clemens alter ego] for clue [Clemens alter ego]
Querying Google with [~Clemens ~alter ~ego] for clue [Clemens alter ego]
5-Across: Clemens alter ego [twain] (needs pluralization?) FOUND (TOP CANDIDATE)
concordance with 104 unique words (225 total occurrences):
-- twain (21 occurrences; 9.333333 confidence)
-- marks (19 occurrences; 8.444444 confidence)
-- mores (7 occurrences; 3.1111112 confidence)
-- books (7 occurrences; 3.1111112 confidence)
-- alsos (6 occurrences; 2.6666667 confidence)
-- known (4 occurrences; 1.7777778 confidence)
-- amore (4 occurrences; 1.7777778 confidence)
-- trues (3 occurrences; 1.3333334 confidence)
-- selfs (3 occurrences; 1.3333334 confidence)
-- their (3 occurrences; 1.3333334 confidence)
-- makes (3 occurrences; 1.3333334 confidence)
-- names (3 occurrences; 1.3333334 confidence)
-- reals (3 occurrences; 1.3333334 confidence)
-- useds (3 occurrences; 1.3333334 confidence)
-- would (3 occurrences; 1.3333334 confidence)
-- types (3 occurrences; 1.3333334 confidence)
-- isnot (2 occurrences; 0.8888889 confidence)
-- there (2 occurrences; 0.8888889 confidence)
-- inhis (2 occurrences; 0.8888889 confidence)
-- egoso (2 occurrences; 0.8888889 confidence)
-- nomde (2 occurrences; 0.8888889 confidence)
-- wells (2 occurrences; 0.8888889 confidence)
-- onlys (2 occurrences; 0.8888889 confidence)
-- 1ikes (2 occurrences; 0.8888889 confidence)
-- dates (2 occurrences; 0.8888889 confidence)
-- eight (2 occurrences; 0.8888889 confidence)
-- Tlives (2 occurrences; 0.8888889 confidence)
-- egoas (2 occurrences; 0.8888889 confidence)
-- stage (2 occurrences; 0.8888889 confidence)
-- roger (2 occurrences; 0.8888889 confidence)
-- plume (2 occurrences; 0.8888889 confidence)
-- forum (2 occurrences; 0.8888889 confidence)
-- place (2 occurrences; 0.8888889 confidence)
-- lifes (2 occurrences; 0.8888889 confidence)
-- foils (2 occurrences; 0.8888889 confidence)
-- ishis (2 occurrences; 0.8888889 confidence)
-- medal (2 occurrences; 0.8888889 confidence)
-- insam (2 occurrences; 0.8888889 confidence)
-- letus (2 occurrences; 0.8888889 confidence)
-- afort (2 occurrences; 0.8888889 confidence)
-- julys (2 occurrences; 0.8888889 confidence)
-- muchs (2 occurrences; 0.8888889 confidence)
-- lasts (2 occurrences; 0.8888889 confidence)
-- image (2 occurrences; 0.8888889 confidence)
-- fired (2 occurrences; 0.8888889 confidence)
-- teams (2 occurrences; 0.8888889 confidence)
-- haves (2 occurrences; 0.8888889 confidence)
-- again (2 occurrences; 0.8888889 confidence)
-- eachs (2 occurrences; 0.8888889 confidence)
-- thans (2 occurrences; 0.8888889 confidence)
-- shots (2 occurrences; 0.8888889 confidence)
-- evens (2 occurrences; 0.8888889 confidence)
-- calls (2 occurrences; 0.8888889 confidence)
-- forts (2 occurrences; 0.8888889 confidence)
-- fails (2 occurrences; 0.8888889 confidence)
-- metro (2 occurrences; 0.8888889 confidence)
-- adult (2 occurrences; 0.8888889 confidence)
-- golds (2 occurrences; 0.8888889 confidence)
-- amers (1 occurrences; 0.44444445 confidence)
-- doses (1 occurrences; 0.44444445 confidence)
-- alpha (1 occurrences; 0.44444445 confidence)
-- ehsan (1 occurrences; 0.44444445 confidence)
-- sames (1 occurrences; 0.44444445 confidence)
-- donts (1 occurrences; 0.44444445 confidence)
-- songs (1 occurrences; 0.44444445 confidence)
-- egegg (1 occurrences; 0.44444445 confidence)
-- these (1 occurrences; 0.44444445 confidence)
-- altai (1 occurrences; 0.44444445 confidence)
-- words (1 occurrences; 0.44444445 confidence)
-- egans (1 occurrences; 0.44444445 confidence)
-- icals (1 occurrences; 0.44444445 confidence)
-- idont (1 occurrences; 0.44444445 confidence)
-- bbook (1 occurrences; 0.44444445 confidence)
-- andby (1 occurrences; 0.44444445 confidence)
-- title (1 occurrences; 0.44444445 confidence)
-- maybe (1 occurrences; 0.44444445 confidence)
-- never (1 occurrences; 0.44444445 confidence)
-- break (1 occurrences; 0.44444445 confidence)
etc.

[elelololololololololololololelolelolololololololelololololelolololololololololololololelolelolololololololeleleleleleleleta) Dl bl Sl il el ol Sl ol ol SV VY

Figure 2-12. Excerpt of a GCV log file in which clue “Clemens alter ego” is formatted and sent to
Google; also shown is the set of candidate answers and their corresponding confidence values
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2.2.4.4 Populating the Crossword Grid via Depth-First Search

The second phase of GCV’s solving process is the Grid-Solving phase in which the candidate
answers are placed in the crossword grid in an attempt to solve the given puzzle. The
primary goal is to place as many correct answers as possible, whereas the secondary goal is
to completely fill in all blank squares to produce a solution.

GCV utilizes a depth-first search algorithm to place candidate answers into the grid.
During each iteration of the placement algorithm, the candidate answer with the highest
confidence value amongst all clues not yet placed is selected. If the candidate answer fits in
the grid, meaning that it does not conflict with preexisting letters and that the majority of
perpendicular clues contains at least one candidate word that does not conflict with the
candidate answer, the candidate answer is added to the grid.

As the word placement algorithm progresses, the squares of the crossword grid are
weighted using the following multiplicative square weighting approach. For each square of the
crossword grid, the corresponding square weight (wsqur) is calculated as follows: (1) if the
square is empty, the square weight is zero, i.e. Wyque = 0; (2) if the square contains a letter
from a single word, the square weight is the integer value obtained by applying the ceiling
function to the corresponding word’s confidence value ¢, i.e. Wyquare = [cl; (3) if the square
contains a common letter from two intersecting words, the square weight is the product of
the individual weights of each word involved, i.e. wyquare = [c,]x[c,l. The ceiling function
ensures that wqua. is not zero, which corresponds to an empty square.

As an example, consider the crossword grid in Figure 2-13(a) in which the word TwAIN
(confidence c, = 9.333333) has been placed at 5-Across. The weight of each square of 5-Across
islc,1=9.333333] = 10. In Figure 2-13(b), GCV places Now (confidence c, = 5.172414) at 2-Down
with a square weight of [c,] = [5.1724141 = 6. Upon placement, the square weight of common

letter wis[c,Ix[c,|=10x 6 = 60.

T10 W10 AO I10 N10 T1D V!D AO I10 N10

(a) )

Figure 2-13. (a) Crossword grid in which TWAIN has been placed, each square assigned a weight of 10;
(b) when Now is placed, the square weights of common letter W are multiplied together
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Given squares weights as defined above, the grid weight of a word (wyeq) within the
crossword grid is the sum of each square weight, i.e. Wyord = XYWsquare: Further, the crossword
grid weight (wy,q) is defined as the sum of all square weights of the grid, i.e. Wid = YWsquare-
In the example grid of Figure 2-13(b), the word TwAIN has a grid weight of 100 and Now a grid
weight of 72; the total grid weight is 112. Applying the multiplicative square weighting
technique strengthens words that intersect with one another, a desired effect in solving
crossword puzzles.
2.2.4.5 Removing Culprit Words via Extricating Backjumping
As the grid-solving process progresses, dead-ends are usually inevitable, especially in cases
where the search space contains many clues with hundreds of candidate answers per clue.
When the depth-first search algorithm encounters a dead-end in which no more words fit in
the crossword grid, the word within the grid that has the lowest grid weight is identified as
the culprit. The culprit is then extricated from the grid (thus the process is called extricating
backjumping) and the algorithm iterates further.

As an example, consider the crossword puzzle of Figure 2-14(a) in which AWARE, TWAIN,
NoD, and cAw have been added to the grid with square weights shown. If the depth-first
search algorithm encounters a dead-end at this point, the word caw at 2-Down is identified as
the culprit with the lowest grid weight (60 + 6 + 6 = 72). Figure 2-14(b) shows the crossword

grid with the word caw extricated and a new word Row placed at 4-Across.

AS vv13 R3 03 v!&)

T10 WD Aﬂ) I10 NBO T10 NO %0 I1D N90

(2 ()

Figure 2-14. (a) Crossword grid in which AWARE, TWAIN, NOD, and CAW have been placed, resulting in a
dead-end state in which CAW is the culprit at 2-Down; (b) when CAW is extricated, the grid-solving
algorithm continues by placing ROW at 4-Down

To ensure that cycles do not exist within the depth-first search tree (and therefore
that the GCV grid-solving process will eventually halt), dead-ends are recorded by
recording crossword grid states as a simple string. Such recorded dead-ends are avoided at
all future iterations. Though runtime performance may be hindered as the number of dead-

end states grows, this mechanism is necessary to avoid reencountering previous dead-ends.
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2.2.4.6 Validating Discovered Words during the Grid-Solving Process
New queries are sent to Google to confirm new candidate answers discovered during the
grid-solving process. A word x is discovered during the grid-solving phase when a
perpendicular word y is placed such that all letters of x are now present within the grid.
When a word is discovered, the new word x is placed in the grid if it exists within the
corresponding clue’s candidate answers (thus updating the square weights). If the word
does not exist in the set of candidate answers, a validation query is sent to Google to validate
the new word. Such validation queries are built by combining the original clue text with the
discovered word x. Results validate a word x only if at least one of the original clue words
coexists with x in a title or snippet of the Google results.

As an example, consider the crossword grid shown in Figure 2-15(a). When candidate
answer ION is placed at 6-Down, the word Roo will be discovered at 8-Across and the word

END will be discovered at 9-Across, as shown in Figure 2-15(b).

1 ZNGSAG 1 ZNSSAi

) 06 vv13 ) 06 VV13

T WA LN, T WAL LN
‘RJ |0, 'RJ 0,0,
‘E,| |D| ‘E/N,D|
(a) ®)

Figure 2-15. (a) Crossword grid in which four words have been placed and square weights assigned;
(b) when ION is placed at 6-Down, words ROO and END are discovered at 8-Across and 9-Across

Upon its discovery, if R0O is not in the set of candidate answers for 8-Across, the
validation query “Kanga’s son, a friend of Pooh ROO” is sent to Google. If rRo0 is deemed
valid, the word is added to the candidate list and the grid-solving process continues; if R0O is
deemed invalid, it is marked as such’ and the word with the lowest grid weight that is
perpendicular to 8-Across is removed from the grid. The same logic applies to discovered
word END for 9-Across in which validation query “Present tense timeframe NOW? is sent to

Google, if necessary.

Though words may be invalidated in this manner, such words are marked as inactive and assigned
an inactive weight of twenty; if the inactive word is selected in a future iteration, it is ignored, but
the corresponding inactive weight is decremented by one; when the inactive weight is reduced to
zero, the word is active and available again.
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One additional scenario in which discovered words generate new Google queries
involves clue references. As shown in Table 2-1, a clue reference is a clue that references the
answer of another clue; for example, the clue “Star of 47-Across” refers to the answer of the
clue at 47-Across, likely a movie or television show. In this example, when a word is placed
at 47-Across, a new Google query is constructed using the newly placed answer. If the
answer to 47-Across is KPAX (a movie), the new query sent to Google is “Star of KPAX,”
which yields the desired answer of sPACEY (i.e. Kevin Spacey).
2.2.4.7 Guessing Words with Missing Letters
In an attempt to detect new words, GCV guesses at words within the grid that are missing
only a single letter. Because Google does not support partial word matching (see §2.2.5),
GCV resorts to a crude screen scraping technique via the A2Z WordFinder Web site [1]. The
A2Z WordFinder Web site performs partial word matching against a standard dictionary of
English. Word patterns are accepted with missing letters specified with a question mark.

For example, when GCV detects a single letter missing, the pattern DA?S is sent to
A2Z WordFinder via the URL http://www.a2zwordfinder.com/cgi-bin/wordfinder.cgi?
Pattern=DA?S&SearchType=Crossword&search=Find+Crosswords. In this example, the following
words are “scraped” and identified as potential candidate answers: DABS, DADS, DAGS, DAHS,
DAIS, DAKS, DALS, DAMS, DAPS, DAWS, and DAYS. For each potential candidate answer, a validation
query is sent to Google (see §2.2.4.6).

This partial word matching mechanism could easily be extended within GCV to
support scenarios in which any number of letters is missing. For example, when a word is
missing only two letters (and perhaps is greater than five characters long), GCV could
query A2Z WordFinder for potential matches. The drawback of extending GCV in such a
manner is the addition of many validation queries that are likely to yield poor results.
Further, use of A2Z WordFinder contains only valid words one would find in a standard
dictionary of English—i.e. it does not contain proper names, abbreviations, phrases, and

other such elements commonly found in many crossword puzzles.
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2.2.4.8 Analyzing the Crossword Grid
Dense crossword grids typically have clusters or sections of the grid in which there are no
filled-in squares; such areas are referred to by relative location, as in the upper-left-hand or
lower-right-hand corners. Given such clusters, we may opt to apply a divide-and-conquer
strategy to our grid-solving algorithm, focusing on such largely isolated areas of the grid.
Similar to articulation nodes within graphs, we define an articulation square within a
crossword grid as either a single empty square or a pair of adjacent empty squares that, if
filled in, would separate the crossword grid into two disconnected components. Figure 2-16
provides examples of each scenario, with the empty square labeled A identified as a single
articulation square and empty squares labeled B identified as a pair of articulation squares;

in each case, filling in such squares would create two disconnected areas of the grid.

1 12 3 1 12 3
4

5 AG 7 5 BGB? 8
8 9
9 10

Figure 2-16. Example crossword grids with articulation squares identified

=

To determine where articulation squares exist within a crossword grid, we construct
the graphs in Figure 2-17 in which each node represents an empty square of the grid and is
labeled with the node’s corresponding degree. During the construction process, a node is
connected to its left neighbor, as well as its top neighbor, if such neighbors exist. Further, if
a node V has both a left neighbor V| and a top neighbor Vr, and the left neighbor V| also
has a top neighbor V1, then node V is connected to V1 and node V| is connected to Vr.
Once constructed, any node that has a degree of six represents a single articulation square;
further, any pair of adjacent nodes that have degrees of four represents a pair of adjacent
articulation squares in the grid. These graphs may also be used to help translate the problem

of solving a crossword puzzle into a constraint satisfaction problem (see [7, 139, 144]).

Figure 2-17. Graphs corresponding to Figure 2-16 in which nodes represent degree and edges
correspond to adjacent empty squares within the crossword grid
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2.2.5 Partial Word Matching via the Google API
As described in §2.2.4.7, Google does not support partial word matching. Though Google is

unlikely to announce support for such a feature due to the computational costs involved,
partial word matching was at one time supported by AltaVista, though users were required
to specify at least the first three letters of any word in their query [22].

A viable approach to enabling partial word matching via the Google API is to
generate a set of Web pages that contain partial word search patterns and their
corresponding completions. Refer to Figure 2-18 for an excerpt of such a Web page based on

the example introduced in §2.2.4.7.

D A? S ==> DABS
D A ? S ==> DADS
D A ? S ==> DAGS
D A ? S ==> DAHS
D A ? S ==> DAIS
D A ? S ==> DAKS
D A?S ==> DALS
D A?S ==> DAMS
D A ? S ==> DAPS
D A ? S ==> DAWS
D A ? S ==> DAYS

Figure 2-18. An example excerpt of a Web page that maps partial word search patterns to the
corresponding completed words

When Google crawls the Web and picks up these partial word-matching Web pages,
a properly-crafted Google query enables partial word searching. Using the Google API,

GCV may be extended to build such a query, an example of which is shown in Figure 2-19.

site:www.cs.rpi.edu intitle:"4 letter words" D A ? S

Figure 2-19. An example Google query that performs a partial word search

We constructed a Web page similar to that of Figure 2-18 and found that the query
string in Figure 2-19 successfully finds partial word matches via Google. Though we have
yet to generate full-scale partial matching Web pages, this approach enables partial word

matching in Google’s keyword-based search environment.
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CHAPTER 3: GOOGLE CRUCIVERBALIST RESULTS AND
LIMITATIONS OF KEYWORD-BASED SEARCH

Anger, ire, temper, rage!

Era, epoch, eon, age!

Do, re, me and fa, so, la;

Egyptian sun god, Ra, Ra, Ra!

- Crossword-Themed Poem of the 1920s [4]

3.1 Testing Methodologies

The progression of the GCV implementation, like many software-intensive research
endeavors, has had its failures and its breakthroughs. During this process, results have been
recorded for future analysis. The following subsections describe the testing methodologies
and the type of data gathered; refer to §3.2 and §3.3 for results and discussion.

3.1.1 Testing Methodologies Applied to the Initial Google Querying Phase
Described in §2.2.4, GCV parses crossword puzzles and sends corresponding clues to Google
in the Initial Google Querying phase. During the first pass, only the top ten results of each
Google query are considered for inclusion in candidate answer lists. Subsequent passes
accumulate additional potential answers from Google results beyond the top ten. The

measurements gathered during the Google querying phase are summarized in Table 3-1.

Measurement First Pass (Top-Ten) Opverall Total
Crossword grid dimensions n/a n/a
Density of crossword grid n/a n/a
Ratio of empty squares to filled-in squares n/a n/a
Complexity of crossword grid (Cy.ia) n/a n/a
Complexity of crossword clues (Cejues) n/a n/a
Complexity of crossword puzzle (Cy..1.) n/a n/a
Date of GCV Program Execution n/a n/a
Number of Google Queries v v
Number and Percentage of Correct Answers v v
Number and Percentage of Correct Answers as v v

Highest-Confidence Candidates

Table 3-1. A summary of measurements recorded during the Initial Google Querying phase, as well

as an indication of whether each measurement was recorded for the first pass (in which only the top

ten Google results were evaluated) and the cumulative total over all passes; note that “n/a” indicates
the measurement was obtained before sending queries to Google
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3.1.2 Testing Methodologies Applied to the Grid-Solving Phase
After results are obtained from the Google querying phase, GCV attempts to produce
solutions in the Grid-Solving phase (see §2.2.4). Since most crossword puzzles require
extensive backtracking and additional queries to Google, solutions are typically not
produced immediately. As such, a variety of techniques were used to determine when to
stop the grid-solving process, the goal being to halt the process when a better solution
seemed either unlikely or attainable only after many hours of processing. The most
effective technique was to generate a separate log file to which was appended the grid state
with the most correct words; when this log file did not change for fifteen minutes, GCV
was forcibly halted, because only marginally better results would likely be obtained.
Measurements gathered during the grid-solving phase are summarized in Table 3-2,
which includes an indication of whether such measurements have been recorded for all
GCV executions or only more recent executions. This distinction is made because some of

the functionality such measurements correspond to were added during the development and

testing of GCV.

Measurement Availability

Date of GCV Program Execution All Tests

Maximum Number and Percentage of Correct  All Tests
Words Placed in the Crossword Grid

Corresponding Number and Percentage of All Tests
Correct Letters Placed in the Crossword Grid

Corresponding Number of Empty Squares Since 9/26/2004
Corresponding Total Grid Weight of Since 9/26/2004
Crossword Grid

Minimum Number of Empty Squares Since 9/26/2004
Maximum Total Grid Weight of Crossword Since 9/26/2004
Grid

Number of Additional Google Queries Since 1/9/2005
Number and Percentage of Correct Answers Since 1/9/2005

from Additional Google Queries

Number and Percentage of Correct Answers as  Since 1/9/2005
Highest-Confidence Candidates from
Additional Google Queries

Table 3-2. A summary of measurements recorded during the grid-solving phase, including an
indication of whether such data is available for all results or only more recent results
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3.2 Taxonomy of Crossword Puzzles
To explore the necessary behavior of a machine intelligence faced with solving a crossword
puzzle, a wide spectrum of puzzles were inputted into GCV. Aside from puzzles built for
testing purposes, we began with crossword puzzles for children, including simple theme-
based crosswords [71, 86, 87] and the more difficult puzzles sponsored by Mensa [109]. We
then turned to puzzles for all ages from TV Guide [90] and the New York Times [126].
Further, numerous 4x4 and sx5 puzzles were constructed by Tyler Hinman of Rensselaer
Polytechnic Institute, the youngest American Crossword Puzzle Champion, earning the
title at age twenty earlier this year.

Table 3-3 summarizes all crossword puzzles attempted by GCV,’ including the

number of puzzles in each category and the total number of individual tests actually

executed.
Category Description Number of  Number of
Crossword Test Runs
Puzzles
Children’s Puzzles Easy puzzles for younger children ages 42 140
seven and up [7o, 86, 87]
Mensa Kids Puzzles More difficult puzzles (for kids) from 18 84
Mensa [109]
New York Times Classic “easy” puzzles from the New 2 20
Puzzles York Times [126]
TV Guide Puzzles Classic pop-culture puzzles from TV 21 191
Guide [90]
Tyler Hinman Puzzles Small puzzles (4x4 and sx5) created by 10 68
Tyler Hinman
Other Puzzles Test and other miscellaneous puzzles 8 30
TOTALS: 101 533

Table 3-3. Summary of crossword puzzles applied to GCV and their respective categories, including
the number of puzzles in each category and the number of test runs performed for each category; note
that test runs include regression testing in which GCV attempts to solve previously attempted
crossword puzzles

®  All crossword puzzles are reprinted in Appendix C.
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3.2.1 Sparse and Dense Crossword Puzzles

As described in §2.2.3, the density of a crossword grid is a measure of how many interlocking
words appear in the grid. A sparse crossword grid has relatively few interlocking words and
therefore a large number of filled-in or unused squares, as the example in Figure 3-1(a)
shows. Conversely, a dense crossword grid has many interlocking words and therefore a
large number of empty squares. As shown in Figure 3-1(b), a fully dense crossword grid is

one in which each empty square is involved with exactly two words.

@ (b)

Figure 3-1. (a) An example of a sparse crossword grid in which most of the squares are filled-in;
(b) an example of a fully dense crossword grid in which each empty square is involved with exactly
two words, one in the Across direction, the other in the Down direction

Of the puzzles applied to GCV, most had fully dense crossword grids. Sparse puzzles
are more difficult for GCV to solve, because GCV is unable to take advantage of the many
interlocking words during the grid-solving phase. For sparse puzzles like the example in
Figure 3-1(a), GCV is forced to rely heavily on the highest-confidence words in the
corresponding candidate lists.

This difficulty in solving sparse crossword puzzles illustrates the limitations of
keyword-based searching. For most sparse puzzles attempted, the candidate lists are
overwhelmed with incorrect answers. In a typical GCV execution, many of the candidate
answers are ignored during the grid-solving phase due to the constraints introduced by
words already placed in the grid. With such minimal constraints in a sparse crossword grid,
the initial querying phase has a much greater responsibility to identify the correct answer

with a high confidence value.
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Figure 3-2 shows the density of all crosswords in the Children’s Puzzle category. The
seven sparse puzzles to the far right of the chart [71] are similar in appearance to that of the
example in Figure 3-1(a). The remaining thirty-five children’s puzzles [86, 87] are either fully

dense or have very high density values (i.e. 1.95 and 1.98).

Density of Crossword Grid

Children's Puzzles

Figure 3-2. Chart showing crossword grid density values for puzzles in the Children’s Puzzles category
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Puzzles in the remaining crossword puzzle categories are all fully dense, except for
the miscellaneous puzzles within the Other Puzzles category whose density values are shown
in Figure 3-3. Such sparse puzzles have either been constructed for testing purposes or

originate from miscellaneous sources.

2.00+

Density of Crossword Grid

1.00

Other Puzzles

Figure 3-3. Chart showing crossword grid density values for puzzles in the Other Puzzles category
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3.2.2 An Analysis of Crossword Complexity

Defined in §2.2.3, there are three complexity measures associated with a crossword puzzle,
all from the perspective of GCV. First, the complexity of the grid, Cgq, is the product of
grid density and the ratio of empty squares to filled-in squares, Cyiq = D X Rguaress Because
Cyguid is in the denominator of the puzzle complexity formula, Cpuzzte = Celues + Cyrig, the

greater the grid complexity, the smaller Cg;4 should become, as shown in Figure 3-4.

15+ Density
Grid Complexity (Cgrid)
104
7]
[
=
©
>
(]
=)
>
<
0 = @
Dense Children's Dense Mensa Dense New York Dense Other Dense TV Guide Sparse Sparse Other
Puzzes Kids Puzzes Times Puzzes Puzzes Puzzes Children's Puzes

Puzzes

Crossword Puzzle Categories by Density

Figure 3-4. Chart showing the average density and corresponding grid complexity Ci4, with sparse
and dense grids differentiated along the x-axis

Figure 3-4 shows the impact crossword grid density has on the corresponding grid
complexity. For sparse puzzles grouped to the right in the chart, average C,,;4 values are 0.55
and 0.84, indicating high grid complexity. By comparison, Cg4 values range from 5.63 to as

high as 12.75 for puzzles with dense grids, indicating lower grid complexities.’

® Recall that grid complexity is measured from the perspective of GCV, which is somewhat

opposite of Cgy;q from a human solver’s perspective.
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The second crossword complexity measure is the complexity of crossword
clues, C.ues, which is primarily derived from weighted clue categories. Figure 3-5 shows
average clue complexity values over all crossword puzzle categories, including a separation

of dense and sparse puzzles.

104 Clues Complexity (Cclues)|

Average Values

Dense Dense Mensa Dense New Dense Other Dense TV Dense Tyler Sparse Sparse Other
Children's Kids Puzzles ~ York Times Puzzes Guide Puzzes Hinman Children's Puzzes
Puzzes Puzzes Puzzes Puzzes

Crossword Puzzle Categories by Density

Figure 3-5. Chart showing the average complexity of clues, C.s, with sparse and dense crossword
grids differentiated along the x-axis

With the abundance of fill-in-the-blank and other such simpler clue categories, the
dense children’s puzzles, Mensa kids puzzles, and TV Guide puzzles have comparable
average C.j,.s values ranging from 1.53 to 1.77. Puzzles from the New York Times and ones
constructed by Tyler Hinman have substantially higher clue complexity values, because the
majority of such clues do not contain blanks or other simpler clue constructs. Clues in these

puzzles are generally shorter and more difficult for both a human solver and GCV to solve.

37



Clues Complexity (Cclues)
Correct Answers Percentage (Total)

Correct Answers as Highest-Confidence Candidates Percentage (Total)
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Figure 3-6. Chart paring th g plexity of clues, C_ s, with th gep tages of

correct answers and highest-confidence correct answers obtained from the initial Google querying
phase; the x-axis contains crossword puzzle categories differentiated by density

Figure 3-6 compares average C.j s values to the average percentage of correct answers
and highest-confidence correct answers obtained during the initial Google querying phase.
With the highest average C... value, the New York Times crosswords in turn have the
lowest average percentage of correct answers obtained from Google; crosswords constructed
by Tyler Hinman match this trend. As C,j,., decreases, the percentages of correct answers

and highest-confidence correct answers increase.
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The complexity of a crossword puzzle, C,u..t, our third complexity measure,

combines Cgq and Cejues via division; as defined in §2.2.3, Cpuzzie = Celues + Cgria.  Figures 3-7

and 3-8 show average crossword puzzle complexity measures grouped by crossword puzzle

categories; Figure 3-7 differentiates between sparse and dense crossword grids, whereas

Figure 3-8 focuses on dense grids.

15+

104

Average Values

‘ Puzzle Complexity (Cpuzzle) ‘

Dense Dense Mensa Dense New Dense Other Dense TV Dense Tyler Sparse Sparse Other
Children's Kids Puzzles ~ York Times Puzzes Guide Puzzes Hinman Children's Puzzes
Puzzes Puzzes Puzzes Puzzes

Crossword Puzzle Categories by Density

Figure 3-7. Chart showing the average puzzle complexity, Cpu..1, with sparse and dense crossword

grids differentiated along the x-axis

From Figure 3-7, sparse crosswords have substantially larger C, ;... values than dense
g 75 Sp y larg P

crosswords, which makes sense since these complexity measures are from the perspective of

GCV rather than a human solver—and GCV has difficulty solving sparse puzzles.
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Comparing average C,.... values over all dense crossword puzzle categories (see
Figure 3-8), the New York Times puzzles again lead the pack with Cyyzie = 0.99. With these
puzzles considered the nation’s best, such a measure is not surprising. At the opposite end
of the spectrum, TV Guide puzzles and Mensa kids puzzles have relatively low puzzle
complexity measures of 0.20 and 0.23, respectively. Such favorable measures are based on

both low clue complexity and low grid complexity.

Puzzle Complexity (Cpuzzle) ‘

0.75-

0.5

Average Values

0.25-

" Dense Children's Dense Mensa Kids Dense New York Dense Other PuzZes Dense TV Guide Dense Tyler Hinman
Puzzes Puzzes Times Puzdes Puzzes Puzzes

Crossword Puzzle Categories by Density

Figure 3-8. Chart showing the average puzzle complexity, Cpy..1, across all dense crossword puzzles

With Cpy..le = 0.25, puzzles constructed by Tyler Hinman are rated surprisingly lower
than expected, since the average clue complexity of such puzzles are comparable to the New
York Times puzzles. This apparent anomaly exists because of the extremely high C,.q4
values, indicating that the crossword grids are quite favorable to GCV. This is no surprise
since all of the crosswords constructed by Tyler Hinman are fully dense 4x4 or sx5 puzzles
with no filled-in squares whatsoever. In other words, the grids consist entirely of

interlocking words, which maximizes GCV’s solving capabilities.
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Because C,u..le is defined as a measure of crossword complexity, we expect
higher C,...ic values to correspond to lower percentages of correct words placed during the
grid-solving phase. Conversely, we expect that lower values of C.. to correspond to
higher percentages of correct words placed. Figure 3-9 confirms these expectations,

comparing crossword puzzle complexity measures to the percentage of correct words placed.
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Figure 3-9. Chart comparing the average crossword puzzle complexity, Cpuz.., with the average
percentages of correct answers placed during the grid-solving phase
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3.2.3 An Analysis of Crossword Clues

As discussed in §3.3, GCV’s grid-solving phase relies heavily on the results of the initial
Google querying phase. Table 3-4 compares clues that Google was unable to provide the
correct answer for with “Google-friendly” forms that yielded the correct answer. For some
clues, there were no successful clue forms, indicated with “n/a”; such clues prove to be
difficult because either they have an overwhelming number of matches to an incorrect
answer (e.g. “Ash Wednesday” instead of television show “Any Wednesday”) or keyword
matching is unable to draw out the actual meaning of the clue (e.g. clue “Faust, for one” does
not yield correct answer OPERA, likely because Google is unable to “understand” that the clue

refers to Faust as an example opera).

Unsuccessful Clue

Successful Clue Form

Correct Answer

“__ Wednesday” n/a ANY
Prod synonyms of Prod URGE
Type of dancing * dancing TAP
Not dry opposites of dry WET
Kind of car or sandwich * car or sandwich CLUB
Faust, for one n/a OPERA
Fat fiddle n/a vioL
“I” removed from abominable snowman n/a YET
Embrace synonyms of Embrace HUG
Sothern and B. Davis Sothern ANNS
Clinic or Virginia Clinic MAYO

Table 3-4. A comparison of clues

Though only a few clues are shown in Table 3-4, prepending “synonyms of” has

proven to be the most effective keyword-based “trick” in generating “Google-friendly”
queries. Other useful tricks include replacing “type of” and “kind of” with full-word
wildcards, replacing “not” with “opposites of” and “antonyms of,” and separating portions
of the clue based on the use of “and” or “or.” Further, though not evident in Table 3-4, the
detection of plural and past tense forms has increased GCV’s ability to identify correct

answers to clues.

42



3.3 GCV Results

Google’s coverage of the Web is constantly growing and evolving, which causes GCV
results to vary from one day to another, though such variations are minor. GCV results
have been encouraging even with the lack of complete solutions. The following subsections
detail the data as identified in §3.1, including discussion of trends and results.
3.3.1 Results of the Initial Google Querying Phase
During the Initial Google Querying phase, we aim to maximize both the number of correct
answers and the number of highest-confidence correct answers gleaned from Google search
results. At the same time, we hope to keep the number of incorrect candidate answers low
enough as to not overwhelm the grid-solving process. In short, our goal is maximize the
precision of the results while minimizing the recall, where recall refers to the number of
candidate answers obtained (see §4.5.2).

Given these goals, Figure 3-10 compares the average number of correct answers

obtained via Google to the average number of clues by crossword puzzle category.

100, Total Clues

Correct Answers (First Pass)
Correct Answers (Total)

Average Counts

04
Children's Puzzles Mensa Kids Puzzes New York Times Other Puzzes TV Guide Puzdes Tyler Hinman
Puzes Puzles

Crossword Puzzle Categories

Figure 3-10. Chart showing the average number of clues, average number of correct answers obtained
during the first pass to Google (i.e. from the top ten results), and average number of correct answers
obtained from all Google queries
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Results shown above indicate that GCV has met its goals rather well, the number of
correct answers obtained versus the number of clues consistently above 5000. The New York
Times puzzles, often recognized as America’s best, fare reasonably well with an average of
55%, while the pop-culture TV Guide puzzles reach 74%. Turning to Mensa puzzles for kids,
GCYV yields 779% precision; even better, children’s puzzles for ages seven and up yield 819%.
Though not all of the correct answers are usually found during the initial Google querying
phase, starting with a majority is key to the grid-solving phase; during this latter phase,
additional Google queries will be performed in an effort to identify the remaining answers.

Figure 3-11 compares the average number of highest-confidence correct answers

obtained via Google to the average number of clues by crossword puzzle category.

100, Total Clues
Correct Answers as Highest-Confide Candid: (First Pass)
Correct Answers as Highest-Confidence Candidates (Total)
754
2
5 50
o
o
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0- 2 o
Children's Puzzles Mensa Kids PuzZes New York Times Other Puzzes TV Guide Puzdes Tyler Hinman

Puzes Puzles

Crossword Puzzle Categories

Figure 3-11. Chart showing the average number of clues, average number of highest-confidence
correct answers obtained during the first pass to Google (i.e. from the top ten results), and average
number of highest-confidence correct answers obtained from all Google queries
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Highest-confidence correct answers are another key to the success of the grid-solving
phase, because candidate words with higher confidence values are selected first for
placement in the grid. Results shown above reveal that TV Guide puzzles lead the pack,
GCYV yielding highest-confidence correct answers for an average of 45% of clues. Mensa
puzzles for kids yield an average of 350, while children’s puzzles yield 3200. Unfortunately,
the New York Times yield is only 219%, indicating that on average, for only two of every ten
clues, the correct answer is also the highest-confidence candidate. Given that New York

Times puzzles are the nation’s best, these results are not entirely surprising or disappointing.

O Total Clues

50+ & Correct Answers (First Pass)
Correct Answers (Total)
Correct Answers as Highest-Confidence Candidates (First Pass)
Correct Answers as Highest-Confidence Candidates (Total)
404
2
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All Crossword Puzzles

Figure 3-12. Chart showing the overall average number of clues, average number of correct answers
obtained during the first pass to Google (i.e. from the top ten results), average number of correct
answers obtained from all Google queries, average number of highest-confidence correct answers

obtained during the first pass to Google, and average number of highest-confidence correct answers

obtained from all Google queries

Figure 3-12 shows combined results summarized for all crossword puzzles. Looking at
the overall average, correct answers were obtained for 75% of all clues over all puzzles, with
highest-confidence correct answers obtained for 380 of clues. On average, GCV obtained
the correct answer from Google for three out of every four clues; further, the correct answer
was at the top of the candidate list almost four times in ten. Comparing these results to
similar work by Gori and Ernandes in which “One time in ten, the correct word is at the top

of the candidate list” [28], we are pleased with what we have achieved.
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Figure 3-13 summarizes correct answer percentages for all test cases, organized by

crossword puzzle categories. Table 3-5 provides percentages across all crossword puzzles.

100%+ B Correct Answers as Percentage of Total Clues (First Pass)
Highest-Confidence Correct Answers as Percentage of Total Clues (First Pass)
Correct Answers as Percentage of Total Clues (Total)

Highest-Confidence Correct Answers as Percentage of Total Clues (Total)

80%-+ o

60%+

40%-+

Average Percentages of Total Clues

20%-+

0%
°""Children's Puzzies Mensa Kids Puzzes New York Times Other Puzzes TV Guide Puzzes Tyler Hinman
Puzzes Puzzes

Crossword Puzzle Categories

Figure 3-13. Chart showing the overall average correct answers obtained during the first pass to
Google (i.e. from the top ten results), average highest-confidence correct answers obtained during the
first pass to Google, average correct answers obtained from all Google queries, and average highest-
confidence correct answers obtained from all Google queries as a percentage of total clues organized
by crossword puzzle categories

Percentage of

Total Clues
Correct Answers (First Pass) 68%
Highest-Confidence Correct Answers (First Pass) 37%
Correct Answers (Total) 75%
Highest-Confidence Correct Answers (Total) 38%

Table 3-5. A summary of overall averages as a percentage of total clues
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3.3..1 A Sampling of Individual Mensa Kids Puzzles

Given eighteen fully dense 13x11 Mensa puzzles for kids [109], we applied GCV and achieved
favorable results. Figure 3-14 shows the number of correct answers obtained via Google for
all Mensa puzzles, revealing an upward trend over the development and testing of GCV

that occurred between July 2004 and February 200s.

I. " [ -
50- . s " - N
EE EE = U . " .
. . - - u HE B H
- rE H Em
HlE BN
. - m o i
] R ] H B
- * EmEN [ T
] u N .
] u u
0 EEER
g ]
[}
c
<
¢ m
S 254
S u
]
Ko
: === Average Number of Clues
z

Correct Answers (First Pass)
" Correct Answers (Total)

Mensa Kids Puzzles
GCV Executions from July 2004 to February 2005

Figure 3-14. For Mensa kids puzzles, a plot showing the number of correct answers obtained during
the first pass to Google (i.e. from the top ten results) and the number of correct answers obtained
from all Google queries
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Figure 3-15 shows the number of highest-confidence correct answers obtained via
Google for all Mensa kids puzzles. Though Figure 3-14 shows a favorable upward trend,
Figure 3-15 shows a rather constant trend. Like most other puzzles, the number of highest-
confidence correct answers obtained via Google did not rise significantly over the
development and testing of GCV. Since the clues did not change and development efforts
focused on increasing the number of correct answers (not necessarily as highest-confidence
candidates), results shown in Figure 3-15 are not entirely surprising. Fill-in-the-blank and
other generally easy types of clues obtained highest-confidence correct answers consistently

from GCV’s inception.
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Mensa Kids Puzzles
GCV Executions from July 2004 to February 2005

Figure 3-15. For Mensa kids puzzles, a plot showing the number of highest-candidate correct answers
obtained during the first pass to Google (i.e. from the top ten results) and the number of highest-
confidence correct answers obtained from all Google queries
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Figures 3-16 and 3-17 show individual results for Mensa puzzle #3, which match the
overall trends discussed above. Shown in Figure 3-18, Mensa puzzle #3 consists of fifty-four
clues of which sixteen are fill-in-the-blanks. As GCV development and testing progressed,
the number of first-pass correct answers increased from an initial total of twenty-three to an
impressive total of forty, a yield of 749%. For all Google queries, the totals ranged from

twenty-three to forty-three, a yield of 809.
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Mensa Kids Puzzle #3
GCV Executions from July 2004 to February 2005

Figure 3-16. For Mensa kids puzzle #3, a plot showing the number of correct answers obtained during
the first pass to Google (i.e. from the top ten results) and the number of correct answers obtained
from all Google queries

Also evident in Figure 3-16 is the impact additional Google queries have on the
number of correct answers. Though additional incorrect answers accumulate with each
extra set of results processed, the number of correct answers (i.e. the precision) increases,

which is certainly a desirable goal.
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As shown in Figure 3-17, the number of highest-confidence correct answers did not
experience as much growth, ranging from sixteen to twenty-two for first-pass queries, and
from sixteen to twenty-four for all Google queries. Unlike the correct answers data, the
highest-confidence correct answers data reveal that additional queries to Google do
relatively little to increase the number of highest-confidence correct answers. In other
words, the additional queries to Google increase the precision only slightly, whereas

additional incorrect words are introduced into the candidate lists.
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Figure 3-17. For Mensa kids puzzle #3, a plot showing the number of highest-candidate correct
answers obtained during the first pass to Google (i.e. from the top ten results) and the number of
highest-confidence correct answers obtained from all Google queries
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Figure 3-18 shows Mensa kids puzzle #3, while Figure 3-19 reveals its solution.”

ACROSS

1."_ see.."

5. A dollar is equal to 100 of
them: Abhreviation

8. Last word in a prayer

12. Many: 2 words

13."__ de Janeiro™ (¢city in

Brazil)

14. Cah

15. Say that something isn't
true

16. "Holiday __ " (name of a

hotel)

17. "1 smell __ " 2 words

18. Chemistry or hiology:
Abbreviation

19. Send a letter on a
computer: Hyphenated

21. It cools down a drink

22, Kind of steak: Hyphenated

24, How much a jeviel might
wreigh

26. Stuckina __

27." _ , humhug!™

28. With less clothing on

30. It might be made of barbed
wire

32. The Chicago White ___

33. Opposite of "attract”

35. "What ___ you talking
ahout?

37."Do ___ others ...

39. Animal with udders

40. Verhal

41. Dr. Frankenstein's
assistant

42. Gorilla

43. What you sit at, in school

44. "Dial __" {phone sound)

45. Miles ___ hour

46. Changes the color of one's
hair

Figure 3-18. Mensa kids puzzle #3 [109]

DOWN

1. Boys

2. Vote into office

3. Singer of “Another Sad Love
Song™ 2 words

4. Place vrhere pigs live

5."__ does not pay™

6. Rock singer ___ Turner

7. __ the Hedgehoy

8. One _ time: 2 words

9. Singer of "Dreamlover": 2
words

10. Precise

11. "Nick at __" (cable
channel)

19. Go inside

20. Tay on a piece of clothing

23. Your and my

25. Moved quickly

28. Kind of drum

29, Briefly reviews something
again

30. Not as many

31. Use one end of a pencil

32. Diamonds or spades, for
example

34. The head of the Catholic
Church

36. Animals with antlers

38. State that borders
California: Ahbreviation

40. Weird

LETISECTSHEAMEN
ALOTHER TIONMTAXT
DENYMTI NNEARAT
SCTHEMATILETCE
TBONERNCARAT
RIUIT BAH
BIAIRERMFENCE
SOXHEREPELNARE
UNTOMC OWENOR|A|IL
TGO RMAPERDE|SK
TONEMPERBMDYES

Figure 3-19. Solution to Mensa kids puzzle #3 [1o9]

10

Reprinted with permission of Sterling Publishing Co., Inc., NY, NY from Crosswords for Kids by
Trip Payne, © 1999 by Trip Payne [109]; see Appendix C for additional Mensa kids puzzles.
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3.3.1.2 A Sampling of Individual New York Times Puzzles

We eagerly applied GCV to two fully dense 15x15 puzzles from the New York Times [126],
quickly finding that solutions were out of reach. Nonetheless, Figure 3-20 shows the
number of correct answers obtained via Google, revealing an upward trend over the

development and testing of GCV.

1004 == === Average Number of Clues
Correct Answers (First Pass)

* Correct Answers (Total)

754

50

Number of Correct Answers
| |
| |
| |
| |
| |

254

New York Times Puzzles
GCV Executions from July 2004 to February 2005

Figure 3-20. For New York Times puzzles, a plot showing the number of correct answers obtained
during the first pass to Google (i.e. from the top ten results) and the number of correct answers
obtained from all Google queries
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Figure 3-21 shows the number of highest-confidence correct answers obtained via

Google for the New York Times puzzles. Similar to other puzzles, the number of highest-

confidence correct answers did not significantly rise during the development of GCV. As

discussed in §3.3.L1, there was little variability in whether a clue and its Google-friendly

forms would identify a highest-confidence correct answer. Considered the nation’s highest-

quality crosswords, the New York Times puzzles contain very few obvious clues (i.e. the fill-

in-the-blank and pop-culture clues that GCV thrives on).
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GCV Executions from July 2004 to February 2005

Figure 3-21. For New York Times puzzles, a plot showing the number of highest-candidate correct
answers obtained during the first pass to Google (i.e. from the top ten results) and the number of

highest-confidence correct answers obtained from all Google queries

Given that we applied GCV to only two classic New York Times puzzles from the

early 1990s, better results may be attainable by using more recent crosswords, since the top

Google results tend to keep up with current events. Further, using a larger data set would

add more credence to the averages shown throughout this chapter for New York Times

puzzles.
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3.3.1.3 A Sampling of Individual TV Guide Puzzles

We applied GCV to twenty-one fully dense 13x13 TV Guide puzzles [9o0], finding GCV to be
most successful when processing such puzzles. Figure 3-22 shows the number of correct
answers obtained from Google across all TV Guide puzzles, revealing an upward trend over

the development of GCV, especially in the larger cluster of data points (i.e. the thicker

upper band).
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TV Guide Puzzles
GCV Executions from July 2004 to February 2005

Figure 3-22. For TV Guide puzzles, a plot showing the number of correct answers obtained during the
first pass to Google (i.e. from the top ten results) and the number of correct answers obtained from

all Google queries

The smaller cluster (i.e. the thinner lower band) represents four TV Guide puzzles in
which results were poorer; these crosswords are TV Guide puzzles #41, #s5, #61, and #67.
Though not entirely evident through the complexity data of §3.2.2, these four crosswords

have slightly fewer fill-in-the-blank types of clues and clues that are generally more elusive

to GCV and keyword-based search.
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Figure 3-23 shows the number of highest-confidence correct answers obtained from

Google for all TV Guide puzzles. As discussed in §3.3.1.1, there was minimal variability in

whether a clue and its Google-friendly forms identify a highest-confidence correct answer.
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Figure 3-23. For TV Guide puzzles, a plot showing the number of highest-candidate correct answers
obtained during the first pass to Google (i.e. from the top ten results) and the number of highest-

confidence correct answers obtained from all Google queries
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Figures 3-24 and 3-25 show individual results for TV Guide puzzle #63, which match
the trends discussed above. Similar to other TV Guide puzzles (except for the four
anomalies mentioned above), TV Guide puzzle #63 consists of sixty-six clues of which
twenty-six are fill-in-the-blank types of clues and fifty-four refer to celebrities, movies,
television programs, and other such pop-culture answers. As GCV development progressed,
the number of first-pass correct answers increased from fifty to fifty-six, a yield of 85%. For

all Google queries, the totals ranged from fifty to sixty, a yield of g1%.

75+

—a
./
/l/.\l—l/. b

—n
50./I—I—I\./

Number of Correct Answers

25+
=== - Average Number of Clues
Correct Answers (First Pass)
—"— Correct Answers (Total)
0
< < < < < < < < < < < < < < < < o] Yol
o o o o o o o o o o o o o o o o o o
o o o o o o o o o o o o o o o o o o
N N N N N N N N N N N N N N N N N N
I N I \ I I o N \ N I I I N I N I I
[se} < v N o © -~ [} N ~— © N~ (e} [} ['e} ~— o N
o o o - - - N (=] - N N - - o - N - N
13 4 < = = = o IS = N N = = S = N = o
=} © © «© =} © © (2] (2] (o2} [} o o -~ o~ N -~ -~
o o o o o o o o o o o -~ ~— — ~— ~ o o

TV Guide Puzzle #63
GCV Executions from August 2004 to January 2005

Figure 3-24. For TV Guide puzzle #63, a plot showing the number of correct answers obtained during
the first pass to Google (i.e. from the top ten results) and the number of correct answers obtained
from all Google queries

Like most other crossword puzzles, additional Google queries (i.e. obtaining results
beyond the top ten) increase the number of correct answers, though additional incorrect

answers are also introduced into the corresponding candidate lists.
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Figure 3-25 reveals a slight upward trend in the number of highest-confidence correct
answers, a trend that is common to most TV Guide puzzles. For TV Guide puzzle #63, the
number of first-pass highest-confidence correct answers ranges from thirty-two to thirty-
eight, a yield of 580. For all Google queries, the number of highest-confidence correct

answers ranges from thirty-two to forty-one, a yield of 62%.
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TV Guide Puzzle #63
GCV Executions from August 2004 to January 2005

Figure 3-25. For TV Guide puzzle #63, a plot showing the number of highest-candidate correct
answers obtained during the first pass to Google (i.e. from the top ten results) and the number of
highest-confidence correct answers obtained from all Google queries
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Figure 3-26 shows TV Guide puzzle #63, and Figure 3-27 reveals

AGROSS

1. Common crop

6. Kathryn, on "Flying High"
9. "How the West Was __ ™

12. Anderson of "Dave's World" 4. "Scooby-Doo, Where ___
13. Hunry You?
14. Color 5. Daly of "Cayney & Lacey™
15. " Nation™ 6. Angela Goethals series
16. "JAG" star 7. Host of CNBC's "Straight
18. "Waterfalls" singers Talking™
19. "Legend” character ___ 8. Diner on "Alice™

Pratt 9. "Doctor __ "

. "The Seventh _ ™
. Dawn yoddess

DOWN
1."__ My Line?"
. Berry of "The Flintstones™

2
3.
4

. . 11
its solution.

Gimpel of "Profiler"

. MTV's "Singled __ ™
. Ensnare

24. Joe E. ___ of "950210" 47."__ a Thief" (1968) (2

28. "Northem Expeosure™ hermit words)

30."__ Attraction™ 20. " Window™

31. "Max Headroom" star 22, She plays Xena

34. Josephine and Anita 25. Had a snack

35. Andreyy Shue, on "Melrose  26. Roofing material
Place™ 27. Mr. Bundy, and others

36. "The Danny ___ Show™ 29. Susan of "The Partridge

37. Eric of "Monty Pythen's Family™

Flying Circus"™

. Barbara Bossen's "Hill

38. "Charlotte's _ ™ Street Blues" role

39. "Citizen Kane" prop 31. "Mancuso, _ "

43. "Hudson __ " (TV series) 32. Remove

46. Arden of "The 33. Annex shape
Mothers-in-Law™ 34. Pig movie of 1995

47. "Maniac __ " 36. __ Ilvory Wayans

50. "The ___ Factor" 38. "Murder, She __ "

52. Pietz of "Caroline in the 40. "The ___ Drop Kid"
City™ 41. Linda of "Dynasty"

53. Sault __ Marie 42, Thick-headed
54. "Damage" star Jeremy 44. Gomez's nickname for his
55."_ Station Zehra™ wrife
56. Barmyard female 45."  Week with David
57."__ and Sensibility” Brinkley"
47. Actress Zetterling
48. Boh Dorian's channel
(ahbr.)
49. "Bill ___ the Science Guy"
51. "Where Eagles Dare"

actress Mary

Figure 3-26. TV Guide puzzle #63 [90]
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D W E LIEID
RIEIE THME[V[E
A ONEBEHUMAN
M TEBTIRONS
C ENEES ENSE
Figure 3-27. Solution to TV Guide puzzle #63 [90]

11

Reprinted with permission of TV Guide Magazine [90]; see Appendix C for additional TV Guide

crossword puzzles.
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3.3.1.4 An Analysis of the Number of Required Google Queries

The Google API limits the daily number of queries for a given user to one-thousand, so it is
crucial for GCV to minimize the number of Google queries. Further, the more queries sent
to Google, the more incorrect answers that appear in the resulting candidate lists. For each
crossword puzzle category, Figure 3-28 shows the average number of Google queries, as well

as the corresponding average number of clues.

5001 = Total Clues

Google Queries (First Pass)
Google Queries (Total)

4004

300+

200+

Average Counts

1004

04
Children's Puzzles Mensa Kids PuzZes New York Times Other Puzzes TV Guide Puzzes Tyler Hinman
Puzes Puzles

Crossword Puzzle Categories

Figure 3-28. Chart showing the average number of clues, average number of Google queries used
during the first pass, and average number of Google queries used in total

The New York Times crossword puzzles lead the pack with the highest average
number of Google queries required, though they also consist of the largest number of clues.
The Mensa kids puzzles require over three-hundred Google queries. Though TV Guide
puzzles on average have more clues than the Mensa puzzles, fewer Google API queries are
required, because TV Guide puzzles contain mostly fill-in-the-blank and pop-culture clues.
Such clues yield more accurate results during the first pass in which only the top ten Google

results are considered, and therefore do not require as many additional Google queries.
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3.3.2 Results of the Grid-Solving Phase

During the Grid-Solving phase, our primary goal is to populate the crossword grid with as
many correct words as possible; secondarily, we aim to produce a solution and have GCV
program execution halt. Figure 3-29 shows averages for the maximum number of correct
words placed in the grid, the total grid words (i.e. total clues), and the total number of words

placed in the grid.

1004 Total Words in Grid

Maximum Correct Words Placed in Grid
Total Words Placed in Grid

Average Counts

o4
Children's Puzzles Mensa Kids Puzzies New York Times Other Puzzes TV Guide Puzzes Tyler Hinman
Puzzes Puzzes

Crossword Puzzle Categories

Figure 3-29. Chart showing averages for the total number of grid words, the maximum number of
words correctly placed in the grid, and the total words placed in the grid

Figure 3-29 reveals that GCV does not always produce a solution since on average the
number of words placed in the grid is less than the total grid words; empty squares remain.
This also indicates that insufficient candidate words were obtained from Google—i.e. that
the lists of candidate words did not contain enough correct answers or that Google queries
during the grid-solving phase were inadequate. The lack of solutions further indicates the
existence of incorrect answers in the grid, as shown in Figure 3-29 in which the maximum

correct words placed in the grid is less than the total words placed.
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Though incorrect words are certainly placed during the grid-solving phase, Figure 3-30
shows that GCV places words with at least 45% correctness, meaning that of all words placed
in the grid, we expect a minimum of 45% of them to be correctly placed, on average.
Following some of the same trends encountered in the initial Google querying phase,
TV Guide puzzles top the list with 8806 correctness; Mensa kids puzzles show a 75%
correctness; and children’s puzzles exhibit a 659% correctness. As shown in Figure 3-30, this
same pattern holds for the average number of correctly placed words as a percentage of total
grid words, as well as for the average number of correctly placed letters as a percentage of

total grid letters.
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Figure 3-30. Chart showing averages for the correct words placed as a percentage of total words
placed (i.e. the correctness), correct words placed as a percentage of total grid words, and correct letters
placed as a percentage of total grid letters.
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Figure 3-31 provides much the same analysis as Figure 3-29, though the focus is on
correctly placed letters rather than words. Note that the chart corresponds to the data of
Figure 3-29 and therefore does not necessarily show the maximum number of letters placed,
but rather shows the corresponding number of letters placed based on the maximum number
of words placed. Figure 3-31 also shows the relative sizes of the crosswords within each of

the crossword puzzle categories.
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Figure 3-31. Chart showing averages for the total number of letters in the crossword grid and the
number of letters correctly placed in the grid that correspond to the data of Figure 3-29
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3.3.2.1 An Analysis of Remaining Empty Squares and Grid Weights

When the grid-solving process plateaus for approximately fifteen minutes, GCV program
execution is forcibly halted, producing only a partial solution containing a maximum
number of correct words. As a result, crossword grids contain empty squares. For instances
in which GCV produces a full solution, the number of remaining empty squares is zero. As
Figure 3-32 shows, the average number of remaining empty squares is relatively low for all
crossword puzzle categories, indicating that GCV manages to populate most of the

crossword grid during the grid-solving process.
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Figure 3-32. Chart showing averages for total grid letters, total remaining empty squares, and
minimum remaining empty squares

Comparing results for crossword puzzle categories, we discover that New York Times
puzzles contain the highest average number of remaining empty squares (21% of the grid).
TV Guide puzzles, children’s puzzles, and Mensa kids puzzles all fare much better, with
one-third or less the number of remaining empty squares. In terms of remaining empty
squares as a percentage of total grid squares, TV Guide puzzles yield 1000, children’s puzzles

yield 14%, and Mensa kids puzzles yield 1100. The average minimum number of empty
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squares attained during the grid-solving process is also presented in Figure 3-32 above. As
shown, the average minimum number of empty squares is two or three squares less than the
average number of remaining empty squares, indicating that incorrect words have been
successfully removed due to the extricating backjumping algorithm described in §2.2.4.5.
Turning to grid weights, Figure 3-33 shows the average grid weights corresponding to
the partial or complete solutions attained during the grid-solving process, as well as the
average maximum grid weights encountered. Recall that the grid weight is simply the sum

of all square weights of the given crossword grid (see §2.2.4.4).
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Figure 3-33. Chart showing averages for both total and maximum grid weights

Grid weights may be interpreted as a level of confidence in the solution produced.
Given such an interpretation, GCV has a very high level of confidence in its TV Guide
solutions, a high level of confidence in its solutions to the Mensa kids puzzles, a medium
level of confidence in its solutions to New York Times and children’s puzzles, and a low level

of confidence in its solutions to the Tyler Hinman crosswords.
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3.3.2.2 A Sampling of Individual Mensa Kids Puzzles

Following the initial Google querying results of the Mensa kids puzzles discussed in §3.3.1.1,
we continued to achieve favorable results in the grid-solving phase. Figure 3-34 shows the
maximum number of correct words and total words placed in the crossword grid for each
individual test run. Though results are somewhat scattered (i.e. it is difficult to identify a
true cluster), the general upward trend of the results are clear, including two instances in
which the maximum number of correct words placed is directly below the average number

of grid words, as indicated by the dotted line.
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Figure 3-34. For Mensa kids puzzles, a plot showing the total words placed in the crossword grid and
the maximum number of correct words placed
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Figure 3-35 shows individual results for Mensa puzzle #3, which matches the trends
discussed above. Shown earlier in Figure 3-18, this puzzle consists of fifty-four grid words
to be populated by GCV. As GCV development and testing progressed, the number of
correct words placed in the grid increased from only ten to thirty-five; likewise, the total

number of words placed increased from sixteen to forty-five.
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Figure 3-35. For Mensa kids puzzle #3, a plot showing the total words placed in the crossword grid
and the maximum number of correct words placed

Corresponding to the test run of o1/09/2005 above, GCV attains a partial solution in
which 65% of words populated are correct and 80% of the letters of the grid are correct;
further, there are only five remaining empty squares, meaning that the grid is 969 complete.

The partial solution attained is shown in Figure 3-36.
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As shown in Figure 3-36, GCV makes good progress on solving this crossword puzzle,
with sections of the grid fully populated with correct answers. Such sections remain intact
due to the corresponding grid weighting; more specifically, since there are so many
interlocking words, the likelihood of identifying a culprit in such sections is extremely low.
This allows GCV to focus on the areas of the grid that need work, for example the upper-

left and lower-right corners.

<|mxpnzEH=xF=

Figure 3-36. A partial solution attained for Mensa kids puzzle #3 with incorrectly placed letters
shown in shaded squares

The partial solution of Figure 3-36 also reveals the importance of placing longer words
correctly. In the right-hand side of the grid, an answer with eleven letters (MARIAHCAREY)
spans the entire height of the grid. Since this answer had a high confidence value, it was
placed early on in the grid-solving process, leading to other correct interlocking words. The
corresponding answer with eleven letters on the left-hand side has not been placed, though
the correct answer (TONIBRAXTON) is in the candidate list. Because enough candidate answers
for Across clues in the upper-left hand corner do not fit with TONIBRAXTON, placement of

TONIBRAXTON is essentially blocked (see §2.2.4.4).
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3.3.2.3 A Sampling of Individual New York Times Puzzles

Following the initial Google querying results of the New York Times puzzles discussed in
§3.3.1.2, we continue to encounter mediocre results in the grid-solving phase. Figure 3-37
shows the maximum number of correct words and total words placed in the grid for each
individual test run. Results remain largely constant throughout the development of GCV
with two or three favorable spikes in the maximum correct words placed in the grid.
Though initial Google querying results for New York Times puzzles experienced a slight
upward trend (see Figure 3-20), the additional correct answers obtained did not help the
grid-solving phase, because such answers were still buried amongst the overwhelming
number of incorrect candidates. The flat trend in Figure 3-37 exists largely because the
number of highest-confidence correct answers also remained constant (see Figure 3-21),

providing the grid-solving phase with no new top results to work with.
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Figure 3-37. For New York Times puzzles, a plot showing the total words placed in the grid and the
maximum number of correct words placed
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Figures 3-38 and 3-39 show partial solutions obtained for the two New York Times
puzzles that GCV attempted to solve. Though reasonable progress is made in each of them,
the lack of correct answers—especially highest-confidence answers—in the candidate lists

prohibits GCV from attaining a solution.

Figure 3-38. Partial solution obtained for New York Times puzzle #1 with incorrectly placed letters
shown in shaded squares

In Figure 3-39, the upper and lower right-hand corners remain intact due to the
corresponding grid weights being higher than other words in the grid. This phenomenon
occurs due to the successfully interlocking words in these corners; further, the Down clue

“Bulldozer” has the correct ten-letter answer EARTHMOVER correctly placed.

Figure 3-39. Partial solution obtained for New York Times puzzle #2 with incorrectly placed letters
shown in shaded squares
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3.3.2.4 A Sampling of Individual TV Guide Puzzles

Picking up where §3.3.1.3 leaves off, we applied the grid-solving phase to the TV Guide
puzzles, achieving many highly-accurate partial solutions. Figure 3-40 shows the maximum
number of correct words and total words placed in the crossword grid for each individual

test run, revealing a general upward trend through the development of GCV.
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Figure 3-40. For TV Guide puzzles, a plot showing the total words placed in the crossword grid and
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Figure 3-41 shows individual grid-solving results for TV Guide puzzle #63, with trends
matching the above discussion. As described in §3.3.1.3, this puzzle consists of sixty-six grid
words to be populated by GCV. Through GCV’s development, the maximum number of
correct words placed in the grid increased from a low of thirty-five to a peak of fifty-eight;

similarly, the total number of words placed increased from forty-two to sixty-one.

75+

— "

50- - /o/\\ /./0/’/
L o/ _w ’

T

3

o

®

o

w

°

=

o

S 254

k]

]

-g ===~~~ Average Number of Words in Grid

2 Total Words Placed in Grid

—*— Maximum Correct Words Placed in Grid
0

< < < < < < < < < < < < < < < < w0 w0
o o o o o o o o o o o o o o o o o o
o o o o o o o o o o o o o o o o o o
N q N IS I [\ N N IS q IS IS I N N Q IS I
[se} < v N Lsel w © — N - © ~ e} [} () -~ «© N
=3 = = = = = = o = N N = = <3 = N = o
<o} © © @« oo} oo} © © (2] (2] (2] o o -~ N N - ~
o o o o o o o o o o o ~ ~ ~— — -~ o o

TV Guide Puzzle #63
GCV Executions from August 2004 to January 2005

Figure 3-41. For TV Guide puzzle #63, a plot showing the total words placed in the crossword grid and
the maximum number of correct words placed

Corresponding to the final test run dated 01/22/2005, GCV attains a partial solution in
which 88% of words populated are correct and 9296 of the letters of the grid are correct;
further, there are only four remaining empty squares, corresponding to a grid that is 97%

complete. The partial solution attained is shown in Figure 3-43.
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Similar to TV Guide puzzle #63, Figure 3-42 shows individual grid-solving results for
TV Guide puzzle #42. This puzzle consists of sixty-six grid words to be populated by GCV.
During GCV’s development, the maximum number of correct words placed in the grid
increased from twenty-five to fifty-one; similarly, the total number of words placed

increased from thirty-four to sixty.
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Figure 3-42. For TV Guide puzzle #42, a plot showing the total words placed in the crossword grid
and the maximum number of correct words placed

Much like TV Guide puzzle #63, in the final test run dated o1/20/2005, GCV attains a
partial solution in which 77% of words populated are correct and 929 of the letters of the
grid are correct; further, there are only four remaining empty squares, corresponding to a

grid that is 979% complete. The partial solution attained is shown in Figure 3-44.
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As shown in Figure 3-43, the partial solution to TV Guide puzzle #63 is lacking in only
one section of the crossword grid. Correctly populated sections remain intact because the
high number of interlocking words increases the corresponding grid weights. As a result,
the likelihood of identifying a culprit in such sections is extremely low, which allows GCV
to focus on the areas of the grid that need work. Watching GCV continue to attempt to

solve the partial solution of Figure 3-43, the algorithm focuses only on the unsolved portion.

miwn|Zmo wnir x> —|m|=

Figure 3-43. A partial solution to TV Guide puzzle #63 with incorrectly placed letters shown in
shaded squares

Figure 3-44 reveals a slightly different situation in which a long Across answer toward
the bottom of the grid is limiting GCV’s ability to produce a solution. The clue for the
problematic answer is “He was Harry-O (2 words)” with a correct answer DAVIDIANSSEN,
which does not appear in the top fifty results from Google for all query forms used. During
the grid-solving phase, partial matching and validation queries will likely be unable to locate
the correct answer, because partial matching uses a standard English dictionary without

names and a validation query will only be used when all letters of a given word are filled in.
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Figure 3-44. A partial solution to TV Guide puzzle #42 with incorrectly placed letters shown in
shaded squares
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3.3.2.5 Revisiting the Number of Required Google Queries

As discussed in §3.3.1.2, the Google API limits users to one-thousand queries per day.
During the grid-solving phase, additional Google queries are used to validate discovered and
partially matched words (see §2.2.4.6). Figure 3-45 compares the average number of Google

queries used during both the initial Google querying and grid-solving phases.
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Figure 3-45. Chart showing averages for the number of Google queries used during the first pass, the
number of Google queries used in total during the initial Google querying phase, and the overall
number of Google queries used in both the initial Google querying and grid-solving phases

Additional Google queries occur only with dense crossword puzzles since words are
typically not discovered or partially matched in a sparse crossword puzzle. As the Children’s
Puzzles category is the only category that contains a few sparse puzzles, the overall number
of Google queries for this category is smaller than it would have been. The fully dense New
York Times puzzles have relatively few Google queries during the grid-solving phase,
because the crossword grid is so sparsely populated and therefore very few discovered or

partially matched words are encountered.
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3.4 Limitations of Keyword-Based Search

As discussed in §2.1.1, keyword-based searching is limited. In numerous surveys, Web
searchers cite their frustrations with the number of irrelevant results returned (i.e. the lack
of precision) that tends to hide or overwhelm desired search results. The same pattern holds
true for our GCV results. Candidate lists of clues are overloaded with incorrect and
irrelevant candidate answers, as seen in the example output file of Figure 2-8 in §2.2.4.3 in
which clue “Clemens alter ego” results in over one-hundred unique five-letter words as
candidate answers, only one of which can be correct. With such large numbers of candidate
words, if “Google-friendly” clue forms yield a low-confidence correct answer, the correct
answer likely becomes buried in the other irrelevant candidate words.

The “saving grace” of such a scenario is if during the grid-solving phase, many
incorrect words can be eliminated because they do not fit in the crossword grid. This
behavior occurs primarily with dense crossword grids, since it is the perpendicular words
that cause candidate answers to be eliminated from the selection process.

Keyword-based searching also lacks verifiability. Though we witness GCV obtaining
correct answers from corresponding Google results, GCV has no understanding of what the
correct (or incorrect) words mean, even in an artificially intelligent sense. Thus, GCV has
no ability to infer or validate information that it receives within the Google search results.

As we shift our focus to semantics-based search via the Semantic Web, we recognize
that the fundamental problem of keyword-based search, especially when used by a machine
intelligence, is the lack of precision. Keyword-based search allows for too many irrelevant
and incorrect results, causing frustration for the human user and an inability to function
successfully for the software agent. Turning to Chapter 4, we describe the building blocks
of the Semantic Web in which viable solutions exist for overcoming these problems of

precision.
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CHAPTER 4: SEMANTICS-BASED SEARCH VIA THE
SEMANTIC WEB

Anywhere I am is HERE. Anywhere I am not is THERE.
- Grover [16]

4.1  What is the Semantic Web?

In 2000 and 2001, talk of the Semantic Web hit the mainstream press with attempts to
answer the question, What is the Semantic Web? In the preface of an interview with Tim
Berners-Lee published in Newsweek in 2000, the Semantic Web is described as “[giving]
machines the power to make intelligent assessment of data stored in cyberspace” [11].
Berners-Lee goes on to define the importance of the Semantic Web as “[allowing]
information to be understood by machines rather than just by people.” Turning to a
Scientific American article written by Berners-Lee et al. in 2001, the Semantic Web is defined
as “an extension of the current Web in which information is given well-defined meaning,
better enabling computers and people to work in cooperation” [14].

Given the above definitions, it is relatively easy to understand what the Semantic
Web is; however, the underlying difficult question is, What impact will/should the Semantic
Web have on our day-to-day lives? By comparison, before the World Wide Web came into
existence, it might have been described as a means for publishing structured information in
an open networked environment. From this simple definition, who would have dreamed
the immediate and far-reaching impact that the World Wide Web has had in such a short
period of time? The following subsections identify the need for a Semantic Web and
explore potential ideas and applications.
4.1.1 The Need for Machine-Interpretable Metadata
The World Wide Web is estimated to contain from ten billion to over five-hundred billion
individual and machine-generated Web pages [12]. The collective size of the Web is now
typically discussed in petabytes,” and is said to be growing by sixty terabytes every day [u8].
Such huge numbers can be difficult to comprehend, though by comparison, the human
population of the world is estimated to be only six billion [142]. In terms of growth, the

world population is anticipated to be from seven to ten billion by the year 2050 [143].

A petabyte is 10” bytes; the progression of size increases by three orders of magnitude from

kilobytes to megabytes to gigabytes to terabytes to petabytes to exabytes and so on.
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Clearly, a vast amount of information resides on the Web. Human users access this
information in one of three ways: (1) typing an oft-cryptic or long URL into a Web browser
application; (2) clicking on a URL link leading from one Web page to another; and
(3) typing plaintext queries into a trusted search engine such as Google. Arguably, most
users start with option (3), though with Google’s coverage of eight billion Web pages [62],
users are searching a mere fraction of the Web. Further, surveys indicate that almost 250% of
Web searchers do not find acceptable results in the first set of URLSs returned [u8].

Tim Berners-Lee defines the problem as follows:

[There is] a limit to what we can do by ourselves with information without
the help of machines. A familiar complaint of newcomers to the Web who
have not learned to follow only links from reliable sources is about the
mass of junk available on the Web. Search engines flounder amid the mass
of undifferentiated documents accessible via the Web that cover a vast
range in terms of quality, timeliness, and relevance. We need information

about information—“metadata”—to help us organize it [49].

Through metadata, Berners-Lee refers to machine-interpretable data that a machine can
process to provide more efficient and exacting use of the information on the Web. The
Semantic Web encompasses Berners-Lee’s vision in which machines traverse a Web of such
machine-interpretable information on behalf of humans. Rather than a Web glutted with
Web pages designed only for human consumption, the Semantic Web contains information
that machines can process, raising “the exciting possibility of letting programs run over this
material and help us analyze and manage what we are doing....to help us deal with the bulk
of data, to take over the tedium of anything that can be reduced to a rational process, and to
manage the scale of our human systems” [49].

The Semantic Web is, in part, what the World Wide Web was originally designed to
be. While at CERN in the late 1980s, Berners-Lee developed an early prototype of the Web
called Enquire [13]. In its original design, Enquire expected machine-interpretable metadata

to be specified whenever a new Web page or link was created; Berners-Lee writes:

The Enquire program I wrote assumed that every Web page was about
something. When the user created a new page, it made her say what sort of
thing it was: a person, a piece of machinery, a group, a program, a concept,
etc. Not only that, when the user created a link between two nodes, it
would prompt her to fill in the relationship between the two things or

people the nodes represented. For example, the relationships were defined
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as “A is part of B” or “A made B.” The idea was that if Enquire were to be

used heavily, it could then automatically trace the dependencies [13].

Establishing the machine-interpretable metadata and relationships that Berners-Lee
refers to is fundamental to the architecture of the Semantic Web. Berners-Lee continues his
efforts in realizing his vision of the Semantic Web by serving as Director of the World Wide
Web Consortium (W3C), an organization that he founded in 1994. The W3C is dedicated to
developing Web standards and guidelines, including most of the building blocks of the
Semantic Web described in g§4.2.

In addition to the W3C, other groups and organizations recognize the need for
machine-interpretable information and have established their own programs related to the
Semantic Web. Major participants include Oracle, MIT, Stanford University, and a group
formed in 1995 called the Dublin Core Metadata Initiative, whose goal is to provide “an open
forum engaged in the development of interoperable online metadata standards that support a
broad range of purposes and business models” [46]. The Dublin Core Metadata Standard is a
concise vocabulary for describing a broad range of resources on the Semantic Web. At its
most basic, the Simple Dublin Core Standard defines fifteen elements: Title, Creator, Subject,
Description, Publisher, Contributor, Date, Type, Format, Identifier, Source, Language, Relation,
Coverage, and Rights [47]. The Qualified Dublin Core Standard extends this initial set by
adding one additional element (Audience) and a group of qualifiers that are used to further
refine vocabularies [46].

Another active project called OpenCyc” has aims to formalize commonsense
knowledge using many of the same Semantic Web concepts described below in g4.2.
OpenCyc is the “open source version of the Cyc technology, the world’s largest and most
complete general knowledge base and commonsense reasoning engine” [107, 138]. Release 0.9
of OpenCyc currently identifies 47,000 concepts and 306,000 assertions relating such
concepts; though not yet available, Release 1.0 will include the ability to import and export
the OpenCyc knowledge base using the Web Ontology Language (OWL) [107], which we
describe in §4.2.6.

3

The Cyc of OpenCyc refers to encyclopedia.
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4.1.2 The Power of the Semantic Web

With the seemingly endless amounts of information on the Web, consider the problem of
purchasing a book. Our requirements for locating our ideal book likely include the book’s
title and author, perhaps its ISBN number, a preference for either a hardcover or softcover
edition, an acceptable price range, a preference for either a new or used copy, and so on.
Faced with today’s Web, we may opt to go directly to trusted online bookstores, including
Amazon and Barnes & Noble. Another option is to go directly to eBay or Yahoo! and locate
an acceptable online auction. If the book we seek is a textbook, we may choose from
numerous online stores that specialize in selling textbooks. The list goes on, as does the
time spent surfing the Web in search of our ideal book.

An additional approach is to search for the book’s title and author using Google or
another such search engine. As described in §2.1.1, search engines tend to be overly sensitive
to certain vocabulary used in the query string. Depending on the relative distinctiveness of
the words in the title or the author’s name, search results may be glutted with extraneous
and irrelevant URLs. As an example, searching for Stephen King’s novel titled “It” proves
to be a challenge. Sending the query string “It by Stephen King” to Google yields over
twenty million hits. Rather than finding the desired novel in the first one-hundred results,
we find the official Stephen King Web site, other Web sites honoring Stephen King, books
about Stephen King, Stephen King’s On Writing book available through a link to Amazon,
and so on. In fact, Google ignores “It” and “by” in its search, identifying them as stop words
(i.e. words that are far too common and therefore not included in the search).

To overcome this initial failure, we send the modified query string “+It +by Stephen
King” to Google, the “+” character forcing Google to include the indicated stop words in the
search. Since we are now matching the keyword “It” in all contexts (i.e. not just as a book
title) and “It” is such a frequently occurring word, the top one-hundred results are much the
same, though we have reduced the number of hits from twenty to eleven million. The novel
It appears three times in the top one-hundred results, each as part of an online book review.

Searching for Stephen King’s novel The Stand yields slightly better results. Sending
the query string “The Stand by Stephen King” yields URLs leading to Amazon for both the
book and the DVD movie adaptation. Much of the top one-hundred (out of three million)
hits are similar to what we found in the previous searches, though another online bookstore
appears at about hit #30. Clicking on the URL leads us to the BooksFirst Web site (of the
Times Online) based in the United Kingdom in which we could purchase the book for £8.99.
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Other search strings and techniques may be applied to the problem of locating our
book, but this example illustrates the burden placed on the human user when faced with
such a simple task. Similar difficulties occur with other seemingly simple tasks, such as
seeking employment, finding all papers, albums, songs, paintings, etc. by a given author or
artist, and so on. In our experience, such searches yield either too many irrelevant results or
too few or no results. Queries that yield too many irrelevant results are said to have high
recall, but low precision (see §4.5.2), leaving much of the work in the hands of the human
users who must click their way through link after link—or refine their search string. Upon
refinement, queries are often in danger of yielding too few or no results (i.e. low recall and
low precision). Finding that happy medium in which a query yields high precision and
sufficient recall is difficult, with books dedicated to the very subject (e.g. [24, 50]).

To move the burden from the human user to a machine intelligence, specific machine-
interpretable information is required. For our “It by Stephen King” search, we need the
ability to identify certain URLs as online booksellers; similarly, we need the ability to
represent It and Stephen King and other semantic relationships similar to those of Enquire

(see §4.1.1) in a machine-interpretable format. Figure 4-1 provides a graphical example.

has author

— It
Stephen King
is a type of] has author
The Stand
/ sells
is a type of
= Book sells
\ Amazon

Figure 4-1. A graphical example of the types of machine-interpretable information required to
improve both the precision and usability of current search engines

Recognizing the lack of machine-interpretable information on the Web, numerous
groups and organizations are working to populate the Web with such information to help
form the Semantic Web. Efforts range from manual creation to the full-scale translation of
vast databases; such efforts focus on either annotating existing Web information or creating
new standalone information solely for the Semantic Web (e.g. vocabularies defined via

ontologies, as discussed in §4.3).
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Given the Semantic Web filled with machine-interpretable information, the next step
is to enable users to easily tie into this information in a largely transparent way. Returning
to our Stephen King example, a user may specify a query string such as “Buy book titled
‘The Stand’ by Stephen King” and exacting results are obtained through machine-driven
inferences (e.g. buying a book requires an entity that sells books; Amazon is an entity that
sells books; Amazon sells The Stand; The Stand is a type of book; The Stand has author
Stephen King; and so on). Other parameters suggested earlier (e.g. price range, edition,
condition) could be specified using an expanded plaintext query string or perhaps via a
“smart” interface that, upon realizing that the human user is attempting to purchase a book,
presents the user with these additional refinement options.

Incidentally, Google does provide a free service dedicated to online shopping called
Froogle [s4]. Froogle focuses Google’s search technologies on products for sale, obtained
both via crawlers and data feeds from various merchants. Results are presented in either the
traditional list format or a grid of product thumbnails. Like other search results, Froogle
simply provides URLs, though these links should lead to relevant online merchant Web

sites; however, Froogle is not perfect:

[The] approach used to match keywords to products is not very accurate in

terms of matching the principal products to the keywords. Froogle is a
) . . .

great concept, but Google’s primary implementation seems to be a

software-driven engine that cannot discern search term meanings and

product nuances. Until Google fine-tunes the word association portion of

its ranking software, we will continue to get inappropriate [and irrelevant]

search results. [23]

Returning to our search for books, a Froogle search for “It by Stephen King” yields
over 200,000 results of which over 44,000 are confirmed, which seems to be an indication of
reliability and trustworthiness, though it is not entirely clear if confirmed refers only to items
advertised via data feeds or if a more involved algorithm is used. Compared to our Google
search, the Froogle search for It does in fact find a copy of the book at about hit #70, though
this is the only relevant hit in the top one-hundred results. Turning to The Stand, our
Froogle query yields almost 25,000 results of which 655 are confirmed. A majority of the top
one-hundred hits are in fact the book we are after.

While Froogle provides improved results as compared to a general Google search,

much of the work still lies in the hands of the human user. Though Froogle provides the
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ability to specify a desired price range (see Figure 4-2), other parameters described above
(e.g. hardcover or software edition, new or used copy, etc.) remain out of reach. Adding
such parameters to the Froogle search string tends to reduce the precision of results; for
example, querying Froogle with “The Stand by Stephen King in hardcover” brings
hardcover editions of other Stephen King books into the top ten results. Expanding the
search criteria to include such additional parameters would require Google developers to
work on expanding their HTML interfaces, as well as the underlying Froogle system to
support such new parameters. Further, merchants providing data feeds would need to add
such new parameters to their uploaded product lists—or risk being left out of Froogle’s
search results. Though Froogle provides an impressive and effective product search service,

it is not a scalable solution.

A Advanced Froogle Search - Micrasoft Internet Explorer

Elle Edt View Favorites Took  Help t
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Figure 4-2. A sample screenshot of Froogle showing Froogle’s advanced search criteria
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4.2 Building Blocks of the Semantic Web

Much of the infrastructure of the Semantic Web has already been defined [14, 49, 67, 70, etc.].
The following subsections describe key components of this infrastructure.

4.2.1 eXtensible Markup Language (XML)

After the World Wide Web explosion of the mid-1990s brought HTML into the forefront
of both technical and non-technical circles, a more generic format called the eXtensible
Markup Language (XML) earned its time in the limelight. XML provides a Web-friendly
means for representing data, omitting aspects of presentation [, 29, 64, 116, 122].

XML is a powerful text-based markup language that, when coupled with syntactical
specifications (e.g. XML Schema [29]), enables users to define arbitrarily complex data
exchange formats. Though many commercial applications tout support for XML, true
interoperability between heterogeneous applications is often severely limited, since XML
documents lack machine-interpretable semantic information. Nevertheless, XML serves as
a strong foundation for other building blocks of the Semantic Web.

4.2.2 Uniform Resource Identifier (URI)

While most are familiar with the Uniform Resource Locator (URL) as an address on the Web,
the more generic Uniform Resource Identifier (URI) is not as well-known. URIs are used to
represent tangible objects, people, places, abstract relationships, intangible or fuzzy
concepts—just about anything [37]. Syntactically, URIs resemble URLs. For example, the
URI http://www.cs.rpi.edu/~goldsd may be used to represent David Goldschmidt, the
author of this document. As another example, the URI for New York State may
be http://www.state.ny.us/. Though these examples also serve as URLs, not all URIs need
be network-retrievable.

Defining URIs enables the development of ever-expanding machine-interpretable
vocabularies. These are the nouns, verbs, and other language constructs that make up the
Semantic Web.

4.2.3 Resource Description Framework (RDF)

The Resource Description Framework (RDF) is used to combine URIs together to form
machine-interpretable sentences. The fundamental RDF model contains three distinct
constructs: resources, properties, and statements. Resources are identified via URIs, and
therefore represent just about anything. Properties are used to describe a specific aspect,
characteristic, attribute, or relation of a resource [80]. Examples include such properties as

playsFor, alsoknownAs, hasAlias, wrote, isParentof, electedIn, etc.
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Akin to simple prose, an RDF statement consists of a subject, a predicate, and an
object. In general, the subject is a resource, the predicate is a property, and the object is
either a resource or a literal value [70, 80, 89, 1]. An example RDF statement suitable for the

Semantic Web is “samuelClemens alsoknownAs MarkTwain,” as depicted in Figure 4-3(a).

SamuelClemens SamuelClemens
equivalentProperty hasAlterego
hasAlterego

@ ® ©

Figure 4-3. (a) An RDF statement relating Samuel Clemens to Mark Twain; (b) a second RDF
statement that establishes an equivalence relation between the alsoknownaAs and hasAltertgo properties;
(c) the RDF statement inferred from statements (a) and (b)

Properties represent relationships. Figure 4-3(b) depicts an interesting example in
which the alsoknownAs property is treated as a resource and used as the subject of the RDF
statement “alsoknownAs equivalentProperty hasAlterego.” Based on this equivalence relation
(see §4.4), the new statement “samuelClemens hasAlterEgo MarkTwain” is inferred, as depicted
in Figure 4-3(c).

Note that we may decide to represent the samuelcClemens resource via the network-
retrievable URI http://www.pbs.org/weta/thewest/people/a_c/clemens.htm and MarkTwain via
http://www.pbs.org/marktwain. Other URIs representing MarkTwain and SamuelClemens are
certainly possible and could be tied together via equivalence relations.

4.2.4 RDF Schema (RDFS)

RDF is a framework and sometimes lacks immediate application on its own; however, using
RDF, rich semantic vocabularies may be developed. RDF Schema (RDFS) is such a
vocabulary that allows one to define classes, subclasses, properties, and subproperties [18].
An instance of a class represents a resource within the RDF model. Classes and subclasses
form class hierarchies that support inheritance (i.e. generalization and specialization).

Properties identify both traditional object-oriented data attributes (e.g. height, weight,
age, pages, edition) and relationships to other classes (e.g. isSisterof, owns, hasAuthor).
Using RDF Schema, a hierarchy of properties may be defined. Thus, an issisterof property

may be a subproperty (i.e. a specialization) of a more general issib1ingof property.
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To apply semantically meaningful limits on the types of RDF statements that may be
produced, properties may have domain and range constraints defined. Domain constraints
restrict the types of resources that the given property may be applied to in the subject of an
RDF statement. Likewise, range constraints restrict the types of resources that the given
property may be applied to in the object of an RDF statement [18, 8o, 89].

Property definitions are independent of class definitions; further, property definitions
have global scope, thus being reusable in many contexts. Such an architecture differs from
the traditional object-oriented approach in which property (i.e. attribute and relationship)
definitions are defined within a class definition. Removing this interdependence increases

the ability to standardize, reuse, and exchange property definitions on the Semantic Web.
4.2.5 DAML+OIL

Built atop the RDF and RDF Schema standards, DARPA Agent Markup Language + Ontology
Inference Language (DAML+OIL) provides a richer semantic vocabulary, including such
additional constructs as (1) equivalence relations; (2) cardinality specifications for
properties; (3) basic set relationships (e.g. disjoint, complement, union, intersection); (4) an
inverse relation; and (5) enumerations [3s, 36, 68].

4.2.6 Web Ontology Language (OWL)

Incorporating RDF and RDF Schema, the Web Ontology Language (OWL) has been defined
to further enrich the family of ontology languages available for use on the Semantic Web.
Due in part to their relative complexity, OWL is organized into three increasingly-
expressive sublanguages: OWL Lite, OWL DL, and OWL Full. OWL provides such
constructs as: (1) relations between classes (e.g. equivalence, disjointness); (2) cardinality
specifications for properties; (3) richer typing of properties; (4) characteristics of properties
(e.g. symmetry, transitivity); and (5) enumerated classes [68, 98].

4.2.7 Jena Framework

Designed and implemented by Brian McBride et al. of HP Labs [¢s], the Jena Framework is a
set of Java APIs devoted to Semantic Web application development. Jena features an RDF
API for creating, reading, and writing RDF statements; set operations including union,
intersection, and difference are also supported. Jena contains support for persistence via a
backend database, which is certainly a requirement for most large-scale applications.
Queries against RDF models are supported via the Resource Description Query Language

(RDQL) [123]; such queries are supported for in-memory models, as well as persistent models

stored in MySQL, Oracle, or PostgreSQL [os].
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Jena supports ontologies developed using OWL, DAML+OIL, and RDFS. Based on
such ontology languages, Jena provides a reasoning subsystem that supports RDFS and the
OWL Lite subset, though OWL support is “preliminary and still under development” [os].
Since such ontology languages allow the specification of constraints, a means of validating
such constraints of an RDF model is provided via Jena’s validation inference interface.

4.2.8 Webgraphs and Semantic Webgraphs

Beyond the Semantic Web constructs described previously, additional Web-related markup
languages and applications prove useful to the Semantic Web. These markup languages and
applications often view the World Wide Web as a directed graph in which nodes represent
individual Web pages and edges represent hyperlinks from one Web page to another. Such
webgraphs enable applications in such areas as Web content mining, information retrieval,
Web usage mining, content and site management, and so on [13].

Similar to webgraphs, semantic webgraphs are used to represent the topology of the
Semantic Web. Semantic webgraphs typically treat all resources and properties as nodes
(see Figures 4-3, 4-4, and 4-7), though properties may also be represented as directed edges
(see Figures 4-1 and 4-12).

4.2.9 XGMML and WWWPal

Developed by Punin and Krishnamoorthy in 1999, the eXtensible Graph Modeling and Markup
Language (XGMML) is an XML application for describing graphs [u4]. Among other uses,
XGMML webgraphs serve as a foundation to the open source WWWPal System, also
developed by Punin and Krishnamoorthy [13]. The WWWPal System is used in the
analysis, synthesis, visualization, and organization of Web documents and Web sites. In
particular, WWWPal contains an extensible Graph Analyzer component that filters
webgraphs based on a specific set of properties (e.g. broken links, site maps, dead ends, usage
characteristics, linearizations of multiple Web pages, and so on) [u3].

4.2.10 RDF Graph Modeling Language (RGML)

Utilizing RDF, Punin and Krishnamoorthy have developed the RDF Graph Modeling
Language (RGML), the first proposed semantic description language for graphs, which is
widely used [115]. RGML is an XML application that defines an RDF vocabulary to describe
graph structures. Using RGML representations of webgraphs, new clustering and filtering
applications may be developed that answer more semantically rich queries (e.g. find all
research papers published by people currently at Rensselaer in the Computer Science

Department). RGML may also be used to represent semantic webgraphs.
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4.2.11 Other Related Languages and Projects

In addition to the work described above, many other related languages and projects related
to machine-interpretable information and the Semantic Web are underway. For example,
the Mathematical Markup Language (MathML) is a machine-interpretable language set forth

by the W3C for representing mathematics:

A product of the W3C Math working group, MathML is a low-level
specification for describing mathematics as a basis for machine to machine
communication. MathML is intended to facilitate the use and re-use of
mathematical and scientific content on the Web, and for other applications
such as computer algebra systems, print typesetting, and voice synthesis.
MathML can be used to encode both the presentation of mathematical
notation for high-quality visual display, and mathematical content, for
applications where the semantics plays more of a key role such as scientific

software or voice synthesis. [o1]

Similarly, the Proof Markup Language (PML) is a set of OWL classes used to construct
“OWL documents representing both proofs and proof provenance information” [uz2]. PML
is part of the Inference Web (IW) initiative of the Knowledge Systems, Al Laboratory at
Stanford University. Inference Web is an initiative to incorporate proofs into Semantic
Web services such that explanations as to how a reasoner determined certain answers may

be provided to human users:

Inference Web (IW) is a framework for explaining Semantic Web
reasoning tasks by storing, exchanging, combining, abstracting, annotating,
comparing and rendering proofs and proof fragments provided by reasoners
embedded in Semantic Web applications and facilities. IW is expected to
be flexible enough to address explanation requirements of a broad audience
of Semantic Web users. [The Inference Web] provides facilities for
dumping your proofs on the web, for browsing the proofs, for annotating
the proofs by adding meta-information to their elements, and for

abstracting the proofs into explanations. [72]

Incorporating such a proof-based system into the Semantic Web will enable human users to
establish a level of trust with the information they obtain via Semantic Web services,

including semantics-based search engines architected for the Semantic Web.
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4.3 Defining Vocabularies via Ontologies

Using the aforementioned languages, domains of knowledge called ontologies are defined.
An ontology “formally defines a common set of terms that are used to describe and represent
a domain,” thus making the terms and knowledge therein reusable [49]. In addition to their
reusability and support for the exchange of machine-interpretable knowledge on the
Semantic Web, ontologies allow new knowledge to be derived—or inferred—much like
Prolog [17, 33] or other such logic-based languages.

4.3.1 Applying Inference Rules and Developing Schemas

As a basic example, refer to Figure 4-4 and consider the following hierarchy of properties:
issonof and isDaughterof are subproperties of ischildof, which in turn is a subproperty of
isparentof. Further, isparentof is identified as an inverse property to ischildof since

isparentof(X,Y) implies ischildof(y,x) and vice versa.

rdfs:subPropertyof rdfs:subPropertyof

isDaughterof

Figure 4-4. A semantic webgraph depicting RDF Schema subproperties and a pair of OWL inverse
relations; traversing the graph enables inferences on the Semantic Web

Presented with the RDF statement “Andrew issonof Richard,” we are able to infer the
following additional statements: (1) “Andrew ischildof Richard”; and (2) “Richard isParentof
Andrew.” Such inferences are made by traversing the semantic webgraph of Figure 4-4.

As inference rules increase in complexity, it becomes difficult to identify such rules
using standard XML-based languages such as RDF and OWL. A simplified format for
specifying rules is preferable and acceptable to reasoners such as provided by the Jena
Platform [93, 95]. Consider the rules required to infer an isAuntof property; the desired logic

is represented concisely in Figure 4-5.
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[ aunt-inference: (?A ischildof ?B), (?C isSisterof ?B) -> (?C isAuntof ?A) ]

Figure 4-5. A succinct representation of how an isAuntof property is inferred

As another example, Figure 4-6 shows the rules required to infer an isGrandfatherof

property. Refer to §4.3.2 and Figure 4-10 for more examples.

[ grandfather-inference: (?A isFatherof ?B), (?B isParentOf ?C) -> (?A isGrandfatherof ?C) ]

Figure 4-6. A succinct representation of how an isGrandfatherof property is inferred

Using ontology languages and the rule constructs exemplified in Figures 4-5 and 4-6,
ontology development typically begins with the creation of a schema that defines a domain-
specific vocabulary. Given this specific vocabulary, a full ontology may then be defined.
For example, an OWL document may define vocabulary related to United States Presidents
(see §4.3.5), including a uspresident class and presidentBefore, presidentafter, electedin, and
other such properties. An RDF (or OWL) document may then be constructed that defines
all of the Presidents using such domain-specific terms, instantiating USPresident resources
for George Washington, John Adams, Thomas Jefferson, and so on.

4.3.2 A Genealogy Ontology

A genealogy ontology provides both a manageable and powerful ontology to work with,
defining such concepts as person, parent, child, mother, father, son, daughter, grandmother,
grandfather, sister, brother, sibling, aunt, uncle, and so on. RDF Schema may be used, though
inferences are limited to subclasses and subproperties. As shown in Figure 4-7, an ischildof

property is defined with issonof and isbaughterof subproperties.

rdfs:subPropertyof

isDaughterof

Figure 4-7. A simple set of subproperties defined using RDF Schema

rdfs:subPropertyof
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Given an RDF statement that uses issonof, we can only infer the ischildof
property—inferences only go up the inheritance hierarchy. Inverse, symmetric, transitive,
and other such relationships cannot be defined or inferred using RDF Schema. Thus, we
turn to OWL in which the ischildof property may be defined as inverse to the isparentof
property. A reasoner such as provided by Jena will both infer this additional relationship
and validate corresponding RDF statements. For example, if a resource R, is defined as a
child of resource R,, Jena will generate the additional statement that R, is a parent of R,.

The following excerpts define a subset of genealogy concepts using OWL. We first

define Person, MalePerson, and FemalePerson via a class hierarchy, as shown in Figure 4-8.

<owl:Class rdf:about="&deg;Person">
<rdfs:label>Person</rdfs:label>
<rdfs:comment>The Person class, an instance of which represents a person, living or dead,
fictional or real.</rdfs:comment>

</owl:Class>

<owl:Class rdf:about="&deg;MalePerson">
<rdfs:label>Male Person</rdfs:label>
<rdfs:comment>The MalePerson subclass, an instance of which represents a male
person.</rdfs:comment>
<rdfs:subClassof rdf:resource="&deg;Person"/>
</owl:Class>

<owl:Class rdf:about="&deg;FemalePerson">
<rdfs:label>Female Person</rdfs:label>
<rdfs:comment>The FemalePerson subclass, an instance of which represents a female
person.</rdfs:comment>
<rdfs:subClassof rdf:resource="&deg;Person"/>
</owl:Class>

Figure 4-8. Defining a class hierarchy using OWL

We next define such properties as isrelatedTo, isParentof, isFatherof, and so on, as

shown in Figure 4-9.

<ow]l:0bjectProperty rdf:about:"&de?;15Re1atedTo">
<rdfs:label>Is Related To</rdfs:label>
<rdfs:comment>The isRelatedTo property identifies a relationship in which a person is
related to another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;Person"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isParentof">
<rdfs:subPropertyof rdf:resource:"&deﬁ;1sRe1atedTo"/>
<owl:inverseOof rdf:resource="&deg;ischildof"/>
<rdfs:label>Is Parent 0f</rdfs:label>
<rdfs:comment>The isParentOf property identifies a relationship in which a person is a
parent of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;Person"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isFatherof">
<rdfs:subPropertyof rdf:resource="&deg;isParentof"/>
<rdfs:label>Is Father of</rdfs:label>
<rdfs:comment>The isFatherof property identifies a relationship in which a male person is
the father of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;MalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

Figure 4-9. Defining properties and subproperties using OWL
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Finally, rules identify symmetric and transitive properties, specializations, and

inferences, as shown in Figure 4-10.

[ related-to-symmetry: (?A deg:isRelatedTo ?B), notEqual(?A,?B) -> (7B deg:isRelatedTo ?7A) ]

—

related-to-transitivity: (?A deg:isRelatedTo ?B), (?B deg:isRelatedTo ?C), notEqual(?A,?C)
-> (?A deg:isRelatedTo ?C) ]

—

sibling-symmetry: (?A deg:isSiblingof ?B), notEqual(?A,?B) -> (?B deg:isSiblingof ?A) ]

—

sibling-transitivity: (?A deg:issib]ingof ?B), (7B deg:isSiblingof ?C), notEqual(?A,?C)
-> (?A deg:isSiblingof ?C) ]

—

spouse-symmetry: (?A deg:isSpouseOf ?B), notEqual(?A,?B) -> (?B deg:isSpouseof ?7A) ]

—

mother-specialization: (?A deg:isParentof ?B), (?A rdf:type deg:FemalePerson)
-> (?A deg:isMotherof ?B) ]

—

father-specialization: (?A deg:isParentof ?B), (?A rdf:type deg:MalePerson)
-> (?A deg:isFatherof ?B) ]

[ wife-specialization: (?A deg:isSpouseof ?B), (?A rdf:type deg:FemalePerson)
-> (?A deg:iswifeof ?7B) ]

—

husband-specialization: (?A deg:isSpouseof ?B), (?A rdf:type deg:MalePerson)
-> (?A deg:isHusbandof ?B) ]

—

sister-specialization: (?A deg:isSiblingof ?B), (?A rdf:type deg:FemalePerson)
-> (?A deg:isSisterof ?B) ]

—

brother-specialization: (?A deg:isSiblingof ?B), (?A rdf:type deg:MalePerson)
-> (?A deg:isBrotherof ?B) ]

—

daughter-specialization: (?A deg:ischildof ?B), (?A rdf:type deg:FemalePerson)
-> (?A deg:isbDaughterof ?B) ]

—

son-specialization: (?A deg:ischildof ?B), (?A rdf:type deg:MalePerson)
-> (?A deg:issonof 7B) ]

—

granddaughter-specialization: (?A deg:isGrandchildof ?B), (?A rdf:type deg:FemalePerson)
-> (?A deg:isGranddaughterof ?B) ]

—

grandson-specialization: (?A deg:isGrandchildof ?B), (?A rdf:type deg:MalePerson)
-> (?A deg:isGrandsonof 7B) ]

—

uncle-inference: (?A deg:ischildof ?B), (?C deg:isBrotherof ?B)
-> (?C deg:isuncleof ?A) ]

—

aunt-inference: (?A deg:ischildof ?B), (?C deg:isSisterof ?B)
-> (?C deg:isAuntof ?7A) ]

—

grandfather-inference: (?A deg:isFatherof ?B), (7B deg:isParentof ?C)
-> (?A deg:isGrandfatherof ?cC) ]

—

grandmother-inference: (?A deg:isMotherof ?B), (?B deg:isParentof ?C)
-> (?A deg:isGrandmotherof ?C) ]

Figure 4-10. Defining inference, specialization, symmetric, and transitive rules

4.3.3 A Norse Mythology Ontology

Using the simple genealogy ontology, the Norse Mythology ontology represents various
gods and goddesses from the old Norse myths. OWL classes include God, Goddess, and
Pantheon; properties include isGodof and isGoddessof. Such terms have been identified as

reusable for ontologies regarding other mythologies via a base Mythology ontology.
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4.3.4 Automatically Generating a WordNet Ontology

To bring a voluminous and practical vocabulary to the Semantic Web, we look to WordNet,
an open lexical reference of English words and phrases, including their relationships with
one another. Consisting of over 200,000 words [150], WordNet has been developed by the
Cognitive Science Laboratory at Princeton University under the direction of Professor
George A. Miller [150]. In 2001, Melnik and Decker of Stanford University converted the
WordNet vocabulary to RDF using RDF Schema [99]. Figure 4-11 shows RDF excerpts that
define the concept of life, a related hyponym (any living entity), and a hypernym (wildlife)."

<b:Noun rdf:about="&a;100002880" b:wordForm="11ife"/>

<rdf:Description rdf:about="&a;100002880">
<b:glossaryEntry>Tiving things collectively; "the oceans are teeming with 1ife"
</b:glossaryEntry>

</rdf:Description>

<rdf:Description rdf:about="&a;100002880">
<b:hyponymof rdf:resource="&a;100002086"/>
</rdf:Description>
<rdf:Description rdf:about="&a;100002086" b:glossaryEntry="any living entity"/>
<rdf:Description rdf:about="&a;105988126">
<b:hyponymof rdf:resource="&a;100002880"/>
</rdf:Description>

<b:Noun rdf:about="&a;105988126" b:wordForm="wildlife"/>

Figure 4-11. Excerpts from Melnik and Decker’s WordNet translation; the concepts of life, any living
entity, and wildlife are defined, related to one another via the hyponymof property (an RDF Property)

We have further translated WordNet to OWL, enabling the use of the WordNet
vocabulary as both resources and properties. WordNet defines nouns, verbs, adverbs, and
adjectives. We translated these vocabulary constructs to OWL as both properties and
resources, appending the corresponding part of speech to distinguish usage. For example,
life is translated to the 1ife-Noun resource and the 1ife-Noun-as-verb property, enabling
specific use as subject, predicate, or object in RDF statements.

Given that OWL is a richer language than RDF Schema, our translation incorporates
inverse, symmetric, and transitive relationships between elements of the WordNet schema.

For example, we define both hyponymof and hypernymof as being inverses of one another.

" A hyponym is a lexical relation in which “the first concept is more specific than the second” [i50];

for example, an adventure is a hyponym of a task or undertaking. Conversely, a hypernym is a lexical
relation in which “the first concept is less specific than the second” [150]; so a task or undertaking is
a hypernym of an adventure.
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Similarly, the antonymof property is defined as an objectProperty and a SymmetricProperty,
since if word x is an antonym of word y, then certainly word y is an antonym of word x.
The same holds true for the synonymof property, which we introduce into the WordNet
schema, establishing a well-defined relationship between synonymous wordrorm elements.
Figure 4-12 shows excerpts from our translation of WordNet using OWL, defining
the concepts of life and support, as well as the support property. Given this translation, we

have a large vocabulary that may be used to form RDF statements for various ontologies.

<rdf:Description rdf:about="&deg;1ife-Noun">
<rdfs:label>T1ife</rdfs:label>
<rdf:type rdf:resource="&wn;Noun"/>
<wn:glossaryentry>1iving things collectively; "the oceans are teeming with Tife"
</wn:glossaryEntry>
<wn:wordForm>11fe</wn:wordForm>
<rdfs:isbefinedBy rdf:resource="&wnc;100002880"/>
</rdf:Description>

<rdf:Description rdf:about="&deg;support-Noun">
<rdfs:label>support</rdfs:label>
<rdf:type rdf:resource="&wn;Noun"/>
<wn:glossaryEntry>the activity of providing for or maintaining by supplying with money or
necessities; "his support kept the family together"; "they gave him emotional support
during difficult times"</wn:glossaryeEntry>
<wn :wordForm>support</wn:wordrForm>
<rdfs:isbDefinedBy rdf:resource="&wnc;100788240"/>
</rdf:Description>

<rdf:Property rdf:about:"&de?;support—Noun—as—Verb">
<rdfs:label>support</rdfs:label>
<rdf:type rdf:resource="&wn;Noun"/>
<wn:glossaryentry>the activity of providing for or maintaining by supplying with money or
necessities; "his support kept the family together"; "they gave him emotional support
during difficult times"</wn:glossaryEntry>
<wn:wordForm>support</wn:wordrForm>
<rdfs:isbefinedBy rdf:resource="&wnc;100788240"/>
</rdf:Property>

Figure 4-12. Excerpts from our WordNet translation using OWL; the nouns 1ife-Noun and support-
Noun are defined, as well as the support-Noun-as-verb property

Figure 4-13 shows a semantic webgraph from our Solar System Ontology (see §4.3.7)
utilizing the 1ife-Noun and support-Noun-as-verb elements defined above, as well as Earth,
Planet, and hasMoons resources. Though work remains on its translation, utilizing WordNet

via OWL has proven to be invaluable for developing Semantic Web vocabularies.

Figure 4-13. Semantic webgraph using WordNet concepts life and support to assert that Earth is a
planet that supports life
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4.3.5 A United States Presidents Ontology
Using both the genealogy ontology and selected vocabulary from the WordNet ontology,
the United States Presidents ontology represents information about the presidents of the
United States, their accomplishments, terms of office, and familial relationships.

We define specific terms in an OWL schema, including the usPresident class, as well
as such OWL properties as presidentAfter, presidentBefore, assassinatedIn, electedIn,
impeachedin, electedTermsinoffice, etc. Refer to Figure 4-14 for an example semantic

webgraph involving Abraham Lincoln.

AndrewJohnson
presidentBefore

isHusbandof
AbrahamLincoln

GettysburgAddress

MaryTodd

assassinatedIn

Figure 4-14. Semantic Web links from AbrahamLincoln; note the alternative diagramming technique in
which edges are labeled with property URIs and the literal value 1865 is enclosed in a rectangle

4.3.6 A United States Geography Ontology

Using selected vocabulary from the WordNet ontology, the United States Geography
ontology describes much of the geography of the United States, including states, capitals,
major cities, rivers, lakes, surrounding oceans, etc. OWL classes include state, Region, City,
capital, Bodyofwater, River, Lake, and ocean; OWL properties include iscapitalof,
Tieswithin, and so on.

4.3.7 A Solar System Ontology

Using selected vocabulary from the WordNet ontology, the Solar System ontology
describes the planets, their moons, the sun, stars, and so on. OWL classes include
solarsystem, Planet, Star, and Satellite; properties include isPlanetNumber, hasRings,

hassatellites, hasMoons, discoveredBy, discoveredin, and so on.
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4.4 Equivalence Relations
An important part of the evolution of the Semantic Web involves equivalence relations” in
which resources or properties from different ontologies are identified as being equivalent.
Equivalence relations connect the numerous ontologies currently being created for the
Semantic Web. Isolated ontologies will be linked together in much the same way
hyperlinks caused the World Wide Web to emerge as an enormous network of Web pages.
Equivalence relations may be applied to both properties and other RDF resources.
Figure 4-15 shows three semantic webgraphs involving Mark Twain and Samuel Clemens,
obvious candidates for an equivalence relation. In Figure 4-15(a), a SamuelcClemens resource is
related to a MarkTwain resource via an alsoknownAs property that may serve as an equivalence
relation. Figure 4-15(b) utilizes OWL’s equivalentProperty property to link alsoknownAs to

hasAltertgo, logically forming the semantic webgraph in Figure 4-15(c).

SamuelClemens SamuelClemens
equivalentProperty hasAlterego
hasAlterego

@ ® ©

Figure 4-15. (a) A semantic webgraph representing an RDF statement that relates Samuel Clemens to
Mark Twain; (b) a second semantic webgraph that establishes an equivalence relation between the
alsoknownas and hasAlterego properties; (c) an inferred semantic webgraph

In addition to alsoknownAs and hasAlterEgo, we may opt to use the sameAs property
defined in OWL [98], though such a construct may be too strong for some contexts. Using
sameAs may cause questionable statements to be inferred, such as “samuelclemens isAuthorof
TheAdventuresofTomsawyer”’—such a statement may cause problems; for example, an online
bookstore may list The Adventures of Tom Sawyer as co-authored by Samuel Clemens and
Mark Twain. The bookstore may formulate a rule to avoid this problem. Though the logic

of the Semantic Web is powerful, it must be defined carefully to avoid misinterpretation.

% Note that equivalence relations imply transitivity, symmetry, and reflexivity [103]; however, for the

Semantic Web, when we refer to an equivalence relation, we typically assume irreflexivity to avoid
such statements as MarkTwain alsoknownAs MarkTwain.
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4.5 Searching the Semantic Web

Sophisticated as traditional search engines have become, they are still often unable to bridge
the gap between human understanding and keywords extracted from HTML code. As
noted previously, surveys indicate that 2500 of Web searchers are unable to find useful
results in the first set of URLs that are returned [u8]. Based on the discussion and examples
of §4.1.2, we turn to search capabilities using the Semantic Web, recognizing the accuracy
and flexibility that may be attained.

4.5.1 A Proof of Concept Search System by Sandberg and Ellis

Work by Sandberg and Ellis shows promise in identifying the pitfalls and roadblocks to the
development of a search engine for the Semantic Web [120]. Their proof of concept system
utilizes RDF and is partially based on an architecture presented by Heflin and Hendler [67],
though this latter architecture uses the Simple HTML Ontology Language (SHOE) [49, 69]
rather than RDF. In Sandberg and Ellis’s proof of concept application, RDF statements are
processed and stored in a relational database. Based on the Jena API [3, 951, an RDF Parser
component retrieves RDF documents, parses them, and stores results in the central
relational database. Since a Semantic Web crawler was not developed as part of their
system, users are allowed to input RDF documents via a Web page [120].

Java Servlets comprise the user interface, interacting directly with the relational
database [120]. Unfortunately, their proof of concept system only allows users to click their
way through URIs of the underlying semantic webgraphs; the ability to search the collective
knowledge base (e.g. via a user-specified plaintext search string) is not available.
4.5.1.1 Overcoming the Pitfalls of Deploying a Semantic Web Search Engine
Based on their proof of concept system, Sandberg and Ellis identify six overarching
roadblocks to the full-scale implementation and deployment of a search engine for the
Semantic Web. These six roadblocks are “[human] understandability, complexity,
completeness of searching space, uncertainty, tool support, and trustworthiness” [120], each
of which is described below.

The problem of human understandability refers to the cryptic appearance of URIs that
are displayed in Sandberg and Ellis’s proof of concept user interface. Complexity refers to the
complexity of resource identification, especially on a global scale, which results in
overlapping and sometimes conflicting statements. Resources that are semantically
equivalent (until explicitly tied together via an equivalence relation) will remain separate,

reducing the completeness of the search space and increasing uncertainty regarding the results.
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Before the advantages of the Semantic Web may be realized, its machine-
interpretable information must be supplied, requiring tool support for RDF authoring at both
a small scale (e.g. human data entry interfaces) and a large scale (e.g. automatic translation
of machine-generated Web pages and databases). Related to tool support, the need for
machine-verifiable mechanisms that assure a level of trustworthiness are necessary for
numerous Semantic Web applications and services.

Through appropriate countermeasures, these various pitfalls may be overcome. One
approach to addressing the problem of human understandability is to present users with
human-readable names and descriptions instead of cryptic URIs. Such names and
descriptions may easily be obtained via RDF Schema constructs, for example the human-
readable <rdfs:label> and <rdfs:comment> properties. As another example, ontologies
established by the Dublin Core Metadata Initiative (see §4.1.1) may be used [46]. Within the
Dublin Core Metadata Element Set, human-readable naming may be identified using title,
subject, description, and other such constructs [47].

The complexity of resource identification and the lack of completeness of the search
space may be addressed by strategies including: (1) validating RDF statements before
incorporating them into a Semantic Web search algorithm; (2) assigning relative confidence
values to conflicting statements based on the Semantic Web’s “web of trust”; (3) detecting
potential equivalence relations by matching key attributes or searching for similar subgraphs
within disjoint and unconnected semantic webgraphs; and (4) limiting the “fan-out” of
semantic searches via a parameterized maximum number of inferences.

The problems of uncertainty and trustworthiness may be addressed by user-interface
options that present a summary of how the semantic search results were obtained (i.e. the
set of inferences and traversed links of corresponding semantic webgraphs). As is evident
with the existing World Wide Web, the search engine is a necessary cornerstone
application for the emerging Semantic Web.

4.5.2 Comparing Keyword-Based Search to Semantics-Based Search

Web search services are often evaluated using two dimensions: recall measures the number
of potentially relevant documents retrieved; precision measures the relevancy and accuracy of
such documents in terms of the given query string [75]. Search services that have relatively
high recall generally have good coverage of the Web, though not necessarily good precision.
Keyword-based searching is “prone to both low precision and imperfect recall” [7s].

Sometimes considered a third dimension to evaluating search services, ranking brings those
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results that are most precise to the top of the results set. Ranking is “anything that does a
reasonable job of distinguishing between strong and weak results” [2].

Though keyword-based searching has proven its usefulness, applying semantics-based
search strategies via the Semantic Web should greatly increase the resulting precision of
searches and enable new types of queries to be formed. Semantic searching differs from
traditional keyword-based searching in terms of both query structure and persistent data
storage. Queries against the Semantic Web require the traversal of semantic webgraphs
that may be represented via a well-defined semantic database. Such traversals, or
inferences, form the basis for semantic searching; however, the semantics-based search
problem may prove to be intractable due to the depth and variety of possible inferences. A
practical implementation of semantics-based searching will need to answer the question of
what types of inferences are necessary and sufficient to answer queries with an acceptable
degree of precision. An initial approach is to limit the number of breadth-first search
“hops” to a relatively small finite number.
4.5.2.1 Comparing SQL to RDQL
Designed to contain persistent data, relational databases are prevalent in numerous software
applications. A Relational Database Management System (RDBMS) is “a system whose users
view data as a collection of tables related to each other through common data values” [76].
Operations on the data within a relational database generally include retrieval, insertion,
update, and deletion [76]. Each database table represents a single concept (e.g. EMPLOYEE,
INVOICE, TRANSACTION, USER, BOOK, AUTHOR, etc.) and is composed of individual columns that
define the table’s attributes; further, each row of a given table typically represents a single
element (e.g. an employee, invoice, transaction, user, book, author, etc.). Rows of tables are
linked (i.e. joined) to other rows of other tables via numeric database-level keys.

The Structured Query Language (SQL) serves as the fundamental de facto language for
programmatically accessing relational databases [76, 149]. SQL queries contain the set of
attributes to be queried (via SELECT), the table(s) from which such attributes are obtained
(via FROM), and any constraints to apply to the selected data (via wHERE and AND). Figure 4-16

provides an example SQL query that selects all books by author Stephen King.

SELECT B.TITLE, A.NAME, B.ISBN, B.PRICE, B.YEAR_OF_PUBLICATION
FROM BOOK B, AUTHOR A

WHERE A.NAME = "Stephen King"
AND B.AUTHOR_KEY = A.AUTHOR_KEY

Figure 4-16. Example SQL query that selects books by Stephen King
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The example Book and AUTHOR tables of Figure 4-16 have well-defined column names
and are joined via the AUTHOR_KEY columns present in each table. Turning to the Semantic
Web, such information may exist in RDF and semantic webgraph form (see Figure 4-1). As
introduced in §4.2.7, the Jena Framework provides an implementation of the Resource
Description Query Language (RDQL) used to query RDF information models. Figure 4-17
provides an example RDQL query that may be used to obtain similar information to the

SQL query of Figure 4-16.

SELECT ?title, ?name, ?isbn, ?price, ?yearofPublication
WHERE ( ?b, rdf:type, deg:Book ),

?b, dc:Title, ?title ),

?b, deg:author, ?name ),

?b, deg:isbn, ?isbn ),

?b, deg:price, ?price ),

?b, dc:Date, ?yearofPublication )

AND ?name = "Stephen King"

AAAAA

Figure 4-17. Example RDQL query that selects books by Stephen King

In our RDQL example, we specify the attributes to be queried (via SELECT), the RDF
statements to be evaluated (via WHERE), and further constraints on query variables (via AND).
Though the RDQL syntax is similar to that of SQL, we find RDQL statements to be more
flexible than SQL, since SQL is limited to querying the tables and relationships set forth by
the database schema. Incorporating new attributes (i.e. columns) into a relational database
typically requires backend maintenance and system downtime.

Adding new information to the Semantic Web is simpler and more flexible; further,
establishing equivalence relations between resources on the Semantic Web has no parallel in
SQL or relational databases. In Figure 4-18, we extend the query of Figure 4-17 to include all
properties equivalent to <deg:author> by querying the OWL equivalentProperty property.
Such an approach enables the RDQL query to remain unchanged as more definitions and

uses of the term author are added to the Semantic Web.

SELECT ?title, ?name, ?isbn, ?price, ?yearofPublication
WHERE ( ?b, rdf:type, deg:Book ),
?b, dc:Title, ?title ),
?b, ?authorProperty, 7name ),
( ?authorProperty, owl:equivalentProperty, deg:author ),
( ?b, deg:isbn, ?isbn ),
( ?b, deg:price, ?price ),
( ?b, dc:Date, ?yearofPublication )
AND ?name =~ /(Stephen|Steven) King/i

A

Figure 4-18. Example RDQL query that selects books by Stephen King using all properties equivalent
to <deg:author>, which by reflexivity includes <deg:author>; note the use of a Perl-like regular
expression to catch incorrect spellings of King’s first name

99



Also lacking from the relational database model is the ability to infer new
information based on existing data and sets of rules. Though both a relational database and
the Semantic Web are used to represent knowledge, the Semantic Web has the weblike
advantages that enable natural growth and expansion.

4.5.3 Additional Work on Semantics-Based Search

In addition to work by Sandberg and Ellis (see §4.5.1), semantics-based search via the
Semantic Web is being researched and developed by the Computer Science and Electrical
Engineering Department of the University of Maryland, Baltimore County via a project
called Swoogle [133]. Playing off the name Google, Swoogle provides a MySQL-based system
that catalogs ontologies and RDF documents from the Semantic Web. The Jena Framework
[03, 95] is used to support the reading and parsing of RDF and OWL documents; users may
search for ontologies via a keyword-based Google-like Web interface [133]. Swoogle covers
over 337,000 documents of which over 4100 are ontologies that “mostly define classes and
properties as opposed to mostly asserting facts about individuals” [133]. Swoogle is described

as follows:

Swoogle is intended as a resource to support services needed by software
agents and programs via web service interfaces and also for semantic web
researchers to use directly via the web interface. It is not designed to
support casual users seeking to answer queries on the web (e.g., “what is the

population of the capital of India?”) [133]

Aside from Swoogle, a joint effort by Stanford, IBM, and the W3C is underway that
integrates Semantic Web data in RDF form into the prevalent open-source Apache Web
server software [34, 81, 45]. The constructed Apache module is called TAPache and is a
system for publishing and consuming RDF data [135s]. TAPache is defined as “a simple
interface to answer simple queries” and also has limited support for establishing equivalence
relations [135]. Note that TAPache supports RDF, but does not list RDF Schema or OWL

constructs as supportable languages.
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CHAPTER 5: ARCHITECTING A SEARCH ENGINE FOR THE
SEMANTIC WEB

A personal experiment, an edifice where one has to dig the foundations and build
the walls oneself, stands a good chance of turning into a ramshackle shed, and yet
one might choose to live there rather than in a palace built by someone else.

- M.C. Escher

5.1 Architecting a Semantic Web Search Engine (SWSE)

Sophisticated as traditional search engines have become, they are still often unable to bridge
the gap between human understanding and HTML code. As discussed in §4.1.2, the burden
often falls into the hands of the human user who is forced to sift through keyword-based
search engine results, following one hyperlink after another to locate the desired
information. As noted earlier, surveys indicate that 250 of Web searchers are unable to find
useful results in the first set of URLs that are returned [118].

Further, as discussed in §3.4 in which we evaluated top keyword-based search engine
Google by attempting to solve crossword puzzles using the Google API, keyword-based
searching has numerous limitations. At its core, keyword-based searching lacks precision,
especially when utilized by a machine intelligence such as GCV. Keyword-based searching
also lacks wverifiability; though GCV is able to glean correct answers from Google results,
GCV has no understanding of what the correct (or incorrect) words mean, even in an
artificially intelligent sense. Thus, GCV has no means to verifying that a candidate word is
the correct answer based on meaning; GCV relies solely on word frequency and proximity
tricks to establish a numeric level of confidence.

Waithin this chapter, we propose a viable architecture for a Semantic Web Search Engine
(SWSE) that addresses the problems of precision and verifiability with exacting semantic
statements and self-describing reasoning ability. From a bird’s-eye view, the architecture of
SWSE resembles that of traditional keyword-based search engines. Queries are accepted
and results generated based on indexed data within a central database. Crawlers seek out
new or revised data and update the central database. In the subsections that follow, we
describe the underlying components of the SWSE architecture; in §s5.2, we discuss our

prototypical implementation.
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s...1 A Viable Semantic Web Search Engine Architecture

As shown in Figure 5-1, the Semantic Web Search Engine architecture is divided into two
distinct subsystems: (1) the left-hand side of Figure s-1 shows the components required to
accept and respond to queries; (2) the right-hand side depicts the components responsible for

crawling the Semantic Web (and the World Wide Web) in search of new information.

Semantic Web Search Engine (SWSE)

H
SWSE Query H Search for RDF
Parser ' (Google API)
H
H
H Google
- ;
H
RDF Analyzer ii RDF Vvalidator

Semantic web

¥

1 Answer Generator P Answer Generator

Figure 5-1. Architecture of the Semantic Web Search Engine (SWSE); components in the left half of
the diagram provide query functionality to human users and software agents, while components in
the right half crawl both the traditional Web and the Semantic Web for semantics-based documents

Queries are accepted in both plaintext and RDF format via the SWSE Query Parser
component, which translates the query requirements into corresponding Java objects.
Given our modular design, additional query formats could certainly be supported, including
Java RMI and serialized Java objects. Once the query is successfully translated, the RDF
Analyzer component matches the query requirements with RDF elements in the centralized
SWSE Database using a combination of keyword matching and inference analysis.

As results are identified via the RDF Analyzer component, the subsequent Answer
Generator component takes on the responsibility of ranking results. Further, this component
formulates and sends results back to the human user or software agent in plaintext,

serialized Java object, or RDF format. The format used is specified in the initial query.
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Shifting our focus to the right-hand side of Figure 5-1, the Search for RDF component
serves as our Semantic Web crawler, though appropriate RDF, OWL, and other such
documents are also available via the traditional Web by querying Google.® Once new and
updated semantics-based documents are located, the RDF Validator component confirms
that the documents are correctly formatted and do not contain conflicting statements.

Figure s5-1 also reveals a feedback mechanism in which a pair of Answer Generator
components feed new information back into the Semantic Web. From our limited work in
this area, we identify three viable approaches: (1) as queries are processed, such queries and
their highest-ranked results are identified on the Semantic Web to improve future search
queries; (2) highest-frequency queries and their highest-ranked results are added to the
Semantic Web to reinforce such queries; and (3) as new information is derived,
corresponding RDF statements are formulated and incorporated into the Semantic Web.
s..2 Building a Persistent SWSE Knowledge Base
Though most of our efforts focused on the query aspects of SWSE, building the SWSE
knowledge base is crucial to SWSE’s success in much the same way that Google’s coverage
of the Web has been a key to their success. The proposed SWSE architecture uses a
relational database to store successfully validated RDF statements. Though gs.1.1 calls for a
centralized database, as the size of the Semantic Web grows, cloning and distributing this
central data store will be necessary to ensure acceptable performance. No longer physically
a single database, such a strategy should still provide a single logical data store, the separate
physical installations essentially transparent to users.

We define database design requirements for SWSE to include: (1) flexible support for
extracting and traversing semantic webgraphs, including n-level inferences; (2) scalability to
billions of RDF nodes; (3) very quick response times on the order of milliseconds for
queries; (4) support for reification and the treatment of multiple RDF statements as a single
node; and (5) support for verification such that users can see the set of statements and
inferences that were used to derive the given results.

As discussed in gs5.1.4 below, queries are string-matched against RDF elements in the
centralized database, including <rdfs:label>, <rdfs:comment>, and identified <rdfs:Literal>

values. Corresponding columns should be specifically identified and indexed for efficient

' Semantic Web documents may be obtained via Google by using the filetype directive, instructing

Google to search for either RDF or OWL documents, as in filetype:rdf or filetype:owl [24].
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string matching at the database level. Similar to Google and other search engines, we
propose defining a very fast table that provides an index to all RDF elements.

In our SWSE prototypical implementation (see §5.2), we opted to maintain the
SWSE knowledge base in memory rather than use a database, primarily due to the lack of
additional results such an implementation would provide. As such, we have not defined a
full database schema, though multiple schemas are available [os].

5.1.3 Plaintext and RDF Search Queries

Though other forms may be desirable in the future, the basic search query form is plaintext,
allowing support for intuitive features much like that of Google and other search engines.
Text may be quoted to treat multiple words as a single unit, and stop words such as “is,”
“the,” and “of,” will, at least to some degree, be ignored. Starting with a simple plaintext
query form maximizes the flexibility of future search enhancements, since most other
formats (e.g. RDF) can be translated to our simple plaintext interface. Further, graphical
user interfaces may communicate with SWSE using this lowest common denominator.

As an example, consider the simple plaintext query string shown in Figure s-2.
Prefixing the desired query string, a mode directive allows users to identify how their queries
should be processed. In the strict mode shown here, SWSE ensures that resulting RDF

statements match the exact order and include all elements of the search string.”

mode:strict Daughter of President after Eisenhower

Figure 5-2. Example plaintext SWSE query string that includes use of the mode directive

Additional search forms may include RDF, Java RMI, and serialized Java objects,
enabling a wide array of software clients and applications. As noted in §5.2, our prototype
uses serialized Java objects to communicate between an SWSE client and the SWSE server.
5..4 Using Search Keywords to Identify URIs
Though current keyword-based searching has its limitations, string-matching still plays a
role in the SWSE architecture. Given a search query Q in plaintext form, Q is matched via
case-insensitive string-matching against the <rdfs:1abel> and <rdfs:comment> elements of all

available RDF documents, as well as all <rdfs:Literal> elements as identified by property

7 Refer to Appendix A for further specifications of the SWSE APIL.

104



definitions. More specifically, Q is separated into all combinations of phrases q,, q,, ... qm
and matched, retaining the order specified by Q. Stop words never stand alone as a phrase,
since such queries would yield numerous irrelevant results.

Figure 5-3 provides an example in which the query string “Wife of Thomas Jefferson”
is expanded into its individual search phrases. The repetitive nature of the multiple search
phrases increases the ranking of successfully matched URIs; for the given example, URIs
representing Thomas Jefferson will be ranked higher than URIs representing Dave Thomas
or Jefferson Airplane. This technique also ensures that SWSE is able to maximize the
precision of results obtained. The only drawback to this approach is the potential runtime
requirements; given an n-word query, we generate O(n*) subqueries since an n-word query

forms at most ¥2(n )(n + 1) subqueries in the worst case.

original Query:
wife of Thomas Jefferson

Individual Search Phrases:
wife of Thomas Jefferson
wife of Thomas
of Thomas Jefferson
wife of
of Thomas
Thomas Jefferson
wife
Thomas
Jefferson

Figure 5-3. Example in which query “Wife of Thomas Jefferson” is parsed and expanded into its
individual search phrases; stop words are retained except in cases where they would appear alone

Properties are distinguished from other URIs such that queryable RDF statements
may be formed. Using Jena’s RDQL component (see §4.2.7), RDQL queries similar to those

shown in Figure 5-4 are used to obtain matching URIs from SWSE’s knowledge base.

Query (i):
SELECT 7x
WHERE ( ?x, rdf:type, rdf:Property ),
( ?x, rdfs:label, ?m
AND ?m =~ /(ADaughter of\s+|ADaughter of$|\s+Daughter of\s+|\s+Daughter of$)/i

Query (ii):
SELECT ?x
WHERE ( ?x, rdf:type, rdf:Property ),
( ?x, rdfs:comment, ?n )
AND ?n =~ /(Aalter ego\s+|Aalter ego$|\s+alter ego\s+|\s+alter ego$)/i

Query (iii):
SELECT ?x, 7p
WHERE ( ?p, rdfs:range, rdfs:Literal ),
?x, ?p, 7k

p, ¢
AND ?k =~ /(ALincoln\s+|ALincoIn$|\s+Lincoln\s+|\s+Lincoln$) /i

Figure 5-4. Example RDQL queries used to identify matching RDF elements within the SWSE
knowledge base; the first query matches against the <rdfs:1abel> property, the second against the
<rdfs:comment> property, and the third against <rdfs:Literal> values
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Query (i) of Figure 5-4 selects all URIs that are properties (i.e. of type <rdf:Property>)
and have a human-interpretable label ?m that matches the example phrase “Daughter of.”
Similarly, query (ii) selects all URIs that are properties and have a human-interpretable
comment ?n that matches the example “alter ego” phrase. RDQL uses a Perl-like pattern-
matching syntax that supports standard regular expressions. We take full advantage of the
pattern-matching functionality by using it to avoid matching only parts of words. For
example, query (ii) matches “alter ego” either exactly or with whitespace on either side;
thus, we match “alter ego” and “has alter ego,” but do not match “Walter egotists.”®

Query (iii) of Figure s-4 selects both the subject and predicate URIs of RDF
statements in which the range of the object is an <rdfs:Literal> value. Similar to the first
two query examples, RDQL’s pattern-matching functionality is used to avoid matching
only partial words. Other such literal types (e.g. using xsd) may be incorporated into an
SWSE implementation.

Results of this string-matching search phase are URIs of both properties and non-
properties, weighted according to the frequency of matches and the number of matched
words. Further, weights should be increased by an order of magnitude for matched
properties, since in our experience, properties occur less frequently than non-properties and

are generally the crux of RDF statements.

® Note that this should be the default behavior; using the match directive, queries can specify that

such partial word matches are acceptable (see Appendix A).
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s.1.5 Formulating Partial and Full RDF Statements

Once potential properties and other RDF resources are identified via the string-matching
algorithm described in §5.1.4, the resulting property and non-property URIs are combined to
form partial and full RDF statements. Partial RDF statements are RDF statements missing
one or two elements—i.e. blanks to be filled in by SWSE. All statements are queried
against the SWSE knowledge base using RDQL or, as in our prototype, by accessing the in-
memory model directly via Jena using the Tiststatements() method.

This is the heart of the SWSE architecture in which the various combinations of
properties and resources are queried and results collected and ranked. As an example, if a
given plaintext query identifies potential properties p, and p,, and potential non-property
resources r,, r,, and r;, a query is generated for each combination of two or more elements, as

depicted in Figure 5-5.

set A:

<rl> <pl> <r2>
<rl> <pl> <r3>
<r2> <pl> <rl>
<r2> <pl> <r3>
<r3> <pl> <rl>
<r3> <pl> <r2>
<rl> <p2> <r2>
<rl> <p2> <r3>
<r2> <p2> <rl>
<r2> <p2> <r3>
<r3> <p2> <rl>
<r3> <p2> <r2>

Set B:
<rl> <pl>
<r2> <pl>
<r3> <pl>
<rl> <p2>
<r2> <p2>
<r3> <p2>

EAVELVELVIRV RS V]

Set C:

<pl> <rl>
<pl> <r2>
<pl> <r3>
<p2> <rl>
<p2> <r2>
<p2> <r3>

EASERVELVELV VRN

Figure 5-5. Example of how two properties p, and p, are combined with three non-properties n,, n,,
and n, to form RDF statements; set A consists of full RDF statements, whereas sets B and C consist
of partial RDF statements missing either the subject or object

Referring to Figure 5-5, RDF statements that are discovered using queries from set A
are weighted higher than those of sets B and C. Though additional combinations exist,
consisting of RDF statements missing properties or missing two RDF elements, using such
templates will likely return less desirable results—i.e. results with lower precision. This has

yet to be fully investigated; our prototypical implementation uses only sets A, B, and C.
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The above “fill-in-the-blank” RDF statement detection algorithm is repeated by
incorporating new elements discovered in sets B and C. For example, given the query
“Wife of President before Adams,” we match the iswifeof property from the genealogy
ontology (see §4.3.2); from the United States Presidents ontology (see §4.3.5), we match the
presidentBefore and presidentAfter properties, as well as the Johnadams and johnQuincyAdams
resources. Combining these RDF elements, the statements shown in Figure 5-6 are detected

during the first iteration.

Georgewashington presidentBefore JohnAdams .
JamesMonroe presidentBefore JohnQuincyAdams .
ThomasJjefferson presidentAfter JohnAdams .
Andrewjackson presidentAfter JohnQuincyAdams .
Abigailsmith iswifeof JohnAdams .
LouTisajohnson iswifeof JohnQuincyAdams .

Figure 5-6. Example SWSE results for query “Wife of President before Adams” shown in rank order
after the first iteration; newly discovered RDF resources are italicized

Incorporating the newly discovered RDF resources, the RDF statement detection
process repeats itself, yielding a new set of RDF statements, as shown in Figure 5-7.
Though this process may be repeated numerous times, we limit the number of repetitions
(i.e. the maximum breadth) to a small number such as two or three,” otherwise results will be

flooded with irrelevant inferences and precision will decrease.

Marthacurtis iswifeof Georgewashington .
ElizabethKortwright iswifeOof JamesMonroe .
MarthaSkelton iswifeof Thomaslefferson .
RachelRobards 1iswifeof AndrewJackson .
JamesMonroe presidentAfter JamesMadison .
ThomasJefferson presidentBefore JamesMadison .
etc.

Figure 5-7. Example SWSE results for query “Wife of President before Adams” shown in rank order
after the second iteration; new RDF resources are italicized

The maximum breadth value could be dynamically calculated for each given query
string based on the number of properties that match the string, as well as their position.
This approach is explored (and utilized) in §5..6 in which the underlying semantic

webgraphs are traversed to form the query results.

¥ This value is also configurable via the SWSE API; see Appendix A.
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5.1.6 Traversing Semantic Webgraphs

The RDF statements discovered as part of the querying process discussed in gs.1.5 form
semantic webgraphs that are subgraphs of the Semantic Web. Such webgraphs are
traversed to perform inferences or identify a string of related RDF statements. Given
longer and more complex plaintext queries, matching multiple RDF statements becomes
crucial to providing accurate and meaningful results. Such multi-statement results combine a
string of RDF statements in which the object of one statement is the subject of the next. To
perform such matching within the SWSE architecture, we first number each word of the

original plaintext query, as shown in Figure 5-8 for the example query of §s.1.5.

wife | of | President | before | Adams
1 [2 |3 | 4 | 5

Figure 5-8. Example plaintext query with individual words numbered

Next, we obtain the number of potential properties, n,, detected for the plaintext
query string, deduplicating based on location. For the given example, the word “Wife” in
location 1 matches the iswifeof property, whereas the word “President” in location 3
matches both the presidentafter and presidentBefore properties. Counting location 3 only
once, n, = 2, indicating that our results should combine at most two RDF statements. More
specifically, we traverse no more than two edges (i.e. properties) in our semantic webgraph
in forming results. Figure 5-9 shows a sampling of top results using this technique,

including both multi-statement and single statement examples.

Marthacurtis iswifeof Georgewashington PresidentBefore JohnAdams .
ElizabethKortwright iswifeOf JamesMonroe PresidentBefore JohnQuincyAdams .
Abigailsmith iswifeof JohnAdams PresidentBefore Thomas Jefferson .
LouisaJohnson 1iswifeof JohnQuincyAdams PresidentBefore AndrewJackson .

GeorgewWashington PresidentBefore JohnAdams PresidentAfter Georgewashington .
JohnAdams PresidentAfter Georgewashington PresidentBefore JohnAdams .

GeorgeWashington PresidentBefore JohnAdams .
JamesMonroe PresidentBefore JohnQuincyAdams .

Figure 5-9. Example results consisting of multiple RDF statements, shown in ranked order; the top
two results match all elements (and the order) of the query string; the middle pair of results show
examples of semantic webgraph traversals that result in cycles; the bottom set of results reveal that
single statements are still returned, though at a lower ranking
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In our prototypical implementation, we use the Java Graph Base package to construct
and traverse the resulting semantic webgraphs. Java Graph Base is a set of general-purpose
Java packages used to represent and traverse both directed and undirected graphs [s8].

Figure 5-10 shows a subgraph of the semantic webgraph formed in this example.

..
..

Figure s-10. Semantic webgraph representing a subgraph of the resources and properties considered
for query “Wife of President before Adams”

The SWSE architecture allows semantic webgraph traversals to visit nodes (i.e. RDF
non-property resources) more than once; however, edges (i.e. RDF properties) may be
traversed only once. As a result, traversing a cycle in a semantic webgraph is acceptable as
long as edges are not traversed more than once. Referring to sample results of Figure 5-9, we
find that George Washington was the President before John Adams who was the President
after George Washington. While this cycle is acceptable, allowing such a traversal to
continue produces repetitive and likely useless results. Thus, the SWSE architecture does

not allow such repetitions.
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s.1.7 Interfacing with Human Users
To interface with human users, we envision a Google-like Web page that allows users to
specify plaintext query strings. Maintaining a clean and simple interface for human users
has been one of the keys to Google’s success, which we therefore look to mimic for the
Semantic Web. As query results are accumulated, they should be formatted such that
human users can make sense of them. As such, results are presented using the <rdfs:1abel>
and <rdfs:comment> elements, the very same elements initially used in the string-matching
algorithm introduced in §5.1.4.

Additionally, as multiple definitions of terms are identified in the results, we envision
a Froogle-like interface (see Figure s-11 below) in which more specific options are presented
to the human user. As discussed in §4.1.2, rather than using a “hard-coded” Web page, such
refinement parameters are presented in a dynamically created Web page. If searching for a
book, refinement options may include price range, preference for a new or used copy,
condition of book if a used copy, book format (i.e. hardcover, softcover, audio), required
shipping time, and so on. All such information may be represented via self-describing RDF

statements using the ontology languages and constructs described in g§4.2.

A Advanced Froogle Search - Microsoft Internet Explorer g@@
e
¥

Fle Edt View Favortes Tools Help

Gﬁa(k - € Iﬂ B @n| PO seach Gpraoiss ) (- iz F - E ﬁ 3
Address [&] http: ffumn googls comffroogle_sdvanced_ssarch v B

Google - v | Bpsearchweh - b FageRank [ options

goldschmidt@gmail.com | My Shopping List | Sign out

Fro ‘_ jgle Advanced Froogle Search Froogle Help | About Google

BETA

G with all of the words 100 results ¥

roducts 7
' Sort by best match b Search Froogle

with the exact phrase
with at least one of the words

without the wards

Price Display products whose price is between 5 and §
Occurrences Retum products where my words occur

Category Return products fram the category any cat‘egary’ ~
Stores @ Group by store O Show all products

View @ List view O Grid view

SafeSearch Mo filtering @ Filter using SafeSearch

©2005 Google

Fa %J Local intranet

Figure s-11. A sample screenshot of Froogle showing Froogle’s advanced search criteria; in a Semantic
Web environment, the query refinement options would be dynamically determined using self-
describing RDF statements
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5.1.8 Detecting and Traversing Equivalence Relations

As discussed in §4.2.3 and §4.4, equivalence relations identify RDF resources typically from
different ontologies that are equivalent. Such a construct ties together isolated ontologies
that should ultimately form a largely connected Semantic Web. Automatically detecting
equivalence relations will become crucial to linking the various ontologies and information
into a meaningful traversable landscape.

In the proposed SWSE architecture, the RDF Analyzer component of the SWSE
architecture (see Figure s-1) automatically traverses equivalence relations as they are
encountered. Using the example introduced in §4.2.3, consider the query string “Clemens
alter ego.” As shown in Figure s-12, initial string-matching may yield such resources as
RogercClemens and samuelClemens, as well as the hasAlterego property. To infer the correct
answer, we traverse the webgraph of properties equivalent to hasAlterego and discover that
the alsoknownAs property leads from samuelClemens to our desired answer of MarkTwain.
Though keyword-based searching may result in numerous irrelevant Roger Clemens hits,

our semantics-based approach minimizes such extraneous query results.

HoustonAstros

Figure 5-12. For query “Clemens alter ego,” example semantic webgraphs in which string-matching
identifies potential RDF properties and resources; further, equivalence relations allow SWSE to infer
that since hasAlterEgo is equivalent to alsoknownAs, SamuelClemens is alsoknownAs MarkTwain

== (equivalence)

== (equivalence)

Further, crawlers within the SWSE architecture identify equivalence relations using
two distinct methods: (1) by detecting identical <rdfs:1abel> properties amongst different
resources; and (2) by detecting subgraphs within the Semantic Web landscape that are
similar. While matching <rdfs:label> properties is straightforward, detecting similar
semantic webgraphs is not as obvious and should prove to be an interesting topic for future

research.
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5.1.9 Collecting Data via Semantic Web Crawlers

Much like their World Wide Web counterparts, a crawler for the Semantic Web gathers
new and revised data, validates this data, and stores necessary components in the central
database. One technique for gathering RDF data is to query the existing Google API using
filetype:rdf, filetype:owl, and other such directives that search for specific Semantic Web
file types [24].

As new RDF data is discovered, traversing the URIs specified in the given RDF
documents should also lead crawlers to new data on the Semantic Web. All such data must
be validated using the RDF Validator component (see Figure 5-1) that uses the validation
mechanism provided by Jena. Whereas “ontology languages used with the Semantic Web
allow constraints to be expressed, the validation interface is used to detect when such
constraints are violated by some data set” [95]. A typical example involves the validation of
data type domains and ranges, ensuring that expected types are present. Once validated, the
corresponding RDF statements may be added to the persistent database and made available
for search.

s...1o Specifying an SWSE API
Similar to the Google API, the SWSE API provides direct programmatic access to the

services of the Semantic Web Search Engine. Using an API allows software systems to
interface with the SWSE via a clean and well-defined protocol. Refer to Appendix A for
the full specifications of the SWSE API, including a description of all query directives.
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5.2 Implementing an SWSE Prototype
Based on the SWSE architecture discussed throughout §s.1, a prototype system has been
successfully implemented and tested, using a simple client/server model in which
communication occurs via serialized Java objects. The SWSE client is a text-based
standalone Java application that accepts plaintext queries via command-line arguments.
Figure s-13 provides the modified architecture diagram representing the components
that were implemented for our prototype. The ontologies defined throughout §4.3 are parsed
and validated via the RDF Validator component, which produces a single RDF file as output
to form the SWSE Knowledge Base. Rather than using a relational database, the SWSE
prototype maintains all of its knowledge in this centralized RDF file. Upon startup, the

RDF Analyzer component reads this lone RDF file and awaits user queries.

SWSE Prototype Implementation

H
H
SWSE Query H X
parser H Semantic web
H

| i

RDF Analyzer H

SWSE
Knowledge
Base

RDF Vvalidator

(RDF)

H
H

H

H

1 Answer Generator H

H

H

H

Figure 5-13. Architecture diagram of the SWSE prototypical implementation; components in the left
half of the diagram provide query functionality, while components in the right parse and validate
selected semantics-based documents

Queries are accepted in plaintext format via the SWSE Query Parser component,
which translates the query into corresponding Java objects. The RDF Analyzer component
matches the query with RDF elements in the centralized SWSE Knowledge Base using the
string-matching and inference analysis algorithms described in §5.1.4, §5.1.5, and §5.1.6. As
results are identified via the RDF Analyzer, the subsequent Answer Generator component

formulates and sends results in plaintext format.
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5.3 Solving Crossword Puzzles via the SWSE API

A fundamental goal of the Semantic Web is to enable machines to communicate with one
another via machine-processable vocabularies. In an effort to compare keyword-based
searching and semantics-based searching, the Google CruciVerbalist (GCV) was extended
to solve crossword puzzles using either Google or the SWSE prototype to identify candidate
answers to clues.

As described throughout the subsections of §2.2.4, GCV utilizes numerous keyword-
based “tricks” to translate crossword puzzle clues into “Google-friendly” or “search-
friendly” query strings. For each query string, candidate answers are obtained from the list
of top query results. None of the actual HTML pages are fetched [so].

A set of sparse theme-based children’s crossword puzzles (including [71]) were used to
compare keyword-based searching via Google to semantics-based searching via the SWSE
prototype. Sparse puzzles were selected to minimize the impact the Grid-Solving process
would have on results; as discussed in §3.2.1, sparse puzzles force GCV to rely almost solely
on the candidate answers obtained in the Initial Google Querying phase.*

Further, we modified the GCV implementation by removing the use of the Google
API to obtain candidate answers for clues. The resulting system, GCVswsg, communicates
with the prototype SWSE server via serialized Java objects, using most of the original
“search-friendly” clue forms. In its current implementation, fill-in-the-blank clues are not
supported, because we aim to focus on the logical inferences and reasoning capabilities
enabled via the Semantic Web. Extending SWSE’s prototype implementation to include

full-word wildcards is certainly useful and would not be a difficult undertaking.

**  Rather than rename the Google CruciVerbalist and its related components to no longer make

mention of “Google,” we keep “Google” intact to ease consistency and understandability.
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CHAPTER 6: SWSE PROTOTYPE AND GCVswsg RESULTS

The fish moved steadily and they traveled slowly on the calm water....
What I will do if he decides to go down, I don’t know....

But I’ll do something. There are plenty of things I can do.

- Ernest Hemingway, The Old Man and the Sea

6.1 SWSE and GCVgysg Testing Methodologies
Over the course of implementing the Semantic Web Search Engine (SWSE) prototype, we

tested and evaluated results using plaintext queries via a straightforward command-line Java
client (see §6.1.1). As testing progressed, we modified the Google CruciVerbalist (GCV) to
use the SWSE prototypical implementation rather than Google (see §6.1.2). Refer to §6.2 for
results of testing the SWSE prototype and §6.3 for GCVswsg results.

6.1.1 Testing Methodologies Applied to the SWSE Prototype

To test our prototypical SWSE implementation, we began by parsing and processing the
ontologies of §4.3, learning to what extent the Jena Platform supported various RDF, RDF
Schema, and OWL constructs. Originally incorporating all SWSE components into a
single server, we discovered large memory and CPU requirements in our use of Jena. As a
result, our initial SWSE server would either crash with insufficient memory or run very
slowly. Thus, we moved to the SWSE prototype architecture shown in Figure 5-13 in §5.2 in
which the costly parsing and reasoning occur in a separate program execution (see §6.2.1 for
more details).

Once stable, we used both relationship-based queries and assorted clues from various
theme-based puzzles to evaluate the SWSE prototype. Owur goal was to have SWSE
respond to such queries with accurate and relevant results ranked by the number of RDF
resources matched and the degree to which the order of RDF statements matched the

plaintext query string (see §5.1.5).

116



6.1.2 Testing Methodologies Applied to GCVswse

As SWSE testing progressed, we returned to GCV and solving crossword puzzles.

Removing all interactions with Google, we integrated GCV with SWSE, forming a

semantics-based cruciverbalist called GCVgswsg. The resulting system communicates with

the prototype SWSE server via serialized Java objects, using most of the original “search-

friendly” clue forms discussed in §2.2.4.2. As an example of clue forms we opted to disable,

GCVswse does not support fill-in-the-blank clues, focusing our efforts solely on inferences

and the reasoning functionality enabled by the constructs of the Semantic Web.

To test GCVgsywsg, we selected a set of sparse theme-based children’s crossword
puzzles (including [71]). Sparse puzzles were selected to ensure GCVsysg relied solely on
the candidate answers obtained in the initial querying phase. Figure 6-1 shows one of the

sparse crosswords used to test GCVgysg with its solution shown in Figure 6-2 [71]; all such

theme-based crossword puzzles are presented in Appendix C.

ACROSS

1. proposed the League of
Nations, an erganization
for intemational
cooperation

4. the youngest elected
president and the first
Catholic to be elected

5. won a controversial election
in 2001

7. was president during the
Civil War and wrote the
Gettyshury Address

8. his domestic policies,
called the Square Deal,
broke up business
monopolies

9. a former actor who hecame
president

10. hecame president after
Nixon resigned from office

11. faced with impeachment
for criminal behavior,
resigned from office

DOWN

1. known as “Father of his
Country,” whose home
was Mount Vemon

2. the only president to win
four elections; guided the
United States through the
Great Depression and
World War ll

3. was responsible for the
Louisiana Purchase and
the Lewis & Clark
expedition

6. was impeached for
misconduct in 1999

8. ordered atomic hombs he
dropped on two Japanese
cities to help end World
War ll

Figure 6-1. Example sparse crossword puzzle with a U.S. Presidents theme [71]

w(T[L[s[O[N F 3]
A KIEININ]E|D[¥Y] E|
Glw[BlU[S|H R| F|
H C 0 F
LIT[N[clo[LIN] [T[R[O|O|SIEIV|E[L]T]
N I R| [S] R
RIEJA|G|AIN] [N] U [E] s
T| IT| M  |v| [F[o[R[D]
10| Q A LE] [N
[N N I[x[0N L]
[T

Figure 6-2. Solution to the sparse crossword shown in Figure 6-1 [71]
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6.2 SWSE Prototype Results

As stated in g6.L1, our first goal in testing our prototypical SWSE implementation was to
determine how well the Jena Platform supported various RDF, RDF Schema, and OWL
constructs. Based on our initial tests, we established the SWSE prototype architecture
shown in Figure 5-13 of g5.2 in which the memory and CPU-intensive tasks are performed in
a runtime environment separate from the query processing. Refer to §6.2.1 for results.

Once the SWSE implementation was stabilized, we applied relationship-based
queries and numerous clues from the theme-based puzzles used to test GCVgwsk (see §6.3).
Our aim was to answer such queries with ranked results that provided a high level of
precision. Refer to §6.2.2 for a summary of results.

6.2.1 Evaluating Runtime Statistics of the SWSE Prototype

Given the SWSE prototype architecture of Figure 5-13 (see §5.2), the first task is to generate
the centralized SWSE Knowledge Base by producing a single RDF file containing all
validated RDF statements. As noted above, this approach became necessary because Jena’s
computational requirements overwhelmed our 1.80GHz IBM T42 ThinkPad with 512MB of
memory running Windows XP.

As a standalone Java program, the RDF Validator successfully processes all rules and
inferences of the simpler ontologies™ introduced in §4.3; such ontologies consist of six OWL
schemas and five RDF documents using these schemas. Upon completion, the resulting
RDF document consists of over four-hundred nodes and six-thousand statements. Elapsed
processing times are summarized in Table 6-1, though the -xmx512m option is used when

invoking the Java Virtual Machine to ensure the process does not fail.

RDF Validator Task (using -xmx512m) Average Elapsed Time

Parse input files and perform reasoning via < 3 seconds
Jena API to form full in-memory model

Validate in-memory model via Jena API ~40 seconds

Output in-memory model to RDF file ~60 seconds
(swse—know'l edge-base. rdf)

Table 6-1. A summary of elapsed processing runtimes for the RDF Validator Java program; to avoid
memory problems, the -xmx512m option is applied to the java command

21

We use simpler ontologies here to refer to all ontologies except for the full WordNet ontology, for
which we used a scaled down version with selected vocabulary.
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Once generated, the SWSE Knowledge Base is a portable RDF document called
swse-knowledge-base.rdf that is input into the RDF Analyzer component. The RDF Analyzer
operates as a server process awaiting connections on port 1234, though this value is
configurable and may be specified via a command-line argument upon server startup.
Given the swse-knowledge-base.rdf document described above with over four-hundred nodes
and six-thousand statements, the server parses and validates the document in no more than
five seconds, at which time clients may connect and perform queries.

Queries typically take under two seconds, though the first query performed after
starting the server takes up to ten seconds, likely due to initial object constructions
occurring within the Jena implementation. Query times vary based on the number of words
in the plaintext query; recall that a given n-word query translates to O(n®) subqueries within
the RDF Analyzer process, though O(n”) is an upper bound (see §5.1.4).

The performance results described above indicate that building a search engine for the
Semantic Web using the SWSE prototype architecture works well, including query
response times within the patience levels of typical users. What our prototypical
implementation also reveals is that integrating a relational database to act as the central
SWSE knowledge base is required for a large-scale implementation of the Semantic Web
Search Engine. By doing so, SWSE will be able to pull in only those statements and rules
that it needs for a given query, substantially reducing the memory requirements and likely

increasing the speed with which results are generated and displayed to the user.
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6.2.2 Querying the SWSE Prototype

Once the performance of the SWSE prototype became stable (see §6.2.1), we applied both
relationship-based queries and assorted crossword puzzle clues via a simple command-line
client interface. The following subsections show a sampling of queries that focus on the
various ontologies that we implemented (see §4.3). Our primary goal was to respond to
queries with ranked results of high precision. Secondarily, we aimed to build a command-
line client interface that presented human-readable results to users, hiding the cryptic URIs.
6.2.2.1 Querying the Norse Mythology Ontology

Based on both the mythology and genealogy schemas, the Norse Mythology ontology
details the gods and goddesses of the old Norse myths. Figure 6-3 shows a sample query and
its ranked results, with respective weights shown. The results are correct and match the
order given in the plaintext query string; further, results are presented in the expected order

of relevance.

Query:
Daughter of Loki

Ranked Results:
Hel | Is Daughter of | Loki . (1734.0)
Hel | Is Daughter of | Angrboda . (1731.0)

Figure 6-3. Example plaintext query string and ranked results presented in human-readable form
using <rdfs:label>; each result has a weight specified in parentheses

Figure 6-4 shows a similar query, though the resulting weights of each statement are
expected to be the same for this example because additional words were added to the query

of Figure 6-3 to form the query shown in Figure 6-4.

Query:
Daughter of Loki and Angrboda

Ranked Results:
Hel | Is Daughter of | Loki . (1734.0)
Hel | Is Daughter Of | Angrboda . (1734.0)

Figure 6-4. Example plaintext query string and ranked results presented in human-readable form
using <rdfs:1abel>; each result has a weight specified in parentheses
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Figure 6-5 provides an example in which elements of the given query are matched in
an order different from the order specified. The erroneous RDF statement is weighted
lower than the other more relevant matches and listed at the bottom. Additionally, this
example reveals the behavior of SWSE when multiple <rdfs:1abel> elements are found for a

single URI; in such cases, each label is displayed, separated by the “(-)” string.”

Query:
Son of odin

Ranked Results:

Balder | Is Son of | odin (-) Allfather . (1734.0)
vali | Is Son of | odin (-) Allfather . (1734.0)
Heimdall | Is Son Of | odin (-) Allfather . (1734.0)
Thor | Is Son of | odin (-) Allfather . (1734.0)
Hodur | Is Son of | odin (-) Allfather . (1734.0)
Tyr | Is Son Oof | odin (-) Allfather . (1734.0)

odin (-) Allfather | Is son of | Buri. (578.0)

Figure 6-5. Example plaintext query string and ranked results presented in human-readable form
using <rdfs:1abel>; each result has the weight specified in parentheses

Query (i) of Figure 6-6 provides an example in which two correct answers from
different ontologies are identified. In the refined search shown in query (ii), the inclusion
of an important qualifying word (i.e. “Norse”) increases the corresponding weight,
providing a human user or a software agent with a relative measure of confidence and a
level of trustworthiness one might assume in using this information. Much like keyword-

based searching, semantics-based searching yields better results given more specific queries.

Query (i):
Sea God

Ranked Results for Query (i):
Aegir | Is God of | Sea . (18.0)
Roman God Neptune Is God Of | Sea. (18.0)

Query (ii):
Norse Sea God

Ranked Results for Query (ii):
Aegir | Is God of Sea . (30.0)
Roman God Neptune Is God Oof | Sea. (18.0)

Figure 6-6. Example plaintext query string and ranked results presented in human-readable form
using <rdfs:1abel>; each result has the weight specified in parentheses

22 ((l ln

We opted to use “(-)” instead of “|” or since we use “|” to delimit the subject, predicate, and
object elements of each RDF statement. Further, we decided to not use “or” to avoid confusion in
client programs such as GCVgwsg in which “or” may be interpreted as part of a potential

candidate answer to a clue.
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6.2.2.2 Querying the WordNet Ontology
The WordNet ontology (see §4.3.4) provides ontology builders a vast vocabulary of words
and phrases from the English language, enabling the creation of rich ontologies to be
incorporated into the Semantic Web. On its own, the WordNet ontology is useful for
identifying meanings of words, synonyms, antonyms, hyponyms, hypernyms, and so on.
Related to solving crossword puzzles, Figure 6-7 provides an example in which the
synonyms of the word “actor” are queried. Among the top results are the various WordNet
wordforms that together form a set of synonymous words. Toward the end of the results,

definitions are actually provided via the WordNet GlossaryEntry property.

Query:
Synonym of actor

Ranked Results:

histrion | Synonym of | thespian . (104.0)

histrion | Synonym Oof | role player . (104.0)

histrion | Synonym of | player . (104.0)

thespian | Synonym of | histrion . (104.0)

thespian | Synonym of | role player . (104.0)

thespian | Synonym of | player . (104.0)

role player | Synonym Of | histrion . (104.0)

role player | Synonym Of | thespian . (104.0)

role player | Synonym Oof | player . (104.0)

player | Synonym Of | histrion . (104.0)

player | Synonym of | thespian . (104.0)

player | Synonym of | role player . (104.0)

histrion | Synonym of | actress (-) actor . (84.0)
thespian | Synonym of | actress (-) actor . (84.0)

role player | Synonym Of | actress (-) actor . (84.0)
player | synonym Of | actress (-) actor . (84.0)

actress (-) actor | Synonym Of | thespian . (28.0)

actress (-) actor | Synonym Of | histrion . (28.0)

actress (-) actor | Synonym Of | role player . (28.0)
actress (-) actor | Synonym of | player . (28.0)

histrion | Glossary Entry | a theatrical performer . (9.0)
thespian | Glossary Entry | a theatrical performer . (9.0)
role player | Glossary Entry | a theatrical performer . (9.0)
player | Glossary Entry | a theatrical performer . (9.0)

actress (-) actor | Glossary Entry | a theatrical performer . (6.0)

Figure 6-7. Example plaintext WordNet query and ranked results presented in human-readable form
using <rdfs:1abel>; each result has the weight specified in parentheses

To locate the definition of a word, we can use WordNet by querying for the glossary
entry, as shown in Figure 6-8. The Glossaryentry property is a prime candidate for

establishing equivalence relations involving definitions and usage.

Query:
Glossary entry for actor

Ranked Results:

actress (-) actor | Glossary Entry | a theatrical performer . (2308.0)

Figure 6-8. Example plaintext WordNet query and ranked results presented in human-readable form
using <rdfs:1abel>; each result has the weight specified in parentheses



6.2.2.3 Querying the United States Presidents Ontology

The example queries shown in §6.2.2.1 and §6.2.2.2 require a minimal amount of inferences
and arguably the same queries may produce similar results using Google, though such
results will only be available in human-readable form. Turning to the United States
Presidents ontology, Figure 6-9 shows an example requiring multiple inferences within the

standalone RDF Analyzer server.

Query: . .
Daughter of President after Eisenhower

Ranked Results: .

caroline Kennedy | Is Daughter Oof | John F Kennedy (-) JFK (-) John Fitzgerald Kennedy |
Eresident A§ter | Dwight Eisenhower (-) Dwight D Eisenhower (-) Dwight David Eisenhower .
12006216.0

Dwight Eisenhower (-) Dwight D Eisenhower (-) Dwight David Eisenhower | President After
Harry S Truman (-) Harry Truman | President Before | Dwight Eisenhower (-) Dwight D
Eisenhower (-) Dwight David Eisenhower . (83232.0)

Dwight Eisenhower (-) Dwight D Eisenhower (-) Dwight David Eisenhower | President Before |
John F Kennedy (-) JFK (-) John Fitzgerald Kennedy | President After | Dwight Eisenhower (-)
Dwight D Eisenhower (-) Dwight David Eisenhower . (83232.0)

John F Kennedy (-) JFK (-) John Fitzgerald Kennedy | President After | Dwight Eisenhower (-
) bwight D Eisenhower (-) Dwight David Eisenhower | President Before | John F Kennedy (-)
JFK (-) John Fitzgerald Kennedy . (83232.0)

Harry S Truman (-) Harry Truman | President Before | Dwight Eisenhower (-) Dwight D
Eisenhower (-) Dwight David Eisenhower | President After Harry S Truman (-) Harry Truman .
(83232.0)

carolineKennedy | Is Daughter Of | John F Kennedy (-) JFK (-) John Fitzgerald Kennedy |
President Before | Lyndon B Johnson (-) Lyndon Johnson (-) Lyndon Baines Johnson . (25965.0)

etc.

Figure 6-9. Example plaintext WordNet query and ranked results presented in human-readable form
using <rdfs:label>; each result has the weight specified in parentheses; note that there are an
additional twenty results of lower weights that are not shown

Similar to the query “Wife of President before Adams” from §s.1.6, the above example
portrays the power behind applying such logic and inferences to the Semantic Web,
obtaining the correct answer as the top result weighted two orders of magnitude above the
second result. Conversely, querying Google for “Daughter of President after Eisenhower”
does not yield the correct answer of “Caroline” anywhere within the top fifty hits,
indicating that neither a human user nor a software agent using the Google API would
easily identify the correct answer. “Caroline” does appear once in Google’s top one-hundred
results (as result #78), referencing Senator Kit Bond’s Web page that summarizes the “First
Dogs” of the Presidents; Charlie was one such “First Dog” that belonged to Caroline.
Similarly, searching Google for “Wife of President before Adams” yields zero hits on either
“Martha Curtis” or “Elizabeth Kortwright” (or “Martha Washington” or “Elizabeth

Monroe”).
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Turning to a more recent President, Figure 6-10 shows an example that uses
vocabulary from WordNet, specifically the concepts of former and actor, which the United
States Presidents ontology combines with Ronaldreagan. Figure 6-11 shows a subgraph of the

corresponding semantic webgraph.

Query:
wife of former actor

Ranked Results: . .
Jane wyman | Is wife Of | Ronald Reagan (-) Ronald wilson Reagan | formerly (-) former
actress (-) actor . (31158.0)

Nancy Davis | Is Wife Oof | Ronald Reagan (-) Ronald wilson Reagan | formerly (-) former
actress (-) actor . (31158.0)

Jane wyman | Is wife Oof | Ronald Reagan (-) Ronald wilson Reagan . (1731.0)
Nancy Davis | Is Wife of | Ronald Reagan (-) Ronald wilson Reagan . (1731.0)

Ronald Reagan (-) Ronald wilson Reagan | formerly (-) former | actress (-) actor . (18.0)

Figure 6-10. Example plaintext WordNet query and ranked results presented in human-readable
form using <rdfs:1abel>; each result has the weight specified in parentheses

GeorgeBush

>
RonaldReagan -

GlossaryEntry

synonymof

GlossaryEntry

l a theatrical performer

Figure 6-11. Semantic webgraph corresponding to the example query of Figure 6-10
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6.3 GCVswsg Results

Unlike GCV, the search space of GCVgysg is well-defined and relatively small. Whereas
GCYV uses the vast Google index covering over eight billion Web pages [62], GCVgsysk faces
no more than 150,000 nodes” in the semantic webgraphs of the ontologies described in §4.3.
Regardless, GCVgswsg has substantially greater success than GCV given the sparse theme-
based children’s puzzles due to the dramatic increase in highest-confidence correct answers.
6.3.1 Comparing GCV and GCVswse Candidate List Sizes

Our results indicate that the keyword-based approach yields many irrelevant results,
whereas the semantics-based approach is much more exacting. Figure 6-12 compares the
average number of unique words in a clue’s candidate list for GCV and GCVgysg. The

precision of results using GCVgysg is two orders of magnitude better than that of GCV.
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Figure 6-12. Chart comparing the average number of unique words in clue candidate lists for sparse

theme-based puzzles attempted by GCV and GCVswsk

#  Most of these 150,000 nodes originate from WordNet (see §4.3.4), though not all such nodes are

used during testing, because of the performance issues outlined in §6.2.1.
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Whereas Figure 6-12 shows an average, Figure 6-13 compares the maximum number of
unique words in clue candidate lists for crosswords processed by GCV and GCVswse.

Again, we find the precision of results using GCVgswsg to be over two orders of magnitude

less than that of GCV.

GCcV
GCV-SWSE
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Maximum Number of Unique Words in Clue Candidate List

7
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Other Puzzes

Crossword Puzzle Categories

Figure 6-13. Chart comparing the maximum number of unique words in clue candidate lists for

sparse theme-based puzzles attempted by GCV and GCVswsk

As the Semantic Web grows and more machine-interpretable information becomes
available, the number of incorrect answers will increase in clue candidate lists using
GCVswsg, thus increasing the maximum number of unique words per candidate list.
Nonetheless, we expect this increase to be far less dramatic than that of keyword-based
searching via GCV, because of the precision gained via semantics-based searching. As
shown in §6.3.2, the number of highest-confidence candidate answers is substantially higher

for GCVSWSE.
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Figure 6-14 compares the minimum number of unique words in clue candidate lists for
crosswords processed by GCV and GCVswse. The difference between the two sets of
results is certainly less than that of Figures 6-12 and 6-13; however, the difference is still
dramatic. Not surprisingly, the minimum number of unique words in a candidate list using
GCVswsE is one, indicating that the correct answer was identified with no additional

“noise” within the results set.
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Figure 6-14. Chart comparing the maximum number of unique words in clue candidate lists for

sparse theme-based puzzles attempted by GCV and GCVswsk

Similar to the maximum, as the size of the Semantic Web increases, the minimum
number of unique words per candidate list will also likely increase. Such increases,
however, should not overwhelm the result sets with irrelevant incorrect answers, as is the

case in GCV and keyword-based searching.
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6.3.2 Comparing GCV and GCVswsg Candidate List Accuracy

As shown in §6.3.1, the average size of the candidate answer lists using the keyword-based
approach is two orders of magnitude greater than that of the semantics-based approach.
Given that there is only one correct answer per candidate list, it follows that the semantics-
based approach used by GCVgswsg is much more accurate and exacting. Figure 6-15

compares the number of correct answers obtained via Google or SWSE.
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Figure 6-15. Chart comparing the average number of correct answers obtained via the Google API

and SWSE API for sparse theme-based puzzles attempted by GCV and GCVswsg

Though the comparative results of Figure 6-15 do not show a large disparity between
GCV and GCVgysg, the latter does perform better, obtaining all correct answers using the
SWSE prototype. Maximizing the number of correct answers obtained in the initial
querying phase is key to solving a crossword puzzle in the grid-solving phase, as discussed
in §6.3.3. Further, such correct answers are not buried in large candidate answer lists, as is

the case with GCV and keyword-based searching.
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Figure 6-16 also compares the average number of correct answers obtained via Google
or SWSE, though results are presented as a percentage of the average number of total clues
per crossword puzzle. Again, we find that GCVgswsg is much more exacting in its querying

phase, obtaining 1009% of correct answers for all puzzles tested.
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Figure 6-16. Chart comparing percentages for the average number of correct answers obtained via the
Google API and SWSE API for sparse theme-based puzzles attempted by GCV and GCVswsg;

percentages are measured in terms of average number of total clues per puzzle
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Figure 6-17 compares the number of highest-confidence correct answers obtained via
GCV and GCVgswse. As expected, the disparity between using Google and using the
SWSE prototype is evident.
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Figure 6-17. Chart comparing the average number of highest-confidence correct answers obtained via

the Google API and SWSE API for sparse theme-based puzzles attempted by GCV and GCVswse

The results of Figure 6-17 show that GCVgwsg overcomes the inability keyword-based
GCV experiences when faced with candidate lists glutted with incorrect and irrelevant
answers. Even with sparse crossword puzzles in which the minimal interlocking words of
the grid do little to help the grid-solving process, GCVgsysg should now be able to produce

complete and highly accurate solutions (see §6.3.3 for grid-solving results).
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Figure 6-18 also compares the number of highest-confidence correct answers obtained
via GCV and GCVgysE, though results are presented as a percentage of the average number
of total clues per crossword puzzle. Like Figure 6-17, the difference between the GCV and
GCVgwse results is evident, indicating that semantics-based searching is more precise than
keyword-based searching. Table 6-2 compares overall percentages of GCV results (see
Table 3-5 in §3.3.1) with GCVswsE results, revealing a substantial 8206 increase in highest-

confidence correct answers using semantics-based search techniques.
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Figure 6-18. Chart comparing percentages for the average number of highest-confidence correct
answers obtained via the Google API and SWSE API for sparse theme-based puzzles attempted by
GCV and GCVgysg; percentages are measured in terms of average number of total clues per puzzle

Al GCV ANl GCVswsg GCV-GCVswse

Results Results Percent Increase
Correct Answers 75% 100% 33%
Highest-Confidence Correct Answers 389% 69% 829%

Table 6-2. A summary of overall comparative averages as a percentage of total clues
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6.3.3 Comparing GCV and GCVswsg Grid-Solving Efforts

Given a set of candidate answers for each clue, GCV and GCVswsg both attempt to
populate the crossword grid with as many correct answers as possible. Each candidate
answer is assigned a confidence value based on word frequency; such confidence values
drive the depth-first search algorithm used to populate the grid (see §2.2.4.3 and §2.2.4.4).
Given the increased accuracy of answers obtained via the initial querying phase,
GCVswse produces solutions to all of our sparse theme-based puzzles, including those
shown in Figures 6-1 and 6-19 (with solutions shown in Figures 6-2 and 6-20), which use the

corresponding United States Presidents and Geography ontologies (see §4.3.5 and §4.3.6).

ACROSS DOWN 1
4. largest body of water within 1. the ocean on the West Coast —

the U.S. borders (2 words) 2. the largest state
6. the number of states in the 3. the longest river

u.s. 5. the largest city (2 words) —
7. least populated state 9. the ocean on the East Coast - - L
8. most populated state = =

10. smallest state (2 woris)

Figure 6-19. A sparse crossword puzzle with a United States geography theme [71]
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Figure 6-20. Solution to the sparse theme-based puzzle shown in Figure 6-19 [71]



Figure 6-21 compares the number of partial or complete solutions produced by GCV
and GCVswsg, revealing that GCVgysg is able to produce solutions to over twice as many
puzzles as GCV. Since not all solutions produced are 100% correct, we compare the

accuracy of such solutions in Figure 6-22 below.
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Figure 6-21. Chart comparing the number of sparse theme-based puzzles in which GCV and
GCVswsk produce solutions
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Figure 6-22 compares the number of crossword puzzles successfully solved by GCV
and GCVgwse. As expected, GCVswsg produces many correct solutions in comparison to
keyword-based GCV, which was able to solve only a single theme-based puzzle based on

knowledge of the solar system.
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Figure 6-22. Chart comparing the number of sparse theme-based puzzles in which GCV and
GCVswsk produce 1009% correct solutions
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Figure 6-23 compares averages for the maximum number of correct words placed in
the crossword grid, revealing that GCVgwsg has a distinct advantage over GCV. Further,
results shown in Figure 6-23 indicate that the fewer incorrect candidate answers obtained via
the initial querying phase, the higher the success rates of the grid-solving process. In other
words, by increasing precision and decreasing recall (i.e. the number of potential candidate
words obtained), GCVgwsg is able to produce more solutions with substantially higher

levels of accuracy.
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Figure 6-23. Chart comparing the average number of maximum words correctly placed by both GCV
and GCVSWSE
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Figure 6-24 compares the maximum number of correct words placed in the crossword
grid for each puzzle attempted by GCVswse. Similar to Figure 6-23, GCVgswsg has a clear
advantage over GCV.
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Figure 6-24. Chart comparing the maximum words correctly placed by both GCV and GCVsysg for
individual crossword puzzles

Figures 6-21, 6-22, 6-23, and 6-24 illustrate the results possible via the linguistic and
reasoning capabilities of the Semantic Web. As ontologies are developed, shared, and linked
together via appropriate equivalence relations, a full-scale Semantic Web Search Engine
implementation will be able to provide highly accurate search results, and more specifically,
answers to questions posed by human users and software agents. Further, such results will
not be flooded with irrelevant and inaccurate “junk,” a prevalent problem in keyword-based

searching.
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6.3.4 Extrapolating to a Large-Scale Semantic Web

Results from previous subsections are promising, though the number of ontologies used in
the SWSE prototype is small in comparison to the full Semantic Web, as well as the
Semantic Web of the future. As discussed in §6.1.2, we selected a set of sparse crossword
puzzles to evaluate GCVgwsg that focused our efforts on the initial querying phase. Our
selection process was also driven by the lack of a large-scale Semantic Web that matches the
size and breadth of the World Wide Web. As such, we chose theme-based puzzles in which
corresponding ontologies could be constructed, since ontologies are, by definition, also
theme-based.

Our results show the magnitude of improvements possible in using the Semantic
Web as a large-scale knowledge base. Given a large-scale Semantic Web in which the
breadth of knowledge covers much the same breadth of what Google currently makes
available, we see larger non-theme-based crossword puzzles being solvable using GCVgwsk
and a full implementation of SWSE. As discussed in §6.2.1, use of an efficient centralized
database is crucial, as our SWSE prototypical implementation experienced memory and
CPU problems.

Keys to the success of a large-scale Semantic Web include the automatic (and
manual) generation of a broad spectrum of machine-interpretable ontologies, the automatic
(and manual) detection of equivalence relations to tie ontologies together, and a viable
Semantic Web Search Engine that allows both human users and software agents to traverse

the expanses of the future Semantic Web.
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CHAPTER 7: CONCLUSIONS AND FUTURE WORK

We are forming cells within a global brain....
— Tim Berners-Lee [49]

7.1 Contributions and Future Work
The introduction of Web browser applications and online keyword-based search engines in
the mid-1990s played an instrumental role in the success and widespread adoption of the
World Wide Web. We expect semantics-based search engines to also play a key role in the
expansion of the Semantic Web, perhaps even more so than in the initial evolution of the
Web, since a Semantic Web “browser” serves much less of a purpose than its World Wide
Web counterpart. Unlike today’s Web that is filled with human-readable Web pages
rendered only for human consumption, the Semantic Web consists of machine-processable
information with a relatively small amount of human-readable data. The presentation
aspects that have become much of the focus of the World Wide Web are absent from the
Semantic Web, and rightfully so, enabling intelligent software systems such as GCVgwysg to
obtain accurate answers to queries via logical inferences and reasoning. As shown in our
results, use of the Semantic Web provides both succinct and precise answers to queries
rather than a long list of irrelevant keyword-based matches.
7..1 Keyword-Based Search
We have shown in g2.1.1 and §3.4 that keyword-based searching is limited, especially when
utilized by a machine intelligence such as the Google CruciVerbalist (GCV). Nonetheless,
GCV provides a number of keyword-based tricks to translate oft-cryptic clues of a
crossword puzzle into “Google-friendly” forms, increasing the precision of the resulting
keyword-based matching via Google. Such transformation algorithms should serve as
useful in intelligent applications involving plaintext query refinement [u6], searching [45],
and natural language processing [65]. Also applicable to keyword-based searching, our
efforts have yielded a mechanism for bringing partial word matching to Google (see §2.2.5).
The algorithms applied to the grid-solving phase of GCV, including the extricating
backjumping described in §2.2.4.5, are directly applicable to numerous intelligent applications
that involve the population of a grid or other such space from ranked candidate lists [s6, 74].
Our efforts also apply to such fields as constraint satisfaction [7, 139, 144] and artificial

intelligence [1s, 30, 66, 77, 83, 104].
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7.1.2 Semantics-Based Search

The primary focus of our research has been on architecting a Semantic Web Search Engine
(SWSE) that uses semantics-based search algorithms to generate precise answers to
plaintext search strings; such answers are derived and inferred from ontologies of the
Semantic Web. Based on this architecture, our successful prototypical implementation
shows that applying the logic-based reasoning of the Semantic Web results in highly
accurate and precise answers to queries. As such, our SWSE architecture serves as a
blueprint for the large-scale implementation of a semantics-based search engine that enables
the Semantic Web to emerge on a global scale comparable to that of the World Wide Web.
In the meanwhile, our architecture is also applicable to smaller-scale implementations in
public or private organizations, providing a semantics-based environment that parallels
today’s corporate or private intranets [27, 148].

With much effort focused on building the machine-interpretable constructs of the
Semantic Web, we must not forget about the human user for whom this work is ultimately
destined to benefit. Our research provides a means for bringing the Semantic Web to
human users via plaintext queries, an interface that is both straightforward to use and
familiar to current Web searchers. In terms of graphical user interfaces (GUIs), numerous
research efforts are underway to develop GUI applications that enable human users to both
create and traverse ontologies suitable for use on the Semantic Web. Discussed in §5.1.7, we
propose a simple Google-like query interface that provides refinement options to human
users via a Froogle-like interface (see Figure 5-11).

Through our design and implementation efforts, we have constructed numerous
ontologies (see §4.3) for use on the Semantic Web, including a new translation of the
voluminous WordNet repository of English language words, definitions, and usage [1s50].
Key to the success of the Semantic Web is the translation of large (likely machine-
generated) Web sites and proprietary databases of information to the semantically rich
formats of the Semantic Web [o, 26, 41, 94, 110, 120]. Our work with WordNet provides a fresh
translation.

Given the inevitable increase of overlapping ontologies, work is underway to develop
standard mechanisms for identifying equivalence relations and resolving conflicts [26, 41, 97].
We propose multiple strategies for automatically identifying equivalence relations (see §4.4
and §s5.1.8), ranging from simple string-matching to semantic webgraph analysis. Such

equivalence relations may be used to link together words and concepts from multiple
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languages (e.g. English, Spanish, German, etc.). We briefly propose a confidence-based
approach to resolving conflicting statements found on the Semantic Web (see §4.5.1.1).
Additional future work on the Semantic Web includes the deployment of semantics-
based Web services, enabling autonomous software agents to traverse the Semantic Web
and use such services to perform various tasks on behalf of their human users [z, 75, 137, 146].
Such tasks include scheduling appointments, identifying trends across heterogeneous
information sources, diagnosing problems (e.g. in the field of medicine [s7, 129, 140]),
performing root cause analyses, and semantics-based searching [14, 39, 44, 45, 73, 133, 135, 147].
Our research efforts with SWSE and the Semantic Web have additional applications in
such fields as natural language processing [z1, 65], knowledge management [40, 42, 61], and
artificial intelligence [1s, 30, 66, 77, 83, 104, 152].
7.2 Conclusions
Though keyword-based searches via Google continue to occur by the thousands every
second [48], such technologies for searching the World Wide Web are reaching a plateau.
New developments and advancements in keyword-based search technologies will continue
to improve searching services on the Web; however, the growth rate of these improvements
will likely be slight. Problems of imprecise and irrelevant results will continue to hinder
Web searchers, especially with the continued expansion of the Web. A new, semantically
based approach is necessary not only to reduce this information overload problem, but also
to enable more effective and productive services over the Web. Our research has covered a
lot of this ground, identifying the limitations of keyword-based searching and ways in
which semantics-based searching via the Semantic Web overcome such limitations. By
providing a viable architecture and prototypical implementation for a Semantic Web Search

Engine, our research has opened the floodgates of the emerging Semantic Web.
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APPENDIX A: SWSE API SPECIFICATIONS

Nobody can draw a line that is not a border line.
Ewvery line splits a unity into a multiplicity.

- M.C. Escher

A.1 The Benefits of APIs

For a given service such as searching the Semantic Web via SWSE, use of an Application
Programming Interface (API) is beneficial to both the developers of the service and external
software system developers wishing to interface with the service. APIs define clear
boundaries between heterogeneous software systems, drawing a line that separates one
system from another. Such separation eases software development maintenance costs.
From the outside, an API provides a well-defined programmatic interface to utilizing the
services made available. Since good API design requires that an API does not change, but is
only extended as necessary, external software system developers have a reliable and
unchanging set of functions or methods with well-defined behavior. From the service
provider’s perspective, server changes may be applied without negatively impacting external
users as long as the API remains unaltered. Further, new functionality is easily made

available by extending the API.
A.2 SWSE API Specifications

As discussed in g5.1.10, the SWSE API enables separate software systems to interface with
the SWSE server via a well-defined protocol. At its core, all queries are in plaintext format,
as specified in §A.2.1; a set of Java methods are defined in gA.2.2.

A.2.1 Plaintext Query Directives

At the heart of the SWSE query is the plaintext search string. Each word is treated as
atomic, as are multiple words enclosed in quotation marks. Further, stop words are used
only in conjunction to acceptable adjacent words; stop words are not queried on their own
(see §5.1.3). Similar to Google’s query interface [24, 62], we define numerous plaintext
directives that change or enhance the behavior of SWSE for the given search. Such
directives are specified anywhere within the query string, with options delimited from the

directive via the colon “:” character. Figure A-1 provides an example.

mode:strict match:rdfs:Tlabel wife of President before Adams -Quincy

Figure A-1. Example plaintext SWSE query string that includes use of the mode and match directives,
as well as negation (see Table A-1) to focus results
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Tables A-1(a) and A-1(b) list many of the SWSE directives, though we expect such

functionality to expand in the future.

Directive

Description

Examples

mode: <mode>

The mode of a search specifies which
mode the query should be executed in,
including strict, normal, and al11 as
options for the <mode> parameter. While
default behavior is normal, querying
SWSE in strict mode ensures that
resulting RDF statements match the
exact order and include all elements of
the search string. The a1l mode is the
opposite of strict mode—i.e. querying
SWSE in the a11 mode will obtain RDF
statements in which at least one RDF
element matches (default behavior is to
match at least two RDF elements; see

§5.1.4 and §5.1.5).

mode:strict
mode:normal
mode:all

-<word>
-"<phrase>"

Prefixing a word or phrase with a minus

«_»

sign eliminates the <word> or <phrase>

from the SWSE query process, which is
functionality called negation [24].

-George
-"walter egotists"

Use of full-word wildcards enables fill-in-

the-blank style queries; SWSE attempts

to replace the full-word wildcard with an
appropriate RDF element (see §5.3).

Frank works for
* attends Rensselaer

uri:<uri>

To focus an SWSE search within a given
URI, the uri directive allows a <uri> of
any length to be specified, allowing
specific ontologies to be targeted; the
http prefix is ignored, if present.

uri:www.w3.org
uri:www.cs.rpi.edu/~goldsd

Tanguage: <7anguage>

Similar to Google’s filetype directive,
the language directive notifies SWSE of
the types of underlying language
constructs to use. Possible values of
<language> include ow1, rdf, rdfs, and dam1,
with others to be supported as such
languages are incorporated into SWSE.

Tanguage:owl
Tlanguage:rdf language:rdfs

match: <element>

By default, SWSE matches query strings
against <rdfs:Tabel> and <rdfs:comment>,
as well as all <rdfs:Literal> elements that
are defined in property definitions (see
§5.1.4). To change which elements are
matched, the match directive enables
users to specify an <e7ement> prefixed
with rdf, rdfs, or owl.

match:rdfs:label
match:rdfs:comment
match:rdf:type

Table A-1. (a) A summary of plaintext query directives supported by the SWSE architecture
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Directive Description Examples

match:partial
match:full

match: matchType> By default, SWSE matches query strings

exactly, meaning that words and phrases
must be properly delimited by
whitespace; to allow partial word
matching, the match directive is used (see
§5.1.4). To change the type of matching
performed, the match directive supports a
<matchType> parameter of either partial or
fu1l, the latter being the default
behavior.

maxBreadth:1
maxBreadth:4

maxBreadth: <#>

As described in §5.1.5, as new RDF
elements are identified during the initial
string-matching process, the maximum
breadth refers to the number of times
such matching occurs. Though the
default is 2, use of the maxBreadth
directive allows users to specify this
value explicitly.

maxInferences: <#> As described in §5.1.6, SWSE perforrns maxInferences:2
inferences based on the number of maxInferences:3
detected RDF (or OWL) properties
discovered. Users may explicitly specify
this integer value using the maxinferences
directive; this value also specifies the
maximum number of RDF statements to
combine into an RDF multi-statement

(see §5.1.6).

equ1va'|ence:<act70n> The SWSE architecture calls for the equ1va1ence:traverse

. . equivalence:ignore
automatic traversal of equlvalence

relations (see §5.1.8). Users may override
this default behavior by using the
equivalence directive, specifying either
traverse or ignore as the <action>
parameter.

maxResults:8
maxResults:100

maxResults: <#> As the Semantic Web grows, users may

decide to limit the number of search
results obtained via the maxresults
directive.

Table A-1. (b) A summary of plaintext query directives supported by the SWSE architecture
(continued)
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A.2.2 Java API Specifications

Similar to the Java implementation of the Google API, the SWSE architecture requires an
SWSE API using Java. Much like its Google API forerunner, the SWSE API consists of a
minimal number of methods, each of which is described in Table A-2. The fundamental

class is the SWSEAPI class, with corresponding swsesearchquery and swsesearchresults classes

used to represent queries and results.

Method Signature

Description

SWSESearchResults search( SWSESearchQuery )

Perform an SWSE search using the given
SWSESearchQuery object, which includes the
plaintext query search string with the plaintext
directives described in gA.2.1 removed; such
directives are translated into their respective
SWsEsearchquery private data elements.

The search() method returns a new instance of
the swsesearchresults class, which summarizes
all results. As the Semantic Web grows, the
number of results returned may need to be
limited to ten (like the Google API) or one-
hundred or some other acceptable (and
configurable) number.

SWSESearchResults search( SwWSESearchResults )

For queries in which many results are obtained,
this search() method expands upon the given
results by querying the next ten or one-hundred
(or other such number of) results. Currently,
this method is not necessary, since the search()
method described above includes all results.

Table A-2. A summary of Java methods available via the swseap1 class



APPENDIX B: ONTOLOGIES

According to my point of view, logic and aesthetics cannot be in conflict with
one another. Perhaps there is something lacking in my logical reasoning.

- M.C. Escher

B.1 The Benefits of Ontologies

Using the languages of §4.2, domains of knowledge called ontologies are defined (see §4.3); an
ontology “formally defines a common set of terms that are used to describe and represent a
domain,” thus making the terms and knowledge therein reusable [49]. Inference rules
within ontologies allow new information to be inferred from existing information, enabling
machines to simulate reasoning and a simplistic form of thinking. The remaining
subsections provide excerpts of the OWL and RDF markup used to define the various
ontologies defined in §4.3.

B.r.1 The Genealogy Ontology

We use OWL to define a straightforward and powerful genealogy ontology with reusable
vocabulary elements used throughout many of the other ontologies that we constructed.
Figures B-1(a) through B-1(d) show the ontology in full, though there is need for additional

constructs. Figure B-2 shows the corresponding rules applied by the Jena APIs.

<?xml1 version="1.0"7>

<!DOCTYPE rdf:RDF [

<!ENTITY rdf 'http://www.w3.0rg/1999/02/22-rdf-syntax-ns#'>
<!ENTITY rdfs 'http://www.w3.0rg/2000/01/rdf-schema#'>
<!ENTITY dc "http://purl.org/dc/elements/1.1/"'>

<!ENTITY owl 'http://www.w3.0rg/2002/07/owl#"' >

<!ENTITY xsd 'http://www.w3.0org/2001/XMLSchema#'>

]<!ENTITY deg 'http://www.cs.rpi.edu/~goldsd/schema/'>

>

<rdf:RDF
xmlns:rdf="&rdf;"
xmlns:rdfs="&rdfs;"
xmlns:dc="&dc;"
xmlns:owl="&owl ;"
xmlns:xsd="&xsd;"
xmlns:deg="&deg;">

<owl:0ntology rdf:about="">
<rdfs:label>Simple Genealogy Ontology</rdfs:label>
<rdfs:comment>A simple genealogy ontology.</rdfs:comment>
</owl:0ntology>

<owl:Class rdf:about="&deg;Person">
<rdfs:label>Person</rdfs:label>
<rdfs:comment>The Person class, an instance of which represents a person, living or dead,
fictional or real, etc.</rdfs:comment>

</owl:Class>

<owl:Class rdf:about="&deg;MalePerson">
<rdfs:label>Male Person</rdfs:label>
<rdfs:comment>The MalePerson subclass, an instance of which represents a male person.
</rdfs:comment>
<rdfs:subClassof rdf:resource="&deg;Person"/>
</owl:Class>

Figure B-1. (2) Genealogy Ontology
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<owl:Class rdf:about="&deg;FemalePerson">
<rdfs:label>Female Person</rdfs:label>
<rdfs:comment>The FemalePerson subclass, an instance of which represents a female person.
</rdfs:comment>
<rdfs:subClassof rdf:resource="&deg;Person"/>
</owl:Class>

<owl:0bjectProperty rdf:about="&deg;isRelatedTo">
<rdfs:label>Is Related To</rdfs:label>
<rdfs:comment>The isRelatedTo property identifies a relationship in which a person is
related to another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;Person"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isParentof">
<rdfs:subPropertyof rdf:resource="&deg;isRelatedTo"/>
<owl:inverseOf rdf:resource="&deg;ischildof" />
<rdfs:label>Is Parent 0f</rdfs:label>
<rdfs:comment>The isParentOf property identifies a relationship in which a person 1is a
parent of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;Person"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isFatherof">
<rdfs:subPropertyof rdf:resource="&deg;isParentof"/>
<rdfs:label>Is Father of</rdfs:label>
<rdfs:comment>The isFatherof property identifies a relationship in which a male person is
the father of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;MalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;1isMotherof">
<rdfs:subPropertyof rdf:resource="&deg;1isParentof"/>
<rdfs:label>Is Mother of</rdfs:label>
<rdfs:comment>The isMotherof property identifies a relationship in which a female person
is the mother of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;FemalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;ischildof">
<rdfs:subPropertyof rdf:resource="&deg;isRelatedTo"/>
<ow] :inverseof rdf:resource="&deg;isParentof" />
<rdfs:label>Is child of</rdfs:label>
<rdfs:comment>The isChildof property identifies a relationship in which a person is a
child of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;Person"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;1isSonof">
<rdfs:subPropertyof rdf:resource="&deg;ischildof"/>
<rdfs:label>Is Son 0f</rdfs:label>
<rdfs:comment>The isSonOof property identifies a relationship in which a male person is the
son of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;MalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0ObjectProperty rdf:about="&deg;isbDaughterof">
<rdfs:subPropertyof rdf:resource:"&de?;1sCh11d0f"/>
<rdfs:label>Is Daughter of</rdfs:label>
<rdfs:comment>The isDaughterof property identifies a relationship in which a female person
is the daughter of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;FemalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isSiblingof">
<rdfs:subPropertyof rdf:resource="&deg;isRelatedTo"/>
<rdfs:label>Is sibling Of</rdfs:label>
<rdfs:comment>The isSiblingof property identifies a relationship in which a person is a
sibling of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;Person"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

Figure B-1. (b) Genealogy Ontology (continued)
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<owl:0bjectProperty rdf:about="&deg;isBrotherof">
<rdfs:subPropertyof rdf:resource="&deg;isSiblingof"/>
<rdfs:label>Is Brother 0f</rdfs:label>
<rdfs:comment>The isBrotherof property identifies a relationship in which a male person is
the brother of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;MalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isSisterof">
<rdfs:subPropertyof rdf:resource="&deg;isSiblingof"/>
<rdfs:label>Is Sister 0f</rdfs:label>
<rdfs:comment>The isSisterof property identifies a relationship in which a female person
is the sister of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;FemalePerson" />
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isSpouseof">
<rdfs:subPropertyof rdf:resource="&deg;isRelatedTo"/>
<rdfs:label>Is Spouse 0f</rdfs:1abel>
<rdfs:comment>The isSpouseOf property identifies a relationship in which a person 1is a
spouse of (i.e. married to) another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;Person"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isHusbandof">
<rdfs:subPropertyof rdf:resource="&deg;1isSpouseof" />
<rdfs:label>Is Husband o0f</rdfs:label>
<rdfs:comment>The isHusbandof property identifies a relationship in which a male person is
the husband of a female person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;MalePerson"/>
<rdfs:range rdf:resource="&deg;FemalePerson"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;iswifeof">
<rdfs:subPropertyof rdf:resource="&deg;isSpouseof"/>
<rdfs:label>Is wife 0f</rdfs:label>
<rdfs:comment>The iswifeof property identifies a relationship in which a female person is
the wife of a male person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;FemalePerson"/>
<rdfs:range rdf:resource="&deg;MalePerson"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isAuntof">
<rdfs:subPropertyof rdf:resource="&deg;isRelatedTo"/>
<rdfs:label>Is Aunt 0f</rdfs:label>
<rdfs:comment>The isAuntOof property identifies a relationship in which a female person is
the aunt of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;FemalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isuncleof">
<rdfs:subPropertyof rdf:resource="&deg;isRelatedTo"/>
<rdfs:label>Is uUncle 0f</rdfs:label>
<rdfs:comment>The isuUncleof property identifies a relationship in which a male person is
the uncle of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;MalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<ow]l:0bjectProperty rdf:about="&deg;isGrandparentof">
<rdfs:subPropertyof rdf:resource="&deg;isRelatedTo"/>
<owl:inverseOf rdf:resource="&deg;isGrandchildof" />
<rdfs:label>Is Grandparent 0f</rdfs:label>
<rdfs:comment>The isGrandparentof property identifies a relationship in which a person is
a grandparent of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;Person"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isGrandfatherof">
<rdfs:subPropertyof rdf:resource="&deg;isGrandparentof" />
<rdfs:label>Is Grandfather of</rdfs:label>
<rdfs:comment>The isGrandfatherof ﬁroperty identifies a relationship in which a male
person is the grandfather of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;MalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

Figure B-1. (c) Genealogy Ontology (continued)
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<ow]l:0bjectProperty rdf:about="&deg;isGrandmotherof">
<rdfs:subPropertyof rdf:resource="&deg;1isGrandparentof"/>
<rdfs:label>Is Grandmother of</rdfs:label>
<rdfs:comment>The isGrandmotherof property identifies a relationship in which a female
person is the grandmother of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;FemalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;1isGrandchildof">
<rdfs:subPropertyof rdf:resource="&deg;isRelatedTo"/>
<owl:inverseOf rdf:resource="&deg;isGrandparentof" />
<rdfs:label>Is Grandchild of</rdfs:label>
<rdfs:comment>The isGrandchildof property identifies a relationship in which a person is a
grandchild of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;Person"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isGrandsonof">
<rdfs:subPropertyof rdf:resource="&deg;isGrandchildof"/>
<rdfs:label>Is Grandson 0f</rdfs:label>
<rdfs:comment>The isGrandsonOf property identifies a relationship in which a male person
is the grandson of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;MalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isGranddaughterof">
<rdfs:subPropertyof rdf:resource="&deg;isGrandchildof"/>
<rdfs:label>Is Granddaughter Of</rdfs:label>
<rdfs:comment>The isGranddaughterof property identifies a relationship in which a female
person is the granddaughter of another person.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;FemalePerson"/>
<rdfs:range rdf:resource="&deg;Person"/>
</owl:0bjectProperty>

</rdf:RDF>

Figure B-1. (d) Genealogy Ontology (continued)
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related-to-symmetry: (?A deg:isRelatedTo ?B), notEqual(?A,?B) -> (7B deg:isRelatedTo ?A) ]

related-to-transitivity: (?A deg:isRelatedTo ?B), (?B deg:isRelatedTo ?C), notEqual(?A,?C)
-> (?A deg:isRelatedTo ?7C) ]
sibling-symmetry: (?A deg:isSiblingof ?B), notEqual(?A,?B) -> (?B deg:isSiblingof ?A) ]
sibling-transitivity: (?A deg:isSiblingof ?B), (7B deg:isSiblingof ?C), notEqual(?A,?C)
-> (?A deg:isSiblingof 7C) ]
spouse-symmetry: (?A deg:isSpouseOf ?B), notEqual(?A,?B) -> (?B deg:isSpouseof ?A) ]
mother-specialization: (?A deg:isParentof ?B), (?A rdf:type deg:FemalePerson)
-> (?A deg:isMotherof ?B) ]
father-specialization: (?A deg:isParentof ?B), (?A rdf:type deg:MalePerson)
-> (?A deg:isFatherof ?B) ]
[ wife-specialization: (?A deg:isSpouseof ?B), (?A rdf:type deg:FemalePerson)
-> (?A deg:iswifeof 7B) ]
husband-specialization: (?A deg:isSpouseof ?B), (?A rdf:type deg:MalePerson)
-> (?A deg:isHusbandof ?7B) ]
sister-specialization: (?A deg:isSiblingof ?B), (?A rdf:type deg:FemalePerson)
-> (?A deg:isSisterof ?B) ]
brother-specialization: (?A deg:isSiblingof ?B), (?A rdf:type deg:MalePerson)
-> (?A deg:isBrotherof ?B) ]
[ daughter-specialization: (?A deg:ischildof ?B), (?A rdf:type deg:FemalePerson)
-> (?A deg:isbDaughterof ?B) ]
[ son-specialization: (?A deg:ischildof ?B), (?A rdf:type deg:MalePerson)
-> (?A deg:issonof 7B) ]
[ granddaughter-specialization: (?A deg:isGrandchildof ?B), (?A rdf:type deg:FemalePerson)
-> (?A deg:isGranddaughterof ?B) ]
[ grandson-specialization: (?A deg:isGrandchildof ?B), (?A rdf:type deg:MalePerson)
-> (?A deg:isGrandsonof ?B) ]
[ uncle-inference: (?A deg:ischildof ?B), (?C deg:isBrotherof ?B)
-> (?C deg:isuncleof ?7A) ]
[ aunt-inference: (?A deg:ischildof ?B), (?C deg:isSisterof ?B)
-> (?C deg:isAuntof ?A) ]
grandfather-inference: (?A deg:isFatherof ?B), (7B deg:isParentof ?C)
-> (?A deg:isGrandfatherof ?cC) ]
grandmother-inference: (?A deg:isMotherof ?B), (?B deg:isParentof ?C)
-> (?A deg:isGrandmotherof ?C) ]

—

e

——

—

[ T e T e |

—/,

Figure B-2. Inference rules of the Genealogy Ontology
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B.1.2 The Mythology Ontology
We use OWL to define a small mythology ontology, which is used in the Norse Mythology
ontology detailed in §B.1.3. Figure B-3 shows the mythology ontology in full, though there is

certainly room for additional constructs.

<?xm1 version="1.0"7>

<!DOCTYPE rdf:RDF [

<!ENTITY rdf 'http://www.w3.0rg/1999/02/22-rdf-syntax-ns#'>
<!ENTITY rdfs 'http://www.w3.0rg/2000/01/rdf-schema#'>
<!ENTITY dc 'http://purl.org/dc/elements/1.1/"'>

<!ENTITY owl 'http://www.w3.0rg/2002/07/owl#"' >

<!ENTITY xsd 'http://www.w3.0rg/2001/XMLSchema#'>

<!ENTITY deg 'http://www.cs.rpi.edu/~goldsd/schema/'>

<!ENTITY wn "http://www.cogsci.princeton.edu/~wn/schema/'>
]<!ENTITY wnc "http://www.cogsci.princeton.edu/~wn/concept#'>
>

<rdf:RDF

xmlns:rdf="&rdf;"
xmlns:rdfs="&rdfs;"
xmlns:dc="&dc;"
xmlns:owl="&owl ;"
xmlns:xsd="&xsd;"
xmlIns:deg="&deg;"
xmlns:wn="&wn;"
xmlns:wnc="&wnc;">

<owl:0Ontology rdf:about="">
<rdfs:label>Mythology Ontology</rdfs:label>
<rdfs:comment>A mythology ontology.</rdfs:comment>
</owl:0ntology>

<owl:Class rdf:about="&deg;God">
<rdfs:label>God</rdfs:1abel>
<rdfs:comment>The God class, an instance of which represents a God in a given mythology.
</rdfs:comment>

</owl:Class>

<owl:Class rdf:about="&deg;Goddess">
<rdfs:label>Goddess</rdfs:label>
<rdfs:comment>The Goddess class, an instance of which represents a Goddess in a given
mythology.</rdfs:comment>

</owl:Class>

<owl:Class rdf:about="&deg;Pantheon">
<rdfs:label>Pantheon</rdfs:label>
<rdfs:comment>The Pantheon class is an RDF Bag consisting of Gods and Goddesses.
</rdfs:comment>
<rdf:type rdf:resource="&rdf:Bag"/>
</owl:Class>

<ow]l:0bjectProperty rdf:about:"&de?;isGodof">
<rdfs:label>Is God Of</rdfs:label>
<rdfs:domain rdf:resource="&deg;God"/>
<rdfs:range rdf:resource="&rdfs;Literal"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about:"&de?;1sGoddessof">
<rdfs:label>Is Goddess 0f</rdfs:label>
<rdfs:domain rdf:resource="&deg;Goddess" />
<rdfs:range rdf:resource="&rdfs;Literal"/>
</owl:0bjectProperty>

</rdf:RDF>

Figure B-3. Mythology Ontology
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B.1.3 Excerpts of the Norse Mythology Ontology
Using the mythology ontology of §B.1.2, we use OWL to define a Norse Mythology
ontology. Figure B-4 shows excerpts of the Norse Mythology ontology.

<?xm1 version="1.0"7>

<!DOCTYPE rdf:RDF [

<!ENTITY rdf 'http://www.w3.0rg/1999/02/22-rdf-syntax-ns#'>
<!ENTITY rdfs 'http://www.w3.0rg/2000/01/rdf-schema#'>
<!ENTITY wn "http://www.cogsci.princeton.edu/~wn/schema/'>
<!ENTITY dc 'http://purl.org/dc/elements/1.1/"'>

<!ENTITY owl 'http://www.w3.0rg/2002/07/owl#"' >

<!ENTITY xsd 'http://www.w3.0rg/2001/XMLSchema#'>

<!ENTITY deg 'http://www.cs.rpi.edu/~goldsd/schema/'>
<!ENTITY wnc 'http://www.cogsci.princeton.edu/~wn/concept#'>
<!ENTITY wns 'http://www.cogsci.princeton.edu/~wn/schema/"'>

1>

<rdf:RDF

xmlns:rdf="&rdf;"
xmlns:rdfs="&rdfs;"
xmlns:wn="&wn;"
xmlns:dc="&dc;"
xmlns:owl="&owl ;"
xmlns:xsd="8&xsd;"
xmlIns:deg="&deg;"
xmlns:wnc="&wnc;"
xmlns:wns="&wns;">

<deg:MalePerson rdf:about="&deg;Farbauti">
<rdfs:label>Farbauti</rdfs:label>
<deg:isFatherof rdf:resource="&deg;Loki"/>
<deg:isHusbandof rdf:resource="&deg;Laufey"/>
</deg:MalePerson>

<deg:FemalePerson rdf:about="&deg;Laufey">
<rdfs:label>Laufey</rdfs:Tabel>
<rdfs:label>Nal</rdfs:1abel>
<deg:isMotherof rdf:resource="&deg;Loki"/>
<deg:iswifeof rdf:resource="&deg;Farbauti"/>
</deg:FemalePerson>

<deg:MalePerson rdf:about="&deg;Loki">
<rdfs:Tlabel>Loki</rdfs:label>
<deg:isGodof>Mischief</deg:isGodof>
<deg:issonof rdf:resource="&deg;Farbauti"/>
<deg:issonof rdf:resource="&deg;Laufey"/>
<deg:isHusbandof rdf:resource="&deg;Angrboda" />
<deg:isHusbandof rdf:resource="&deg;Sigyn"/>

</deg:MalePerson>

<deg:FemalePerson rdf:about="&deg;Sigyn">
<rdfs:label>Sigyn</rdfs:label>
<deg:iswifeof rdf:resource="&deg;Loki"/>
</deg:FemalePerson>

<deg:FemalePerson rdf:about="&deg;Angrboda">
<rdfs:label>Angrboda</rdfs:label>
<deg:iswifeof rdf:resource="&deg;Loki"/>
</deg:FemalePerson>

<deg:MalePerson rdf:about="&deg;Fenrir">
<rdfs:label>Fenrir</rdfs:label>
<deg:issonof rdf:resource="&deg;Loki"/>
<deg:issonof rdf:resource="&deg;Angrboda"/>
<deg:isBrotherof rdf:resource="&deg;Jormungand"/>
<deg:isBrotherof rdf:resource="&deg;Hel"/>
</deg:MalePerson>

<deg:MalePerson rdf:about="&deg;Jormungand">
<rdfs:label>Jormungand</rdfs:label>
<deg:issonof rdf:resource="&deg;Loki"/>
<deg:isSonof rdf:resource="&deg;Angrboda" />
<deg:isBrotherof rdf:resource="&deg;Fenrir"/>
<deg:isBrotherof rdf:resource="&deg;Hel"/>
</deg:MalePerson>

Figure B-4. (a) Excerpts of the Norse Mythology Ontology
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<deg:FemalePerson rdf:about="&deg;Hel">
<rdfs:label>Hel</rdfs:1abel>
<deg:isGoddessof>Underworld</deg:isGoddessof>
<deg:isbDaughterof rdf:resource="&deg;Loki"/>
<deg:isbDaughterof rdf:resource="&deg;Angrboda"/>
<deg:isSisterof rdf:resource="&deg;Fenrir"/>
<deg:isSisterof rdf:resource="&deg;Jormungand"/>

</deg:FemalePerson>

<deg:MalePerson rdf:about="&deg;Bor">
<rdfs:label>Bor</rdfs:1abel>
<deg:isFatherof rdf:resource="&deg;Buri"/>
</deg:MalePerson>

<deg:MalePerson rdf:about="&deg;Buri">
<rdfs:label>Buri</rdfs:label>
<deg:issonof rdf:resource="&deg;Bor"/>
<deg:isFatherof rdf:resource="&deg;0din"/>
</deg:MalePerson>

<deg:MalePerson rdf:about="&deg;Vvili">
<rdfs:label>Vvili</rdfs:label>
<deg:isBrotherof rdf:resource="&deg;odin"/>
<deg:isBrotherof rdf:resource="&deg;ve"/>
</deg:MalePerson>

<deg:MalePerson rdf:about="&deg;Vve">
<rdfs:label>Ve</rdfs:1abel>
<deg:isBrotherof rdf:resource="&deg;odin"/>
<deg:isBrotherof rdf:resource="&deg;vili"/>
</deg:MalePerson>

<deg:MalePerson rdf:about="&deg;0din">
<rdfs:label>0din</rdfs:label>
<rdfs:label>Allfather</rdfs:label>
<deg:issonof rdf:resource="&deg;Buri"/>
<deg:isHusbandof rdf:resource="&deg;Jord"/>
<deg:isHusbandof rdf:resource:"&deg;Frigga"/>
<deg:isFatherof rdf:resource="&deg;Thor"/>
<deg:isFatherof rdf:resource="&deg;Tyr"/>
<deg:isFatherof rdf:resource="&deg;Heimdall"/>
<deg:isFatherof rdf:resource="&deg;Balder"/>
<deg:isFatherof rdf:resource="&deg;Hodur"/>
<deg:isFatherof rdf:resource="&deg;vali"/>
<deg:isBrotherof rdf:resource="&deg;Vvili"/>
<deg:isBrotherof rdf:resource="&deg;ve"/>

</deg:MalePerson>

<deg:FemalePerson rdf:about="&deg;Jord">
<rdfs:label>Jord</rdfs:label>
<deg:iswifeof rdf:resource="&deg;odin"/>
</deg:FemalePerson>

<deg:FemalePerson rdf:about="&deg;Frigga">
<rdfs:label>Frigga</rdfs:Tabel>
<deg:iswifeof rdf:resource="&deg;odin"/>
</deg:FemalePerson>

<deg:MalePerson rdf:about="&deg;Heimdall">
<rdfs:label>Heimdall</rdfs:1abel>
<rdfs:comment>Heimdall stands guard at the foot of the rainbow bridge Bifrost that leads

to Asgard.</rdfs:comment>

<deg:guardian-Noun-as-Verb>Bifrost</deg:guardian-Noun-as-verb>
<deg:issonof rdf:resource="&deg;odin"/>
<deg:isBrotherof rdf:resource="&deg;Thor"/>
<deg:isBrotherof rdf:resource="&deg;Tyr"/>
<deg:isBrotherof rdf:resource="&deg;Balder"/>
<deg:isBrotherof rdf:resource="&deg;Hodur"/>
<deg:isBrotherof rdf:resource="&deg;vali"/>

</deg:MalePerson>

<deg:MalePerson rdf:about="&deg;Balder">
<rdfs:label>Balder</rdfs:Tabel>
<deg:isHusbandof rdf:resource="&deg;Nanna"/>
<deg:issonof rdf:resource="&deg;odin"/>
<deg:isBrotherof rdf:resource="&deg;Thor"/>
<deg:isBrotherof rdf:resource="&deg;Tyr"/>
<deg:isBrotherof rdf:resource="&deg;Heimdall" />
<deg:isBrotherof rdf:resource="&deg;Hodur"/>
<deg:isBrotherof rdf:resource="&deg;vali"/>

</deg:MalePerson>
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<deg:MalePerson rdf:about="&deg;Aegir">
<rdfs:label>Aegir</rdfs:1abel>
<rdfs:comment>Aegir is the Norse God of the Sea.</rdfs:comment>
<rdf:type rdf:resource="&deg;God"/>
<deg:isGodof>Sea</deg:isGodof>

</deg:MalePerson>

<deg:FemalePerson rdf:about="&deg;Nanna">
<rdfs:Tlabel>Nanna</rdfs:1abel>
<deg:iswifeof rdf:resource="&deg;Balder"/>
</deg:FemalePerson>

<deg:MalePerson rdf:about="&deg;Hodur">
<rdfs:label>Hodur</rdfs:1abel>
<deg:issonof rdf:resource:"&deg;odin”/>
<deg:isBrotherof rdf:resource="&deg;Thor"/>
<deg:isBrotherof rdf:resource="&deg;Tyr"/>
<deg:isBrotherof rdf:resource="&deg;Heimdall" />
<deg:isBrotherof rdf:resource="&deg;Balder"/>
<deg:isBrotherof rdf:resource="&deg;vali"/>

</deg:MalePerson>

<deg:MalePerson rdf:about="&deg;vali">
<rdfs:label>vali</rdfs:label>
<deg:issonof rdf:resource="&deg;o0din"/>
<deg:isBrotherof rdf:resource="&deg;Thor"/>
<deg:isBrotherof rdf:resource="&deg;Tyr"/>
<deg:isBrotherof rdf:resource="&deg;Heimdall"/>
<deg:isBrotherof rdf:resource="&deg;Balder"/>
<deg:isBrotherof rdf:resource="&deg;Hodur"/>

</deg:MalePerson>

<deg:MalePerson rdf:about:”&de?;Bragi">
<rdfs:1abe1>Bra%1</rdfs:1abe >
<deg:isHusbandof rdf:resource="&deg;Idun"/>
</deg:MalePerson>

<deg:FemalePerson rdf:about="&deg;Idun">
<rdfs:Tlabel>Idun</rdfs:label>
<rdfs:comment>Idun is a Norse Fertility Goddess who tends to the golden apples of Tife.
</rdfs:comment>
<deg:iswifeof rdf:resource="&deg;Bragi"/>
</deg:FemalePerson>

<deg:MalePerson rdf:about="&deg;Tyr">
<rdfs:label>Tyr</rdfs:label>
<rdfs:comment>Tyr is a Norse God of war who sacrificed his hand to bind Fenrir the wolf.
</rdfs:comment>
<deg:issonof rdf:resource="&deg;odin"/>
<deg:isBrotherof rdf:resource="&deg;Thor"/>
<deg:isBrotherof rdf:resource="&deg;Heimdall"/>
<deg:isBrotherof rdf:resource="&deg;Balder"/>
<deg:isBrotherof rdf:resource="&deg;Hodur"/>
<deg:isBrotherof rdf:resource="&deg;vali"/>
</deg:MalePerson>

<deg:MalePerson rdf:about="&deg;Thor">
<rdfs:label>Thor</rdfs:label>
<rdfs:comment>Thor is a Norse God of war who wields his mighty hammer Mjollnir.

</rdfs:comment>

<deg:issonof rdf:resource="&deg;odin"/>
<deg:isHusbandof rdf:resource="&deg;Sif"/>
<deg:isBrotherof rdf:resource="&deg;Tyr"/>
<deg:isBrotherof rdf:resource="&deg;Heimdall"/>
<deg:isBrotherof rdf:resource="&deg;Balder"/>
<deg:isBrotherof rdf:resource="&deg;Hodur"/>
<deg:isBrotherof rdf:resource="&deg;vali"/>

</deg:MalePerson>

<deg:FemalePerson rdf:about="&deg;Sif">
<rdfs:label>Sif</rdfs:1abel>
<deg:iswifeof rdf:resource="&deg;Thor"/>
</deg:FemalePerson>

<deg:MalePerson rdf:about:”&de?;Njord">
<rdfs:label>Njord</rdfs:label>
<deg:isHusbandof rdf:resource="&deg;skadi"/>
<deg:isFatherof rdf:resource="&deg;Frey"/>
<deg:isFatherof rdf:resource="&deg;Freya"/>
</deg:MalePerson>

<deg:FemalePerson rdf:about="&deg;sSkadi">
<rdfs:label>skadi</rdfs:1abel>
<deg:iswifeof rdf:resource="&deg;Njord"/>
</deg:FemalePerson>
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<deg:MalePerson rdf:about="&deg;Frey">
<rdfs:label>Frey</rdfs:label>
<deg:issonof rdf:resource="&deg;Njord"/>
<deg:isHusbandof rdf:resource="&deg;Gerd"/>
<deg:isBrotherof rdf:resource="&deg;Freya"/>
</deg:MalePerson>

<deg:FemalePerson rdf:about="&deg;Gerd">
<rdfs:label>Gerd</rdfs:label>
<deg:iswifeof rdf:resource="&deg;Frey"/>
</deg:FemalePerson>

<deg:FemalePerson rdf:about="&deg;Freya">
<rdfs:label>Freya</rdfs:1abel>
<deg:isDaughterof rdf:resource="&deg;Njord"/>
<deg:isSisterof rdf:resource="&deg;Frey"/>
</deg:FemalePerson>

</rdf:RDF>

Figure B-4. (d) Excerpts of the Norse Mythology Ontology (continued)
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B.1.4 Excerpts of the United States Presidents Ontology
The United States Presidents ontology (see §4.3.5) consists of the OWL schema shown in

Figures B-5(a) and B-5(b), as well as an RDF document, excerpts of which are shown in

Figures B-6(a) through B-6(d).

<?xm1 version="1.0"7>

<!DOCTYPE rdf:RDF [

<!ENTITY rdf 'http://www.w3.0rg/1999/02/22-rdf-syntax-ns#'>
<!ENTITY rdfs 'http://www.w3.0rg/2000/01/rdf-schema#'>
<!ENTITY wn "http://www.cogsci.princeton.edu/~wn/schema/'>
<!ENTITY dc 'http://purl.org/dc/elements/1.1/"'>

<!ENTITY owl 'http://www.w3.0rg/2002/07/owl#' >

<!ENTITY xsd 'http://www.w3.0rg/2001/XMLSchema#'>

]<! ENTITY deg 'http://www.cs.rpi.edu/~goldsd/schema/"'>

>

<rdf:RDF

xmlns:rdf="&rdf;"
xmlns:rdfs="&rdfs;"
xmlns:wn="&wn;"
xmlns:dc="&dc;"
xmlns:owl="&owl ;"
xmlns:xsd="&xsd;"
xmlns:deg="8&deg;">

<owl:0Ontology rdf:about="">
<rdfs:label>United States (US) Presidents Ontology</rdfs:label>
<rdfs:comment>An ontology for representing information on the Presidents of the united
States of America (USA).</rdfs:comment>
<owl:imports rdf:resource="&deg;genealogy" />
</owl:0ntology>

<owl:Class rdf:about="&deg;USPresident">
<rdfs:label>United States (US) President</rdfs:Tlabel>
<rdfs:comment>A President of the uUnited States of America (USA).</rdfs:comment>
<rdfs:subClassof rdf:resource="&deg;Person"/>

</owl:Class>

<rdf:Description rdf:about="&deg;0fficeofThePresidency">
<rdfs:label>0ffice of the Presidency</rdfs:label>
</rdf:Description>

<owl:0bjectProperty rdf:about="&deg;presidentAfter">
<rdfs:label>President After</rdfs:label>
<rdfs:comment>The presidentAfter property identifies a relationship in which a President
is president immediately after another President.</rdfs:comment>
<owl:inverseof rdf:resource="&deg;presidentBefore" />
<rdfs:domain rdf:resource="&deg;USPresident"/>
<rdfs:range rdf:resource="&deg;USPresident"/>
</owl:0bjectProperty>

<ow]l:0bjectProperty rdf:about:"&de%;presidentBefore">
<rdfs:label>President Before</rdfs:label>
<rdfs:comment>The presidentBefore property identifies a relationship in which a President
is immediately president before another President.</rdfs:comment>
<owl:inverseof rdf:resource="&deg;presidentAfter"” />
<rdfs:domain rdf:resource="&deg;USPresident"/>
<rdfs:range rdf:resource="&deg;USPresident"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;electedin">
<rdfs:label>Elected In</rdfs:label>
<rdfs:comment>The electedIn property identifies the year in which a given president was
elected (i.e. the year in which the election was won)</rdfs:comment>
<rdfs:domain rdf:resource="&deg;USPresident"/>
<rdfs:range rdf:resource="&rdfs;Literal"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;impeachedIn">
<rdfs:label>Impeached In</rdfs:1abel>
<rdfs:comment>The impeachedIn property identifies the year in which a given president was
impeached (i.e. the year in which the impeachment occurred)</rdfs:comment>
<rdfs:domain rdf:resource="&deg;USPresident"/>
<rdfs:range rdf:resource="&rdfs;Literal"/>
</owl:0bjectProperty>

Figure B-5. (a) United States Presidents Ontology Schema
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<owl:0bjectProperty rdf:about="&deg;assassinatedIn">
<rdfs:label>Assassinated In</rdfs:label>
<rdfs:comment>The assassinatedIn property identifies the year in which a given president
was assassinated (i.e. the year in which the assassination occurred)</rdfs:comment>
<rdfs:domain rdf:resource="&deg;USPresident"/>
<rdfs:range rdf:resource="&rdfs;Literal"/>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;electedTermsInoffice">
<rdfs:label>Elected Terms in office</rdfs:label>
<rdfs:comment>The electedTermsInoffice property identifies the number of terms a given
president was elected (i.e. the number of times the president would win an election)
</rdfs:comment>
<rdfs:domain rdf:resource="&deg;USPresident"/>
<rdfs:range rdf:resource="&rdfs;Literal"/>
</owl:0bjectProperty>

<rdf:Description rdf:about="&deg;youngestPresident">
<rdfs:label>Youngest President</rdfs:label>
<rdfs:comment>The youngestPresident resource identifies a president as being the youngest
within some categorization</rdfs:comment>
</rdf:Description>

</rdf:RDF>

Figure B-s. (b) United States Presidents Ontology Schema (continued)

<?xm1 version="1.0"7>

<!DOCTYPE rdf:RDF [

<!ENTITY rdf 'http://www.w3.0rg/1999/02/22-rdf-syntax-ns#'>
<!ENTITY rdfs 'http://www.w3.0rg/2000/01/rdf-schema#'>
<!ENTITY wn "http://www.cogsci.princeton.edu/~wn/schema/'>
<!ENTITY dc 'http://purl.org/dc/elements/1.1/"'>

<!ENTITY owl 'http://www.w3.0rg/2002/07/owl#"' >

<!ENTITY xsd 'http://www.w3.0rg/2001/XMLSchema#'>

]<! ENTITY deg 'http://www.cs.rpi.edu/~goldsd/schema/"'>

>

<rdf:RDF

xmlns:rdf="&rdf;"
xmlns:rdfs="&rdfs;"
xmlns:wn="&wn;"
xmlns:dc="&dc;"
xmlns:owl="&owl ;"
xmlns:xsd="&xsd;"
xmlns:deg="&deg;">

<deg:USPresident rdf:about="&deg;Georgewashington">
<rdfs:label>George washington</rdfs:label>
<deg:also-known-as-Adverb>Father of His Country</deg:also-known-as-Adverb>
<deg:isHusbandof rdf:resource="&deg;Marthacurtis"/>
<deg:presidentBefore rdf:resource="&deg;JohnAdams" />

</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;MarthaCurtis">
<rdfs:label>Martha cCurtis</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;JohnAdams">
<rdfs:Tabel>John Adams</rdfs:label>
<deg:isHusbandof rdf:resource="&deg;Abigailsmith"/>
<deg:isFatherof rdf:resource="&deg;JohnQuincyAdams" />
<deg:presidentBefore rdf:resource="&deg;Thomaslefferson"/>
</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;Abigailsmith">
<rdfs:label>Abigail smith</rdfs:Tabel>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;ThomasJefferson">
<rdfs:label>Thomas Jefferson</rdfs:label>
<deg:start-Noun-as-Verb rdf:resource="&deg;LouisianaPurchase"/>
<deg:start-Noun-as-Verb rdf:resource="&deg;LewisAndClarkexpedition"/>
<deg:isHusbandof rdf:resource:"&deg;Marthaske]ton"/>
<deg:presidentBefore rdf:resource="&deg;JamesMadison"/>
</deg:USPresident>
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<rdf:Description rdf:about="&deg;LouisianaPurchase">
<rdfs:Tlabel>Louisiana Purchase</rdfs:label>
</rdf:Description>

<rdf:Description rdf:about="&deg;LewisAndClarkExpedition">
<rdfs:label>Lewis and Clark Expedition</rdfs:label>
<rdfs:label>Lewis &amp; Clark Expedition</rdfs:label>
</rdf:Description>

<deg: FemalePerson rdf:about="&deg;Marthaskelton">
<rdfs:label>Martha Skelton</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;JamesMadison">
<rdfs:label>James Madison</rdfs:label>
<deg:isHusbandof rdf:resource:"&deg;DorotheaPayneTodd”/>
<deg:presidentBefore rdf:resource="&deg;JamesMonroe" />
</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;DorotheaPayneTodd">
<rdfs:label>Dorothea Payne Todd</rdfs:1abel>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;JamesMonroe">
<rdfs:label>James Monroe</rdfs:label>
<deg:isHusbandof rdf:resource="&deg;ElizabethKortwright"/>
<deg:presidentBefore rdf:resource="&deg;JohnQuincyAdams"/>
</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;ElizabethKortwright">
<rdfs:label>Elizabeth Kortwright</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;JohnqQuincyAdams">
<rdfs:label>John Quincy Adams</rdfs:label>
<deg:isHusbandof rdf:resource="&deg;Louisalohnson"/>
<deg:presidentBefore rdf:resource="&deg;Andrewlackson"/>
</deg:USPresident>

<deg: FemalePerson rdf:about:"&de%;LouisaJohnson">
<rdfs:label>Louisa Johnson</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;JamesBuchanan">
<rdfs:label>James Buchanan</rdfs:label>
<deg:presidentBefore rdf:resource="&deg;AbrahamLincoln"/>
</deg:USPresident>

<deg:USPresident rdf:about="&deg;AbrahamLincoln">
<rdfs:label>Abraham Lincoln</rdfs:label>
<deg:write-Verb rdf:resource:"&deg;GettysburgAddress"/>
<deg:isHusbandof rdf:resource="&deg;MaryTodd" />
<deg:presidentBefore rdf:resource="&deg;AndrewJohnson"/>
</deg:USPresident>

<rdf:Description rdf:about="&deg;GettysburgAddress">
<rdfs:label>Gettysburg Address</rdfs:label>
</rdf:Description>

<deg:FemalePerson rdf:about="&deg;MaryTodd">
<rdfs:label>Mary Todd</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;TheodoreRoosevelt">
<rdfs:label>Theodore Roosevelt</rdfs:label>
<rdfs:label>Teddy Roosevelt</rdfs:label>
<rdfs:label>T Roosevelt</rdfs:label>
<deg:break-up-verb rdf:resource="&deg;monopoly-Noun"/>
<deg:isHusbandof rdf:resource="&deg;AliceLee"/>
<deg:isHusbandof rdf:resource="&deg;EdithCarow"/>
<deg:presidentBefore rdf:resource="&deg;williamHowardTaft"/>
</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;AliceLee">
<rdfs:label>Alice Lee</rdfs:label>
</deg:FemalePerson>

<deg: FemalePerson rdf:about:"&de?;Edithcarow">
<rdfs:label>Edith carow</rdfs:label>
</deg:FemalePerson>
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<deg:USPresident rdf:about="&deg;williamHowardTaft">
<rdfs:label>william Howard Taft</rdfs:label>
<rdfs:Tabel>william Taft</rdfs:label>
<deg:isHusbandof rdf:resource:"&deg;He]enHerron"/>
<deg:presidentBefore rdf:resource="&deg;woodrowwilson"/>
</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;HelenHerron">
<rdfs:Tlabel>Helen Herron</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;wWoodrowwilson">
<rdfs:label>woodrow wilson</rdfs:Tlabel>
<deg:propose-Verb rdf:resource="&deg;LeagueofNations"/>
<deg:isHusbandof rdf:resource="&deg;E1lenAxson"/>
<deg:isHusbandof rdf:resource:"&deg;EdithGa]t"/>
<deg:presidentBefore rdf:resource="&deg;warrenGamalielHarding"/>
</deg:USPresident>

<rdf:Description rdf:about="&deg;League0fNations">
<rdfs:label>League of Nations</rdfs:label>
</rdf:Description>

<deg:FemalePerson rdf:about="&deg;E1lenAxson">
<rdfs:label>Ellen Axson</rdfs:Tlabel>
</deg:FemalePerson>

<deg: FemalePerson rdf:about="&deg;EdithGalt">
<rdfs:label>Edith Galt</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;FranklinDelanoRoosevelt">
<rdfs:label>Franklin Delano Roosevelt</rdfs:label>
<rdfs:label>Franklin D Roosevelt</rdfs:label>
<rdfs:label>F D Roosevelt</rdfs:label>
<rdfs:label>Franklin Roosevelt</rdfs:label>
<rdfs:label>FDR</rdfs:1abel>
<deg:electedTermsInoffice>4</deg:electedTermsInoffice>
<deg:electedTermsInoffice>four</deg:electedTermsInoffice>
<deg:isHusbandof rdf:resource="&deg;EleanorrRoosevelt"/>
<deg:presidentBefore rdf:resource="&deg;HarrySTruman"/>

</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;EleanorRoosevelt">
<rdfs:label>Eleanor Roosevelt</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;HarrySTruman">
<rdfs:label>Harry S Truman</rdfs:Tabel>
<rdfs:label>Harry Truman</rdfs:label>
<deg:end-verb rdf:resource="&deg;worldwarIiI"/>
<deg:isHusbandof rdf:resource="&deg;Besswallace"/>
<deg:presidentBefore rdf:resource="&deg;DwightDavidEisenhower"/>
</deg:USPresident>

<rdf:Description rdf:about="&deg;wWorldwarII">
<rdfs:label>world war II</rdfs:label>
<rdfs:label>WwII</rdfs:label>
</rdf:Description>

<deg:FemalePerson rdf:about="&deg;Besswallace">
<rdfs:Tlabel>Bess wallace</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;DwightDavidEisenhower">
<rdfs:label>bwight David Eisenhower</rdfs:label>
<rdfs:label>bwight D Eisenhower</rdfs:label>
<rdfs:1abe1>DW1%ht Eisenhower</rdfs:Tlabel>
<deg:isHusbandof rdf:resource="&deg;MaryGenevaboud" />
<deg:presidentBefore rdf:resource="&deg;JohnFitzgeraldkennedy" />
</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;MaryGenevaboud">
<rdfs:label>Mary Geneva Doud</rdfs:label>
</deg:FemalePerson>
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<deg:USPresident rdf:about:"&deg;JohnFitz%era1dKennedy">
<rdfs:label>John Fitzgerald Kennedy</rdfs:Tlabel>
<rdfs:label>John F Kennedy</rdfs:Tabel>
<deg:elect-verb rdf:resource="&deg;youngestPresident"/>
<deg:isHusbandof rdf:resource="&deg;JacquelineBouvier"/>
<deg:isFatherof rdf:resource="&deg;Carolinekennedy"/>
<deg:presidentBefore rdf:resource="&deg;LyndonBainesJohnson"/>

</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;JacquelineBouvier">
<rdfs:label>Jacqueline Bouvier</rdfs:label>
</deg:FemalePerson>

<deg:FemalePerson rdf:about="&deg;CarolineKkennedy">
<rdfs:label>Carolinekennedy</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;RichardMilhousNixon">
<rdfs:label>Richard Milhous Nixon</rdfs:label>
<rdfs:label>Richard Nixon</rdfs:label>
<deg:resign-Vverb rdf:resource="&deg;0fficeofThePresidency"/>
<deg:isHusbandof rdf:resource="&deg;ThelmaRyan"/>
<deg:presidentBefore rdf:resource="&deg;GeraldRudolphFord"/>
</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;ThelmaRyan">
<rdfs:label>Thelma Ryan</rdfs:label>
<rdfs:label>Thelma &quot;Pat&quot; Ryan</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;RonaldwilsonReagan">
<rdfs:label>Ronald wilson Rea%an</rdfs:1abe1>
<rdfs:label>Ronald Reagan</rdfs:Tlabel>
<deg:formerly-Adverb rdf:resource="&deg;actor-Noun"/>
<deg:isHusbandof rdf:resource="&deg;Janewyman"/>
<deg:isHusbandof rdf:resource:"&deg;NancyDavis"/>
<deg:presidentBefore rdf:resource="&deg;GeorgeHerbertwalkerBush"/>
</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;Janewyman">
<rdfs:label>Jane wyman</rdfs:label>
</deg:FemalePerson>

<deg: FemalePerson rdf:about="&de?;NancyDavis">
<rdfs:Tlabel>Nancy Davis</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about:"&de?;GeorgeHerbertwa1kerBush">
<rdfs:label>George Herbert walker Bush</rdfs:label>
<rdfs:label>George Bush</rdfs:label>
<deg:isHusbandof rdf:resource="&deg;BarbaraPierce"/>
<deg:isFatherof rdf:resource="&deg;GeorgewalkerBush"/>
<deg:presidentBefore rdf:resource="&deg;williamleffersonBlytheClinton"/>
</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;BarbaraPierce">
<rdfs:label>Barbara Pierce</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;williamJeffersonBlytheClinton">
<rdfs:label>william Jefferson Blythe Clinton</rdfs:label>
<rdfs:label>Bi11 Clinton</rdfs:label>
<deg:impeachedIn>1999</deg: impeachedIn>
<deg:isHusbandof rdf:resource="&deg;HillaryrRodham"/>
<deg:presidentBefore rdf:resource="&deg;GeorgewalkerBush"/>
</deg:USPresident>

<deg: FemalePerson rdf:about="&deg;HillaryRodham">
<rdfs:label>Hillary Rodham</rdfs:label>
</deg:FemalePerson>

<deg:USPresident rdf:about="&deg;GeorgewalkerBush">
<rdfs:label>George walker Bush</rdfs:label>
<rdfs:label>G W Bush</rdfs:label>
<deg:electedIn>2001</deg:electedIn>
<deg:isHusbandof rdf:resource="&deg;Laurawelch"/>
</deg:USPresident>

<deg:FemalePerson rdf:about="&deg;Laurawelch">
<rdfs:label>Laura welch</rdfs:label>
</deg:FemalePerson>

</rdf:RDF>

Figure B-6. (d) Excerpts of the United States Presidents Ontology (continued)
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B.1.5 Excerpts of the United States Geography Ontology
The United States Geography ontology (see §4.3.6) consists of the OWL schema shown in
Figures B-7(a) and B-7(b), as well as an RDF document, excerpts of which are shown in

Figures B-8(a) through B-8(d).

<?xm1 version="1.0"7>

<!DOCTYPE rdf:RDF [

<!ENTITY rdf 'http://www.w3.0rg/1999/02/22-rdf-syntax-ns#'>
<!ENTITY rdfs 'http://www.w3.0rg/2000/01/rdf-schema#'>
<!ENTITY dc 'http://purl.org/dc/elements/1.1/"'>

<!ENTITY owl 'http://www.w3.0rg/2002/07/owl#"' >

<!ENTITY xsd 'http://www.w3.0rg/2001/XMLSchema#'>

]<! ENTITY deg 'http://www.cs.rpi.edu/~goldsd/schema/"'>

>

<rdf:RDF
xmlns:rdf="&rdf;"
xmlns:rdfs="&rdfs;"
xmlns:dc="&dc;"
xmlIns:owl="&owl ;"
xmlns:xsd="&xsd;"
xmlIns:deg="8&deg; ">

<owl:0ntology rdf:about="">
<rdfs:label>United States Geography Ontology</rdfs:label>
<rdfs:comment>A United States geography ontology.</rdfs:comment>
</owl:0ntology>

<owl:Class rdf:about="&deg;Region">
<rdfs:label>Region</rdfs:Tabel>
<rdfs:comment>The Region class, an instance of which represents a geographic region.
</rdfs:comment>
</owl:Class>

<rdf:Property rdf:about="&deg;numberofstates">
<rdfs:label>Number of States</rdfs:label>
<rdfs:comment>The numberofstates property identifies a relationship in which the number of
states are specified.</rdfs:comment>
<rdfs:domain rdf:resource="&deg;Region"/>
<rdfs:range rdf:resource="&rdfs;Literal"/>
</rdf:Property>

<owl:0bjectProperty rdf:about="&deg;isLeastPopulated">
<rdfs:label>Is Least Populated</rdfs:label>
<rdfs:comment>The isLeastPopulated property identifies a least populated relationship
between any two elements, the latter element being the type.</rdfs:comment>
</owl:0bjectProperty>

<owl:0bjectProperty rdf:about="&deg;isMostPopulated">
<rdfs:label>Is Most Populated</rdfs:label>
<rdfs:comment>The isMostPopulated property identifies a most populated relationship
between any two elements, the latter element being the type.</rdfs:comment>
</owl:0bjectProperty>

<owl:Class rdf:about="&deg;State">
<rdfs:label>State</rdfs:1abel>
<rdfs:comment>The State class, an instance of which represents a geographic state (e.g. of
the United States).</rdfs:comment>
</owl:Class>

<owl:Class rdf:about="&deg;City">
<rdfs:label>City</rdfs:label>
<rdfs:comment>The City class, an instance of which represents a geographic city.
</rdfs:comment>
</owl:Class>

<owl:Class rdf:about="&deg;Capital">
<rdfs:label>Capital</rdfs:Tabel>
<rdfs:comment>The Capital class, an instance of which represents a capital city.
</rdfs:comment>
<rdfs:subClassof rdf:resource="&deg;City"/>
</owl:Class>

Figure B-7. (a) United States Geography Ontology Schema
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